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Abstract. Many customer service systems now operate both Al and human channels. We study such a dual-channel service system,
in which customers receive private, noisy signals about their request type (simple or complex) and choose a channel. Truly complex
requests attempted by Al eventually fail and must transfer to the human channel. The service provider’s objective function is average
sojourn time; ideally, it would route simple-signal requests to Al to avoid congesting the human channel, and complex-signal requests
to the human channel to avoid the higher chance of wasted time on Al failure. However, the provider does not know customers’
signals. Nevertheless, it can use queue design to influence customers’ self-interested channel choices toward socially preferable
outcomes. To that end, we propose the prioritize-transfer, delay-direct mechanism, an easily implementable queue design that
rewards customers who try Al. Post-Al-failure transfers to the human channel are with some probability placed in a priority queue.
Direct-to-human customers are placed in the lower-priority queue and also experience a fixed amount of extra delay beyond the
necessary queueing time. We show that there always exists a prioritize-transfer, delay-direct mechanism that optimally solves the
provider’s problem. Moreover, under intermediate Al failure time, we show that the prioritize-transfer mechanism (the special case
without extra direct-to-human delay) even manages to achieve the first-best outcome, i.e., the minimum sojourn time achievable by a
provider who knows all customer signals and controls routing. We also obtain insights on the increase in average sojourn time caused

by customer choice and private information.
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1. Introduction

Al chatbots now routinely resolve simple customer service requests like basic technical support or initiating
an e-commerce return. Highly complex or unusual requests, however, still need a human agent to resolve
them, so many customer service providers operate both Al and human service channels. Myriad examples
could be given; for brevity, we mention just two. Airbnb offers an Al assistant for routine support but lets
customers request a human agent at any time (Airbnb 2026). Similarly, PayPal gives customers options such
as messaging, phone support, or the PayPal chatbot, with transfer to a live agent when the assistant cannot
answer the question (PayPal 2026).

In such hybrid customer service systems, the Al channel has virtually unlimited capacity and thus no
waiting time, but some requests are beyond its capability and will require transfer to the human channel
if the Al attempts to resolve them and fails. A failed Al interaction increases the customer’s sojourn time
(i.e., the total time they spend in the system) unnecessarily. By contrast, the human channel can resolve any
request, but it has limited capacity and can become congested. Of course, if the service provider knew the

complexity of each request in advance, then it could optimally route customers to each channel so as to
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minimize human-channel congestion while avoiding unproductive Al interactions. But whether Al will be
able to resolve a particular customer’s request is not necessarily obvious ex ante.

Since the request is their own, each customer has private — though imperfect — information about their
request’s complexity and whether Al is likely to be able to resolve it. Centralized routing by the provider would
be blind to this valuable information, but decentralized routing choices made by self-interested customers
might differ from those that minimize the overall average sojourn time (our measure of social welfare). So,
can a service provider overcome the information asymmetry and incentive misalignment to implement a
socially preferable routing of requests between Al and human channels? If so, how (and how successfully)?

To study these questions, we consider a model of a dual-channel service system in which customer requests
arrive according to a Poisson process and are either simple (can be resolved by a human agent or Al) or
complex (can be resolved by a human agent but will fail with AI). Each customer receives a private, noisy
signal about the complexity of their request, making them either a simple-signal customer or a complex-signal
customer. A simple-signal customer’s request is more likely to be truly simple than to be truly complex,
and vice versa for a complex-signal customer. (Throughout the paper, when referring to a customer’s signal
about their request type, we always include the word “signal.” To refer instead to the true, realized type of a
request, we say “truly simple” or “truly complex.”) We model the Al channel as an infinite-server queue. Al
service times for truly-simple requests are generally distributed, and so are Al failure times for truly-complex
requests (with possibly a different distribution for each). We model the human channel as a single-server
queue with generally distributed service times.

Our primary focus is on the decentralized setting where customers make their own routing decisions to
minimize their individual expected sojourn times. Each customer arrives, observes their signal, and chooses
the Al channel or the human channel. A customer choosing the Al channel immediately enters service, and if
their request is truly simple, it is resolved by Al and they leave the system. If instead their request is truly
complex, they have an unproductive Al interaction and are then transferred to the human channel. A customer
choosing the human channel waits their turn in the human queue, then enters service and has their request
resolved with certainty.

To influence customer channel choices, the service provider typically does not have recourse to monetary
interventions (e.g., if a customer requests help from an e-commerce retailer to facilitate a return, it is not
common practice for the retailer to charge for faster assistance or for access to a human agent). However,
queue design is an available lever: specifically, the service provider can manipulate the queueing discipline
for the human channel. The provider does not observe customers’ private signals, so these cannot be part
of the queue design. But the provider does observe the channel each customer chooses, and it can tune the
queueing discipline so that customers who choose the human channel directly will face a different waiting
time there than customers who try Al first and are later transferred to the human channel. Under different

queue designs, customer routing choices naturally differ, as does average sojourn time. Accordingly, our
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research objective is to identify the queue design that minimizes average sojourn time when customers choose
their channels and have private signals about request complexity; we refer to the corresponding optimization
as the decentralized problem.

In this work, we analyze the decentralized problem along with two benchmarks: the first-best problem
and the second-best problem. The first-best problem is the setting without information asymmetry wherein
the provider directly observes all signals and makes centralized routing choices; we refer to its solution as
first-best or as the social optimum. In the second-best problem, customers report a signal to the provider, who
routes customers based on their reports. Comparing the optimal objective values of these three problems
allows us to decompose the excess average sojourn time in the decentralized problem into the part caused by
information asymmetry and the part caused by customers’ freedom to choose a channel.

To obtain a lower bound, we start with the first-best problem, whose solution we characterize completely.
Thereafter, we focus on the interesting parameter region in which the first-best routing sends all simple-
signal customers to Al and all complex-signal customers directly to the human channel. We call this the
signal-directed routing profile.

For the decentralized problem, we propose the prioritize-transfer, delay-direct (PTDD) mechanism, which
rewards customers for trying to resolve their request using Al first. Specifically, if a customer tries the Al
channel but it fails to resolve their request, then upon transfer to the human channel, the PTDD mechanism
with some probability places them in a priority queue there. If the expected Al failure time is not overly long,
then the chance of human-channel priority after Al failure can be the extra incentive needed to convince a
customer to try Al. However, human-channel priority is not always enough to incentivize Al use; in these
cases, to successfully nudge customers toward Al, the provider may need to further penalize direct-to-human
customers by exposing them to artificial delay, hence “prioritize-transfer, delay-direct.” We use the shorter
term “prioritize-transfer” (PT) to describe the special case of the mechanism with no artificial delay.

Given that the decentralized problem allows customers to freely choose their channel, we might anticipate
a much higher average sojourn time for the decentralized problem compared to the second-best. Similarly,
information asymmetry puts the second-best problem (and, in turn, the decentralized problem) at a disadvantage
compared to the first-best problem, also suggesting a gap in their optimal objective values. Strikingly, however,
with our first main result, we prove that if the average Al failure time falls in an intermediate range, then
the prioritize-transfer mechanism not only matches the second-best but even manages to equal the first-best
average sojourn time! That is, even with no monetary intervention, queue design can be powerful enough
to completely negate the social costs of both information asymmetry and customer choice. Crucially, the
incentive to try Al under PT (as well as PTDD) is relatively weaker for complex-signal customers, since their
probability is higher of enduring unproductive time with Al. This unequal effect on customers with different

signals helps the provider to entice simple-signal customers to try Al but avoid attracting complex-signal
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customers away from the human channel, inducing the socially optimal routing profile and average sojourn
time.

Whenever it is possible for some decentralized mechanism to achieve the first-best outcome, we show
that there exists a PT mechanism that does so. But if the Al failure time is too long, PT cannot attain the
signal-directed first best because the potential for a long unproductive Al interaction deters even simple-signal
customers from the Al channel. Our second main result shows how to do the best we can in this case: we prove
that there always exists a PTDD mechanism that achieves the optimal objective for the decentralized problem.
Intuitively, there are four possible queue design interventions that the provider could use: prioritize-direct,
prioritize-transfer, delay-direct, and delay-transfer. We show, however, that the provider can always achieve
the decentralized optimum without prioritizing direct customers or delaying transfer customers. Thus, the
PTDD mechanism is sufficient. We note that proving this result entails fully characterizing all possible
decentralized equilibrium routings between the Al and human channels. Like the PT mechanism, the PTDD
mechanism is easy both to understand and to implement. On the other hand, the artificial delay inherent
in PTDD could be unpopular with customers. The provider might thus choose to announce the promised
expected waiting times but not the queueing discipline used to achieve them (Afeche 2013).

The second-best problem retains the information asymmetry of the decentralized problem, but without
customer channel choice. We call the gap between the second-best and decentralized optimal objectives the
cost of customer choice. The second-best problem permits one routing that is infeasible in the decentralized
problem: the provider can use the same random routing policy for all customers, with an Al-routing probability
strictly between zero and one. We call this interior pooling, and it is infeasible in the decentralized problem
because simple- and complex-signal customers will never choose the same interior routing probability. The
second-best problem then has an interesting tradeoff. On one hand, the provider can tune the queue design to
elicit truthful reporting, then exploit this information in its routing policy; however, this may require artificial
delay, which harms the objective. On the other hand, interior pooling neglects signal information, but it never
requires artificial delay to achieve incentive compatibility because it makes the reports moot. We show that
the cost of customer choice is nonzero if and only if interior pooling is uniquely optimal.

Finally, we call the gap between the first- and second-best optimal objectives the cost of private information.
When a PT mechanism achieves the first-best, both the cost of customer choice and the cost of private
information are zero. Otherwise, at least one of these is nonzero. We conduct an extensive numerical study to
analyze when each feature harms the decentralized objective, as well as when the PTDD mechanism does
strictly better than the PT mechanism (i.e., when artificial delay is useful).

To more clearly communicate our work’s contribution, we defer discussion of the related literature until
after we introduce our model and our three optimization problems. We do this and preview our main
results in Section 2, then discuss the literature and our contribution to it in Section 3. Section 4 solves the

first-best problem and studies when the prioritize-transfer mechanism implements signal-directed first-best.
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Section 5 addresses the second-best problem. Section 6 shows that the PTDD mechanism always attains the
decentralized optimum and also characterizes decentralized equilibrium structures and the cost of customer

choice. Section 7 presents the numerical study, and Section 8 concludes the paper.

2. Model
2.1. System Primitives

We consider a dual-channel service system with an Al-served channel and a human-served channel. Customers
arrive exogenously according to a Poisson process with rate 4 > 0. The AI channel is modeled as an
infinite-server system, so customers experience no queueing delay with AL If Al attempts a truly-simple
request, it resolves the request after a generally distributed service time with mean 1/u,;. If Al attempts
a truly-complex request, the interaction eventually fails after a generally distributed delay #; with mean
Tt > 0, and then the customer is transferred to the human-channel queue. Service times in the human channel
are generally distributed with i.i.d. service times Sy having mean 1/uy and second moment E[S%]. We
assume that Al is faster than human service, thatis, 1/ua; < 1/ug.

As motivated in the introduction, the provider does not charge or subsidize customers based on their
channel choices, and our system does not involve monetary transfers. Moreover, as is conventional in the
queueing literature, we assume that the waiting/holding cost per customer is linear in time and homogeneous
across customers. Since the total arrival rate A is fixed, this implies that minimizing the long-run holding
cost rate is equivalent to minimizing long-run average sojourn time, where a customer’s sojourn time is the
elapsed time between their arrival and their departure from the system.! Accordingly, we take the service
provider’s objective to be minimizing the long-run average sojourn time. Customers also seek to minimize
their individual expected sojourn times.

Customer requests are either simple (S) or complex (C). Upon arrival, a customer privately observes a noisy
signal o € {s, c} about their true request type 7 € {S, C} (the customer does not observe their request’s true
type). We refer to a customer who observes signal s (resp., signal ¢) as a simple-signal (resp., complex-signal)
customer. Let the probability of a customer observing a simple signal be P, := P(o = s), and of a complex

signal be P.:=P(0=c)=1-P,. Fori € {s, c}, we denote the conditional probabilities of each true type as
gsi=P(r=S|o=i), and gqc|;:=P(r=C|o=i)=1-gs.

Signals are assumed to be informative such that g5; > gc|s > 0and g¢|. > gs| > 0 (equivalently, 1/2 < gg; < 1
and 1/2 < gc|. < 1). Finally, for later use, define the four segmented arrival rates A,s := AP,gg, (simple
signal, truly simple); A;¢ := AP;qc|s (simple signal, truly complex); A.s := AP.gs|. (complex signal, truly
simple); and A ¢ := AP.qc|. (complex signal, truly complex).

! Linear, homogeneous holding costs imply that minimizing holding cost rate is equivalent to minimizing L, the average size of (i.e.,

number of customers in) the system. Then, Little’s Law gives L = AW, where W is the average sojourn time, so average system size
and average sojourn time are directly proportional. Thus, it is equivalent to minimize holding cost rate, system size, or sojourn time.
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Signal Routing

g Al A (PSCYSCIS\S + Pcacqslc)
M/G |

A (Psasqcls + Pca/cCIC\c)

Human A (1= (Pyasgsis + Peaegs)c))
M/G/1

Figure 1 Al-Human Queueing System.

Let a; (resp., @.) denote the probability that each simple-signal (resp., complex-signal) customer joins the
Al channel. How these probabilities are determined depends on the setting and will be addressed later in this
section. See Figure 1 for a diagram of our Al-human service system. Given a; and a.., the exogenous Poisson
arrivals are split according to signal, true type, and initial channel into independent Poisson flows.> Hence,
the flow that initially joins Al and the flow that joins the human queue directly are Poisson.

The transfer process from Al to the human channel consists of simple-signal, truly-complex requests
and complex-signal, truly-complex requests that have failed interactions with Al. Since the Al channel has
unlimited servers, it is equivalent to consider a separate M /G /oo queueing system for each of these arrival
streams, and the departure process from each such system is Poisson (see, e.g., Doob 1953, Daley 1976).
Their superposition therefore forms a Poisson process arriving to the human queue. Consequently, the total
arrival process to the human queue is Poisson, so the human channel operates as an M /G /1 queueing system.

Next, we define three related problems: the first-best problem, the second-best problem, and the decentralized
problem. While the goal of this paper is to solve the decentralized problem, it is expositionally convenient to
define the other two problems first. Moreover, these problems play important roles in our analysis of the

decentralized problem and the insights we uncover from it.

2.2. The First-Best Problem

We set up the first-best problem in a hypothetical, centralized environment in which the platform directly

observes each customer’s signal upon arrival and makes all routing decisions. However, many of the building

blocks laid here will also be useful in formulating the second-best and decentralized problems.
Conditional on the observed signal i € {s, ¢}, the platform routes the customer to the Al channel with

probability a; € [0, 1] and to the human channel with probability 1 — «;. For notational convenience, we

write @ = (ay, a.) € [0, 1]%. The platform chooses both a routing @ and a waiting-time pair (Wpj;, Wrrn). The

2 Splitting by true type is depicted in the figure as occurring after service (or attempted service), to align with the information structure.
This is mathematically equivalent to splitting by true type upon arrival since we do not allow routing to depend on the true type.
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routing determines how much traffic reaches the Al agent and the human agent. For the waiting-time pair,
Wh;, is the mean waiting time in the human queue for a customer who joins the human queue Directly, and
Wrian 1 the mean waiting time in the human queue for a customer who fails with Al and then Transfers to the
human channel. The chosen pair (Wp;,, Wry.,) must be operationally achievable for the chosen routing @ and
given the system primitives; this requirement leads to constraints that we will introduce below.

The Direct-to-human flow rate and the Transfer flow rate to the human queue are given respectively by
Apir(@) = /l(PS (1—a)+P.(1- a/c)) and Aqn (@) = Agcas + Aoca.. So, the total arrival rate into the human
queue is

/1H (Q’) = /lDir(a) + /lTran(a) =A- AsSa/s - AcSalc‘

The system is stable if and only if 15 (a@)/uy < 1, and we assume throughout that 15 (1,1)/ugy < 1; since
Ay (@) is minimized at @ = (1, 1), this is equivalent to assuming that at least one stable routing exists. Similarly,
the total arrival rate routed to the Al agent and successfully completed there is A4, (@) = Agsa, + Acs..
Observe that Api (@) + A (@) + 247 (@) = A.

Given a routing «, to be operationally achievable, a waiting profile (Wp;;, Wry.,) must satisfy

An (@) E[S3]
WTranZ 2(1 _/lTran(a’)/,uH)’ (1)
Au (@) E[S7]
WDir = 5 2
= 2(1—/1Dir(0)/l111) @)
Avan (@) Apir(@) An (@) E[S3]
AH(G) WTran + /1H((l’) WDir > 2(1 —/lH(a')/,uH) . (3)

The constraints (1)—(3) are the two-class specialization of the multiclass M /G /1 achievable-region charac-
terization in Gelenbe and Mitrani (2010, Chapter 8), which synthesizes results from Kleinrock (1965) and
Coffman and Mitrani (1980). The conservation law in Gelenbe and Mitrani (2010, Theorem 8.3 and Law 2)
gives (3) with equality for work-conserving, non-preemptive scheduling rules. The subset inequalities in
Gelenbe and Mitrani (2010, Theorem 8.5), applied separately to transfer customers and direct-to-human
customers, give (1) and (2). Gelenbe and Mitrani (2010, Lemma 8.2 and Theorem 8.6) show that the
vertices and intermediate points of this work-conserving frontier are achievable by head-of-the-line priority
disciplines and their mixtures. Following Afeche (2013), we also allow nonnegative class-dependent artificial
delay, which relaxes the conservation-law equality to the inequality in (3). Accordingly, we can define the

operationally achievable region by
OA((}’) = {(WDir’ WTran) . (1)_(3) hOld}

The provider’s objective function is the average sojourn time, namely

/1 ir 1 /l Tan 1 /l 1
WTotal(aa WDira WTran) = > (al) (WDir + _) + L (a> (Tfail + WTran + _) + M (_) . (4)
A Hu A j% 7 Har
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In the first-best problem, the platform directly observes the customers’ signals and does not need to use
waiting times to influence customer behavior. The waiting pair matters only through operational achievability

and its contribution to average sojourn time. The first-best problem (Pgg) is therefore

* o— :
WFB .= min WTotal(a' s WDir, WTran)

@, Wpir, Wrran
s.t. 0<a,,a.<1,
A (Prg)
u(@) <1,
HH

(Woir, Wran) € OA(@).

Customer incentives play no role in the first-best problem, and we will show accordingly in Section 4 that any

first-best optimal solution has the aggregate waiting-time constraint (3) hold with equality.

2.3. The Second-Best Problem

In the second-best problem, the provider does not observe customers’ private signals, but it still dictates
routes. Specifically, the provider solicits reports from customers regarding their signals, then routes their
requests based on these reports. By the Revelation Principle, it is without loss of optimality to restrict
attention to direct report-and-route mechanisms — i.e., mechanisms that require customers to report a signal
and incentivize them to do so truthfully. We use y € {s, c} to denote a customer’s report. As in the first-best
problem, the provider chooses both a routing @ = (a,, a.) and a waiting profile (Wp;,, Wr,,). Different from
the first-best problem, the routing probabilities o, and @, now apply to the customers who report signals s
and c, respectively, since the actual signals are not observable to the provider. So, for instance, a customer
who reports s is routed to Al with probability «;, regardless of their actual signal.

For any waiting pair (Wp;., Wy, ), define Ty (Wpy,) := Wpi + 1/ uy, and

. 1 1 .
Tar (i Wrean) :=qsji | — | + gcii | Tait + Wiean + — | » i€{s,c}. 5
Al HH

If a customer with actual signal o reports vy, their expected sojourn time will be @, Tx;(07; Wrpan) + (1 =
@y ) Ty (Wp;). Truthful reporting is optimal — i.e., incentive compatible, or IC — for a simple-signal customer

if and only if reporting s weakly dominates reporting c, i.e., if and only if

@ Tar(8; Wrean) + (1 = @) Ty (Whir) < @cTar (53 Wrran) + (1 = @) Ty (Whpir).- (6)
Similarly, truthful reporting is IC for a complex-signal customer if and only if

@ Tar(¢; Wrran) + (1 = @) Ty (Woir) < @5Tar(¢; Wrran) + (1 = @) Tt (W) (7

The next result obtains simplified conditions for incentive compatibility.
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LEMMA 1. Fix a € [0,1]?, Wy, > 0, and Wy, > 0. Truthful reporting is IC for simple-signal and complex-

signal customers, respectively, if and only if
(s = @) (Tar(s; Wrran) = T (Woir)) <0, and (@ = @) (Tar(¢; Wrean) = T (Woir)) <O. €))
Moreover, every IC mechanism must satisfy a, > a., and if ag > ., then (8) is equivalent to
Tar (85 Wran) < Ty (Woir) < Tar(¢; Wrpan) - )

We say a routing « is separating if a; # ., and pooling if @; = a.. By Lemma 1, a separating routing &

with a, < a. cannot be IC for any waiting profile. For a separating routing @ with o > ., define
IC(Q’) = {(WDir, WTran) : (9) hOIdS}

When «, = a. (pooling), the routing probability does not depend on the report. Both signal types are therefore

indifferent over reports, so truthful reporting is weakly optimal; thus, we let IC (@) := R? when a; = a...
Under truthful reporting, the induced flow rates Ap; (@), Atan(@), and Ay (@) are the same as in the

first-best problem. So, the second-best problem has the same objective function as the first-best problem.

However, its feasible region is smaller because it must satisfy the IC constraints. Specifically, the second-best

problem (Psp) is
W;B = a’Wll;IilrisI‘}/Tran WTntal (a7 WDin WTran)
A
S.t. u(@) <1,
HH
(WDir, WTran) € OA(Q'), (PSB)

0<a.,<a,<1,
(IC constraints).

(WDir’ WTran) € IC(Q’)

2.4. The Decentralized Problem
We now turn to our main focus, the decentralized problem in which customers choose their own channels. The
firm announces a waiting-time pair (Wp;;, Wr.,). After observing their private signals, customers compare
the Al and human channels, and their choices endogenously determine an equilibrium routing.

Leta = (a,, a.) € [0, 1]* denote the equilibrium probabilities with which simple-signal and complex-signal
customers choose Al first. Because customers choose their channels themselves, @ must satisfy equilibrium
conditions instead of report-based IC constraints. Specifically, a routing & is an equilibrium if and only if, for

each signal i € {s, c}, we have
Tar(is Wran) < Ty (Wpir),  ifa; =1,
T (is Wran) =Ty (Whir),  if @; € (0, 1), (10)
Tar(is Wrpan) 2 Ty (Wpir),  if @; =0.
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At a corner, the chosen channel can be weakly or strictly optimal, but at an interior value, customers must be
indifferent between the two channels.

For a fixed routing «, the induced flow rates Ap; (@), Aan (@), and Ay (@) are the same as in the first- and
second-best problems. As before, the chosen waiting-time vector must be operationally achievable for the

given routing, i.e., we must have (Wp;;, W) € OA(@). Define

DE(Q’) = {(WDir, WTran) : (10) hOIdS}

The decentralized problem (Pp) is then

W]S = min WTolal ((I, WDil‘s WTran)
s, ac,Wpir, Wrran
s.t. 0<as,a.<1,
Ag(a
(@ (Pp)
HH

(WDire WTran) € OA(O'),
(WDin WTran) € DE(Q’)

Having formulated all three problems, we can relate their optimal values as

The above relation holds because the objective functions are the same and it can be shown that the feasible
regions are nested.” We call the gap Wy, — W, the cost of customer choice. This is the extra average sojourn
time from allowing customers to choose their own initial channel. The gap W, — W, is the cost of private

information, also measured in average sojourn time.

2.5. Preview of Results

The decentralized problem includes decision variables for the human-queue average waiting times for transfer
and direct-to-human customers, but the queue design required to achieve a given waiting-time pair may be
complicated. However, we now introduce a simple queue design that is straightforward to implement and
turns out to always be capable of achieving the optimal average sojourn time from the decentralized problem.
The policy uses two instruments: a post-failure priority for customers transferred from the Al channel, and an
additional delay for customers who choose the human channel directly. The prioritize-transfer, delay-direct
(PTDD) mechanism is the more general mechanism, while the prioritize-transfer (PT) mechanism is the

no-artificial-delay special case. A formal definition follows.

3 See Lemma F.3 in Appendix F for the formal argument. Note that although (Pp) may at first glance appear to allow a; < @,
unlike (Psp), it can in fact be shown that no such @ can be a decentralized equilibrium.
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DeriNiTION 1 (The Prioritize-Transfer, Delay-Direct Mechanism). For given 6 € [0,1] and K > 0, the
prioritize-transfer, delay-direct mechanism (6, K) allows arriving customers to freely choose between the
human and AI channels. A customer who chooses the Al channel but later must be transferred to the human
channel due to Al failure will be placed in a non-preemptive priority queue for the human channel with
probability € and join the regular queue with probability 1 — 8. A customer who directly chooses the human
channel incurs an additional delay K before entering the regular human queue. A routing « is implementable
by a PTDD mechanism (6, K) if and only if the implied waiting pair is in DE (@) (details in Appendix G).

Our first main result (Theorem 1 in Section 4.1) shows that, when the AI failure time lies in an
implementability interval, an appropriate prioritize-transfer mechanism implements signal-directed first-best;
hence W = Wg, = Wi Our second main result (Theorem 2 in Section 6.1) shows that, for any given instance
of the problem primitives, there exists a PTDD mechanism that solves the decentralized problem. We work
our way toward establishing this result by analyzing the second-best and first-best problems, which allow us
to decompose the increase in average sojourn time into the cost of customer choice (W — W) and the cost

of private information (Wg, — W), respectively.

3. Related Literature and Our Contribution

There is a growing body of work, including ours, at the interface of Al and operations management. Our paper
also relates to the literature on queue design for strategic customers. Relevant work includes Al adoption
and use (Hou et al. 2024, Xu et al. 2026, de Véricourt and Gurkan 2026); Al service systems (Zhang and
Narayandas 2026, Hu et al. 2026, Legros and de Véricourt 2026, Hathaway et al. 2023, Dada et al. 2025, Dai
and Singh 2025, Kagan et al. 2026, Yang and Roet-Green 2026, Feldman et al. 2026, Yang et al. 2026); and
queue design, where prices, lead times, delays, and priorities are used to manage self-selection (Aféche and
Mendelson 2004, Afeche 2013, Afeche and Pavlin 2016, Maglaras et al. 2018, Frazelle and Katok 2024,
Estrada Rodriguez and Singh 2026, Lin et al. 2023, 2024, 2026). For a recent overview of the Al-related
literature, see Dai and Swaminathan (2026). In what follows, we discuss the papers most closely related to
our setting and explain how our work differs.

The very recent work of Yang and Roet-Green (2026) also studies an Al-human service system with
strategic customers, but their central question is whether Al should be mandated. They compare an Al-mandate
model, in which all customers first use the Al service and are routed to a human agent only if escalation is
needed, and a customer-choice model, in which customers choose between the Al and human channels upon
arrival. Moreover, the queueing discipline in their work is fixed — they assume first-come, first-serve (FCES)
service — which contrasts strongly with our focus on optimizing the queue design to influence decentralized
customer decisions. Also different from our setting, customers in their model are ex ante homogeneous and
have no private information about the complexity of their requests. Thus, whereas private information and the

resultant screening of customers by the service provider play a key role in our study, both are entirely absent
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from theirs. Broadly, the goal of Yang and Roet-Green (2026) is, under a fixed queue design, to compare
centralized and decentralized routing and determine which is better for the system. Ours is to optimize the
queue design so as to implement socially preferable outcomes despite customers’ self-interested routing
choices. In contemporaneous work with some of the same authors, Yang et al. (2026) study a system in
which whether an Al interaction was successful is not known to the customer or the firm because the Al may
hallucinate. In their model, Al attempts all requests, and customers choose whether to skip human verification
after their Al interaction. The setup differs fundamentally from ours in that all customers try Al (similar to
the mandate model in Yang and Roet-Green 2026), success is not observable, and the customer choice is of a
different nature. Also, customers do not have private information, and queue design is not considered.

Another contemporaneous work on Al-human service systems is Feldman et al. (2026). They take a
different perspective, namely that of a revenue-maximizing service provider who sells a service that is
operated via Al and, if necessary, human agents. Accordingly, their motivating examples differ from ours:
they mention tax preparation, legal service, and telehealth, and their discussion of customer support refers to
“bill[ing] enterprises per resolution,” reflecting the revenue focus. We consider systems such as technical
or product support where the provider is not paid directly to resolve customer requests and cannot use
monetary interventions; specifically, our interest is settings where system performance — measured by average
sojourn time — is the relevant objective. In contrast to us, Feldman et al. (2026) solve a monetary mechanism
design problem, and they do not consider queue design. Moreover, they assume that Al service (or failure)
is instantaneous, a reasonable simplification in their case given the focus on pricing. However, unlike our
setting, it means that the first-best solution to their problem always sends all customers to Al first (apart from
one extension where the provider incurs a cost for Al usage). In our model, where failing with Al is costly —
in the sense of wasted time — both to the customer and the provider’s objective function, the mean Al failure
time plays a central role. It can even make the difference between our mechanism achieving first-best or not.
Finally, in Feldman et al. (2026), the provider is not obligated to serve all customers (it may choose to price
some out), whereas our provider must serve everyone.

Notably, queue design is not considered in Yang and Roet-Green (2026), Feldman et al. (2026), or Yang
et al. (2026), as they focus on other questions and instruments. As described above, although the broad context
and some model elements overlap, these works and ours are complementary. Each paper makes meaningful
and distinct contributions to the increasingly important research area of Al-human service systems.

Our paper also relates to research on queue design for strategic customers. Afeche (2013) shows in an
M /M /1 queueing system that a revenue-maximizing service provider may voluntarily delay customers
beyond what is operationally necessary, in order to more effectively extract surplus from heterogeneous
customers. Specifically, the provider offers a menu with two price/waiting-time pairs, and uses “strategic
delay” to push customers of each (private) type to purchase the service class the provider wants them to

purchase. Similar to us, Afeche (2013) uses a notion of operational achievability based on Coffman and
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Mitrani (1980) to describe the set of feasible waiting times the provider can offer. Our system involves
multiple channels, unlike the single service channel in Aféche (2013). The private information and customer
choice are also of a different nature: customers in Aféche (2013) have deterministic private information about
their delay sensitivities and valuations and choose between two service classes, whereas our customers have
noisy private information about AI’s ability to resolve their request and choose between the Al and human
channels for service.

In the model of Aféche (2013), the objective is revenue maximization, and since the provider does not
internalize customer waiting costs, it is willing to artificially delay customers in order to earn more revenue
from them. In our model, by contrast, the provider’s objective is itself the average customer sojourn time. We
therefore might expect it never to be optimal to impose artificial delay, since doing so directly harms the
objective function, all else equal. In the first-best problem where the provider knows customers’ signals and
chooses routes, this intuition holds. But when customer signals are private, even though every unit of artificial
delay directly harms the provider’s objective, there are cases in which the decentralized optimum (attained by
the PTDD mechanism) involves strictly positive artificial delay. In these cases, the reduced congestion from
shifting some customers away from the human channel outweighs the direct waiting-time cost of the artificial
delay. Afeche and Pavlin (2016) study a related menu-design problem in which customers have continuously
distributed and perfectly correlated delay costs and valuations. Like Afeche (2013), their focus is on revenue
maximization, and customers choose from a price/waiting-time menu, different from our setting where the
service provider wishes to minimize average sojourn time and customers choose between channels. Finally,
Lin et al. (2023, 2024, 2026) take a dynamic approach, the former two studying settings where the service
times are design instruments, and the latter where the service provider controls when to release each job

(possibly strictly later than when the job is completed).

4. Solving the First-Best Problem
We solve the first-best problem (Pgg) defined in Section 2.2 to answer a basic question: ignoring customers’
strategic behavior, what is the smallest average sojourn time the system can achieve? This gives the socially
optimal (i.e., first-best) routing under centralized control. We then study whether and how an optimally tuned
queue design can induce this first-best outcome even when customers indeed behave strategically.

Consider a queue design with no artificial delay (we will show below that such a design is always optimal

for (Prg)). We let

an

which is the Pollaczek-Khintchine formula for the long-run average waiting time in queue for an M /G/1

queueing system with mean service time 1/uy, second moment of service time E[S%], and arrival rate
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X < up (see, e.g., Ross 2023, Section 8.5.2). Using Little’s Law, for a total arrival rate x to the human channel,
the average human-channel system size (including customers in queue and in service) is then
1
Ly(x):=x|W,(x)+—]|.
HH
The human waiting and service times after an Al failure are included in Ly (Ay(@)) because Al-failure
customers are part of the arrival process to the human queue; see the definition of Ay (@) in Section 2.2. Next,
forie {s,c},let
; 1
War i=4sii (—) + qciTtai- (12)
Har

The quantities W3, and W, are the expected times spent in the Al channel for simple-signal and complex-
signal customers, respectively (for those who are routed to AI). We next show that these quantities can be

used to form a simplified objective for the first-best problem. Specifically, letting
Wep (@) := Psa W3, + Pea W5, + Ly (g (@)) /A, 13)

i.e., the long-run average sojourn time under routing @ with no artificial delay, we have the following lemma.

LEMMA 2. The first-best problem (Pgg) is equivalent to
W;B =min WFB (Q’)

s.t. 0<a,,a.<1,
An (@)
MH

<1.

Lemma 2 establishes that in the first-best problem — with no information asymmetry and no customer
incentives — the provider will not impose any excess delay beyond that required by operational achievability.
In other words, the first-best queue design is work-conserving.

Differentiating Ly (x) gives the marginal system size of the human queue as

1 EISx2—x/um)
L) = 0 )

where the strict positivity follows because 0 < x < uy. (For convenience, we set L), (x) = +co when x/uy > 1.)

>0,

To characterize the optimal routing, we examine the marginal effect of increasing the Al-routing probability
for each signal group. For i € {s, ¢}, differentiating the reduced first-best objective (13) with respect to «;
gives

oW, Oy (@) l, ,
(9a,l:B (;Ia/i :Pi (WAI_qShLH(/lH(a’))) . (14)

The first and second terms following the first equality in (14) reflect the effect of a marginal increase in @; on

|
= PWjy + 7Ly (A (@)

the Al-channel and human-channel components, respectively, of the average sojourn time (13). Increasing «;

increases the AI component (P;W’, > 0) because it sends more customers to Al each of whom experiences
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an average time there of W/,,. But it decreases the human-channel component because some of the extra
customers trying Al will have their requests resolved there and thus no longer touch the human channel. This
not only helps these customers (since 1/u4; < 1/uy) but also reduces the overall congestion at the human
channel, leading to a positive externality (or, perhaps more accurately, a reduction in the negative externality).
Formally, the sign of this effect follows because LY, (Ax(@)) >0 and 04y (@)/0a; = —AP;qs;; <O0.

Starting from a given routing @, increasing «; is beneficial if and only if the resulting reduction in the
human-channel component of average sojourn time outweighs the concomitant increase in the Al component.
After simplifying and combining terms, we get the expression on the far right of (14), which implies that the

objective can be improved (i.e., decreased) by routing more signal-i customers to Al if and only if
gsiLy (Au (@) = Wy,

Using equation (12) for W3, and WY, along with the assumptions that signals are informative and T, > 0, we

see that
WS WC
Al < Al .
dsis  4sic
Thus, the first-best routing prefers simple-signal customers over complex-signal customers for the Al channel.

We are now in a position to derive the first-best routing as a function of the parameters. To state the solution

compactly, define the human loads at the three corner points (0, 0), (1,0), and (1,1) by
Ano :=Au(0,0) =4, Asp :=Ap(1,0) =1 - A, Aar = Ap(1,1) =2 - A5 — Acs,

where the acronyms HO, SD, and AF refer to the human-only, signal-directed, and Al-first corner routings,
respectively.

We denote the first-best routing by @/ = (af, a/f ). Propositions 1 and 2 characterize this routing, but before
stating them, we clarify that the two conditions in Proposition 1 are mutually exclusive. It is easily shown
that L/, (-) is strictly increasing, and we also have Axr < Apo and W3, /qs s < WY,/ gs)c. Thus, the condition

qsisLy(Auo) < W5, implies gs|. L7, (Aar) < WY,. Hence the two cases in Proposition 1 cannot both hold.

PROPOSITION 1. The first-best routing a’ = (o!,al) satisfies the following: If s Ly (Ano) < W3,, then

@’ =(0,0). If g5\ Ly (Aap) = WY, then & = (1, 1).

I

Proposition 1 covers the two one-size-fits-all cases. If gg;L}; (1n0) < WY, then even at the all-human
load, shifting some simple-signal customers to Al does not save enough human-channel waiting to justify
the extra Al-channel time. Hence, the provider routes all customers to the human channel directly. At the
other extreme, if gg|. L}, (Aar) > W¢,, then for any routing other than @ = (1, 1), the potential human-channel
savings from increasing «;, @, or both outweighs the extra Al time. Hence, the provider optimally routes all
customers to Al first. With Proposition 2, we characterize the remaining cases when the first-best solution

routes at least some customers to both channels.
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PROPOSITION 2. Suppose qs s Ly (Ano) > W, and qs|. Ly (Aar) < WS, Then the first-best routing is
(af,0), if gsisLyy(Asp) < W5,

where a{ € (0, 1) is the unique solution of qs ;L% (/l - /lssa/f) =Wi,,
o’ ={(1,0), ifqsLy(Asp) =2 W3, and qs\. Ly (Asp) < WY,,

(Lal), ifgseLy(Asp) > WS,
where o’ € (0, 1) is the unique solution of qs.L%, (/l —Ags — /lcsa/f) =Wy¢,.

In light of Propositions 1 and 2, we next introduce an assumption that specifies a parameter region of

particular (and, we believe, practical) interest. Assumption 1 applies throughout the rest of the paper.

AssSUMPTION 1. Signal-directed routing a3P := (1,0) solves the first-best problem. (By Proposition 2, this

is equivalent to gLy (Asp) > W3, and qsc Ly (Asp) < W§,.)

Under Assumption 1, human capacity is optimally reserved solely for complex-signal requests, except for
those simple-signal requests that fail with Al. The proof of Proposition 2 shows that Assumption 1 also

implies that (1, 0) is the unique first-best routing, including when either of its inequalities holds with equality.

4.1. Implementing the First-Best Solution via the Decentralized Prioritize-Transfer Mechanism
We next study whether the provider can induce the signal-directed first-best routing when customers choose
their initial channel themselves. A PTDD mechanism (6, K) with K > 0 (see Definition 1 in Section 2.5)
cannot achieve the first-best because it includes artificial delay for direct-to-human customers. So, we focus
here on the work-conserving special case (6,0), which we call the prioritize-transfer (PT) mechanism.

After observing their private signal, each arriving customer chooses either the Al channel or the human
channel to minimize their expected sojourn time. The provider tunes the queue design to influence the sojourn
time for each choice under each signal and thereby shift customer behavior toward a socially preferred
outcome. Specifically, under a PT mechanism (6, 0), if a customer chooses the AI channel but the Al fails
to resolve their request, then upon transfer to the human channel, the customer joins a priority queue with
probability 6 and a regular (i.e., non-priority) queue with probability 1 — 8. Note that 8 = 0 recovers first-come,
first-served (FCFS) service, whereas 6 = 1 places every transfer customer in the priority queue with certainty.
Customers who directly choose the human channel always join the regular queue. The human system operates
under a non-preemptive priority rule.

The provider can use the PT mechanism as both a “carrot” and a “stick” to convince customers to try the
Al channel first. The carrot is possible priority in the human queue after trying Al, and the stick is a certainly
longer wait in the human queue if the customer instead goes directly to the human channel. Both forces push
customers toward the Al channel, but simple-signal and complex-signal customers are affected differently

due to the different probabilities of Al resolving their requests. Below, we identify conditions under which
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the PT mechanism can successfully exploit this difference to induce customers to self-select the first-best,
signal-directed routing.

Under signal-directed routing a3” = (1,0), the relevant flow rates are
ATran (a’SD) = Ascs /lDir(aSD) =Aes + Aecs /lH(aSD) =Asc+Ades + Adec = A — Ags.

For 6 € [0, 1], the human queue operates as a two-class, M /G /1 non-preemptive priority queue. The priority

human-queue waiting time and regular human-queue waiting time are given respectively by
An(@*P)E[S3]

2(1 = 0z (@5P) [ ptur)’

W (a®P,6) = (15)

and
A (aSP)E[S}]

2(1=0Aram(@5P) [ pup) (1 = Au(@5P) [ ug)
(see, e.g., Ross 2023, Section 8.6.2). Hence, under the PT mechanism (6,0), the expected human-queue

W (@5P.0) =

(16)

waiting time faced by an Al-failure customer is

Wi (@®?,0) = W, ) (@, 0) + (1 - )W} (. 6), (17)

Tran

and the expected human-queue waiting time faced by a direct-to-human customer is
PT SD 2 SD
Wit (@%°,0) =W (@, 6).

For a given 6, the target routing vector @°” = (1,0) is implementable as a decentralized equilibrium under
the above-referenced waiting profile if and only if under said waiting profile, simple-signal customers weakly

prefer Al and complex-signal customers weakly prefer the human channel (see (10)). This is equivalent to

Tar(s;WEE (@7, 0)) < Ty (WEI (@°,0)) and Ty (WEI (a?,0)) < Tar(c; WhE (a7, 0)),

Tran Tran

respectively. Using the expressions for T4;(-) and T (-) from Section 2.3, we can rearrange each of the above
inequalities to isolate T%,;. The left (resp., right) inequality yields an upper (resp., lower) bound on 7,;, which
we denote by " (0) (resp., T (0)); see Lemma F.7 in Appendix F for the exact expressions. To implement

signal-directed routing with the PT mechanism (6, 0), Ty; must satisfy both bounds, as shown next.

LEMMA 3. There exist continuous, increasing functions TS (0) and TSD(H), with TSP (6) < TSD(H), such

that, for 6 € [0, 1], a5? is implementable under the PT mechanism (6,0) if and only if T (0) < Ty < " ().
The implied interval for T¢,; suggests the following assumption.
AsSUMPTION 2. The Al failure time satisfies TSP (0) < Ty, < TSD(I).

Invoking the monotonicity and relative ordering of 75” (6) and 70 (@) from Lemma 3, it can be shown that
Assumption 2 is both necessary and sufficient for the existence of 6 € [0, 1] that can implement signal-directed

routing, thus achieving the first-best outcome in a decentralized fashion. This leads us to our first main result.
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THEOREM 1 ((When) Prioritize-Transfer Achieves First-Best). If and only if Assumption 2 holds, there

exists a PT mechanism (6,0) that attains the first-best average sojourn time.

RemMARK 1. Since the PT mechanism is decentralized, the existence of a PT mechanism that achieves
first-best implies W}, = W = Wi,

Theorem 1 shows that when Tt satisfies Assumption 2, an optimally tuned queue design enables the
provider to completely avoid any negative effects on system performance from information asymmetry or
customers’ self-interested channel choices. This is a striking result. Specifically, prioritizing (some) transfer
customers can successfully shift customer incentives to induce the signal-directed routing @°” = (1,0) as a
decentralized equilibrium. Because the chosen waiting pair is also work-conserving, the average sojourn time
matches the first-best solution.

The intuition aligns with the aforementioned carrot-and-stick effect of the PT mechanism. Increasing 6
makes Al more attractive: Al-failure customers become more likely to receive priority, while direct-to-human
customers remain in the regular queue. Simple-signal customers are more likely to succeed with Al, so when
Tt satisfies Assumption 2, there exists at least one # under which simple-signal customers choose Al and
complex-signal customers choose the human channel in a decentralized equilibrium. Interestingly, when
multiple values of 6 can achieve this, the provider is indifferent among them, since reordering customers —

without changing the routing and while remaining work-conserving — does not affect the average sojourn time.

Necessity of Probabilistic Priority. We might then ask whether interior values of 6 are really necessary;
that is, do we need probabilistic priority for transfer customers, or could we do just as well with either certain
transfer priority or FCES service in the human queue (6 = 1 or 0, respectively)? The next corollary shows that
for Tt in a certain interval (which the proof verifies to be non-empty for some parameter values), a strictly

interior value of 8 € (0, 1) can achieve the first-best but = 0 or 1 cannot.

CoRroLLARY 1. If TSD(O) < Trit < TSP (1), then (i) there exists 0 < 6* < 1 such that the PT mechanism
(6*,0) implements signal-directed routing and attains the first-best objective value, and (ii) both endpoints

6 =0 and 6 =1 fail to do so.

Corollary 1 reveals that it can be costly to confine ourselves to the PT mechanism’s all-or-nothing extremes.
In some instances, simple-signal customers are not sufficiently attracted to the Al channel under FCFS (6 = 0),
but certain post-failure priority (6 = 1) would make the Al-first route attractive not only to simple-signal
but also to complex-signal customers. When Ty, falls in this region, we need the additional flexibility
of probabilistic priority that the PT mechanism provides: a high enough chance of priority to convince
simple-signal customers to choose the Al channel, but not so high that we entice complex-signal customers

to do the same.
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Necessity of Assumption 2. Having discussed in detail the outcome when Assumption 2 is satisfied,

we now turn briefly to the case when it fails.

PRrRopPosITION 3. If Assumption 2 fails, then no decentralized mechanism can attain the first-best average

sojourn time; equivalently, we have Wf > Wig.

By Theorem 1, when Assumption 2 fails, the PT mechanism cannot induce the first-best outcome. However,
Proposition 3 shows that in this case, neither can any other decentralized mechanism. In cases where every
decentralized mechanism will do strictly worse than the first-best, two factors can contribute to the excess
average sojourn time: private information (the provider does not observe customers’ signals) and customer
channel choice. To delineate the role of each factor, we next study the setting with private information but

without customer channel choice, namely the second-best problem (Pgg).

5. Solving the Second-Best Problem
We now return to the second-best problem (Psg) from Section 2.3. (Recall that in this problem, customers
report a signal, and the provider chooses a waiting profile and a report-based routing that must incentivize
truthful reporting.) We take a nested approach, first fixing a routing @ and then optimizing the waiting profile
for each fixed routing. It is useful to consider separating (a, > @) and pooling (o, = a.) routings separately.
The technical details of the fixed-routing analysis appear in Appendix A; for separating routings, we show
that incentive compatibility requires a non-work-conserving queue design if and only if T, falls outside the
interval [T5% (a),TSB ()], where equation (A.2) gives the detailed expressions for these thresholds. For a
separating routing &, Appendix A shows that the excess average sojourn time (beyond the work-conserving

average sojourn time Wgg (@) for the same «) required for incentive compatibility is

Atpan (@ .
TT() (ZSB (@) - Tfail)y if T < ZSB (@),

RS () = {0, itT5%(@) < T <T (@), (18)
Apir(@)

—SB . —SB
qus(Tfail_T (0’)), if T >T ().

A

Corresponding to which group of customers (if any) experiences artificial delay, we say that a separating routing
« is in the no-distortion region if T2 () < Ty < TSB(a'), in the direct-distortion region if Tp; > TSB(a'),
and in the transfer-distortion region if Tgy < ZSB (). Recall that when Ty is too large, simple-signal
customers do not have sufficient incentive to try Al under a work-conserving queue design, so excess delay for
direct-to-human customers is needed to satisfy their IC constraint. If instead Tt,; is too small, complex-signal
customers will want to try Al, so IC requires delaying transfer customers (however, as shown in Lemma F.8,

delaying transfer customers is never needed for global optimality in the second-best problem).
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For a pooling routing, reports do not affect routing and any waiting profile is trivially IC, so there is no
need for excess delay. We therefore set RS2 () = 0 whenever @, = ... The second-best problem can then be

solved by finding

a8 carg min2 {WFB(a) + RSB(a)} .
a€e[0,1]

Ag (@) /ug <1
as > ac

After obtaining an optimal routing @52 for the above problem and its optimal objective Wgg (a@58) + RSE (a58),
a corresponding incentive-compatible and operationally achievable waiting profile (W32 (a%%), W22 (%))

can be constructed as described in Appendix A. The solution (%, W52 (a®?), W25B (a®?)) is then optimal

for (Psg). With the next proposition, we show that a second-best solution always exists with one of two forms.

PROPOSITION 4. The second-best problem admits an optimal routing in {(a,;,0):0<ay<1} U

{(@,a):0<a<1}.

Proposition 4 reduces the second-best routing problem to a search over two one-dimensional sets: a
separating edge and a pooling routing line. For later comparison with the decentralized problem, the relevant
distinction will be whether the second-best problem has an optimal solution that is not interior pooling;
by interior pooling, we mean @ = (@, @) where 0 < a < 1. We delineate the two cases with the following

self-explanatory assumptions.
AsSUMPTION 3. The second-best problem admits at least one optimal routing that is not interior pooling.

ASSUMPTION 4. The second-best problem has a unique optimal routing, which is interior pooling; that is,

we have @58 = (apoo1, Apool) for some 0 < apoo < 1.

REMARK 2. Assumptions 3 and 4 are mutually exclusive and collectively exhaustive.

We note that although Assumptions 3 and 4 are easy to state, the conditions for each to hold are far from
immediate because they require not only computing the optimal pooling routing ap,;, but also comparing its
value with the best separating routing, whose form depends on the primitives. Careful analysis is required to

determine the conditions; as they are rather technical, we relegate them to the appendix (see Lemma A.1).

6. Solving the Decentralized Problem

Theorem 1 established that for intermediate Al failure times, a properly tuned PT mechanism attains the
first-best average sojourn time, thereby also providing an optimal solution to the decentralized problem (Pp)
from Section 2.4. However, if Tt is large, then even if transfer customers receive priority with certainty,
simple-signal customers may still prefer to join the human channel directly, to avoid the chance of an overly
long unproductive Al interaction. This suggests the need to impose an additional delay on direct-to-human

customers, generalizing the PT mechanism for cases where the first-best is out of reach.
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6.1. Prioritize-Transfer, Delay-Direct Solves the Decentralized Problem

In this subsection, we derive our second main result. We prove that the decentralized problem can be

solved by a simple and operationally transparent queue design, namely the prioritize-transfer, delay-direct

(PTDD) mechanism (8, K) previewed in Section 2.5, with transfer-priority probability 6 € [0, 1] and extra

direct-to-human delay K > 0. We note that the proofs of the results in the present subsection rely on

Section 6.2’s detailed characterization of the possible forms of decentralized equilibria (but not vice versa).
As a building block, we first show that a decentralized optimum always exists that does not require transfer

customers to wait longer than they would under FCFS.

LEMMA 4. There exists an optimal solution (a*, W}, , W1, ) to (Pp) that satisfies

ir?

Wiean < Wo(An(@)).

Tran =

The bound in Lemma 4 is the key to proving that the PTDD mechanism can attain the decentralized
optimum. Let W, denote the minimum average sojourn time attainable under a PTDD mechanism. Since

W*

Tran

lies between the certain-transfer-priority waiting time and the FCFS waiting time (being no smaller
than the former follows from feasibility because any feasible solution must satisfy operational achievability),
we can choose 6 € [0, 1] such that W} (a*,6%) = Wy, where W[ (-) is defined in (17). The M /G /1

conservation law (3) then implies that the direct-to-human waiting time is no less than under FCFS; so,

given Wy, any operationally achievable Wp;; can be implemented under a PTDD mechanism with suitably
chosen K* > 0. Because customers face the same sojourn times as in the decentralized optimum, the same
routing @ is a decentralized equilibrium under the PTDD mechanism (6*, K*), with the same objective value.
This implies Wi, < Wi The opposite inequality follows because every equilibrium induced by a PTDD
mechanism is feasible for the decentralized problem, and thus W = W;,,,. Formalizing these arguments

yields the following theorem, our second main result.

THEOREM 2 (Prioritize-Transfer, Delay-Direct Mechanism Solves Decentralized Problem). There
exists a PTDD mechanism (0,K) that attains the decentralized-optimal average sojourn time; that is,
Werpp = Wp.

ReEMARK 3. Theorem 2 does not require Assumption 1. That is, even when Assumption 1 does not hold,
there still exists a PTDD mechanism that attains the decentralized optimum.

To solve the decentralized problem, the provider could in principle use four queue-design levers: prioritize-
transfer, prioritize-direct, delay-transfer, and delay-direct. Prioritize-transfer and delay-direct make the Al-first
route more attractive, whereas prioritize-direct and delay-transfer make the direct-to-human route more
attractive. The proof of Theorem 2 shows that the two instruments favoring the direct-to-human route are
not needed to attain the decentralized optimum. The decentralized-optimal average sojourn time can always
be achieved with the transfer waiting time between the certain-transfer-priority waiting time and the FCFS
waiting time, which also implies that there is no need to prioritize direct customers (as this would require

longer-than-FCFS waiting time for transfer customers). In short, we need only two of the four possible levers.
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6.2. Decentralized Equilibrium Forms and Optimizing PTDD Parameters

We began this section by presenting the key finding that a PTDD mechanism always exists that solves the

decentralized problem. However, to prove that result, we need a precise characterization of the forms that

a decentralized equilibrium can take; this we now derive. Beyond its usefulness in proving Theorem 2, a

complete picture of the possible decentralized equilibria also further clarifies the incentives in our system.
In the decentralized problem, for i € {s, ¢}, a signal-i customer weakly prefers the Al channel if and only if

T (i; Wran) < T (Wpyi:), where these quantities are defined in Section 2.3. Simple rearrangement shows that

this inequality holds if and only if Wp;, > M;(Wry,,), where the increasing function M;(Wr,,) is given by
1 1
Mi(WTran) =dqsi\—— — — + qcli(Tfail + WTran)-
Har  MH

Since 1/ppy > 1/par and gsjs > gs|c, we have My (Wran) < M. (W) for all Wiy, > 0.

The comparison between Wp;, and M;(Wry.,), i € {s,c}, determines which routings @ can form a
decentralized equilibrium for the waiting profile (Wp;,, Wr,,). For instance, the routing @ = (1, 1) can only
be an equilibrium if Wp; > M.(Wr,,) because otherwise one or both types of customers could improve
their sojourn time by switching to the human channel. The next result establishes all possible forms of a

decentralized equilibrium and also exactly characterizes the set of waiting profiles consistent with each.

PROPOSITION 5. Fix a routing a € [0, 11%. If (Wpir, Wran) supports « as a decentralized equilibrium, then

g > .. Moreover, the only possible equilibrium forms are
(0,0), (ay,0) with ag € (0, 1), (1,0), (L, a.) with a. € (0,1), and (1,1).
Furthermore, the set DE () of waiting profiles supporting « as a decentralized equilibrium is given by
{(WDin Wrian) € RS : W, < Ms(WTran)} ) ifa=1(0,0),
{(Wbir,WTran) €ER: : Wp;, = MS(WTran)} ) ifa=(a,0), a,€(0,1),
+

DE(O’) = {(WDir, WTran) € Rz : MY(WTran) S WDir S Mc(WTran)} ) lfa = (1,0),

{(WDira WTran) € Ri : WDir = MC(WTran)} s lfa = (17 a’c)a (02 € (09 1),

{(WDir’ WTran) € Ri . WDir = MC(WTran)} s l-f(l’ = (1’ 1)

Proposition 5 delineates the set of possible equilibrium routings in the decentralized problem. We next

consider how to induce these under a PTDD mechanism. For i € {s, ¢}, define

) 1
Di(a,,a::0) =Ty (. a) - (W;§3<a,9> + —) ,
MH

where Wﬁ}(-) is defined in (16) and T;;’IH (as, @.) is the expected sojourn time of a signal-i customer who

tries Al first under the PT mechanism (6, 0) when the routing is (@, a.) (see equation (E.2) in the proof



Zhu, Frazelle, Janakiraman: Queue Design to Influence Customer Channel Choice 23

of Proposition 6 for the exact expression). For a customer with signal 7, the function D;(+;0) is thus the
difference in the average sojourn time between trying Al first and joining the human channel directly, under
the aforementioned PT mechanism and routing vector. Trying Al first is weakly preferred to going directly to
the human channel under (a;, a.; 0) if and only if D;(a,, a.;6) <0.

Starting from a PT mechanism (6, 0), we can increase the excess direct-to-human delay K from zero, thus
making it a PTDD mechanism. As K increases, directly joining the human channel becomes progressively
less attractive. The next result characterizes the least excess delay required by the PTDD mechanism to induce

each of the five equilibrium forms from Proposition 5.

PRoPOSITION 6. Fix 6 € [0, 1]. Let (ay, a.) be one of the five possible equilibrium forms, and suppose
Ag(ag,a.) /g < 1. Then D (ay, a.; 0) > Dy (ay, a;0). Moreover, the smallest K > 0 such that the PTDD

mechanism (0, K) supports (a,,a.) as an equilibrium is given by

0, if @ =(0,0) and D4(0,0;6) =0,

D, (a,,0;0), if @ = (a,,0), a, €(0,1), and Dy(ay,0;0) =0,
K™ (a,, a.;0) = { max{0, D,(1,0;60)}, ifa=(1,0)and D.(1,0;6) >0,

D.(1,a.;0), ifa=(1,a.), a.€(0,1), and D.(1,a.;0) =0,

max{0,D.(1,1;0)}, ifa=(1,1).

For each (ay, a.) above, if the corresponding condition on D;(«y, a.; 0) fails, then no K > 0 supports (a,, ).

For signal-directed routing @ = (1,0), we must set K large enough to make simple-signal customers weakly
prefer Al but not so large that complex-signal customers switch to AL* On the other hand, in the two mixed
cases involving probabilistic routing, the mixing type must be indifferent, so K is pinned down by an equality.

Propositions 5 and 6 facilitate an efficient search procedure over PTDD mechanisms to find the optimum
(which, by Theorem 2, also solves the decentralized problem). We describe this procedure in more detail
when we apply it to support the numerical study in Section 7. Finally, observe that unlike the second-best
problem, none of the possible decentralized equilibrium forms involves an interior pooling routing; the next

subsection studies the implications of this limitation.

6.3. Cost of Customer Choice

Having characterized the decentralized equilibrium forms and how to induce them with the PTDD mechanism,
we now compare the second-best and decentralized optimal objectives. Recall that Assumption 3 covers
the case in which the second-best problem has an optimal routing that is not interior pooling, whereas

Assumption 4 covers the case in which the unique second-best optimum is interior pooling.

PROPOSITION 7. Regarding Wy, and Wg;:

4When Assumption 2 holds, by Theorem 1 there exists 6 € [0, 1] such that D (1,0;6) <0 and D.(1,0;6) >0, so K™"(1,0;6) =0.
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(i) If Assumption 3 holds, there exists an optimal solution to (Psg) that is also feasible for (Pp), so W, = Wg,.

(ii) If Assumption 4 holds, the unique optimal solution to (Psg) is infeasible for (Pp), so W > W.

Because Assumptions 3 and 4 are mutually exclusive and collectively exhaustive by Remark 2, Proposition 7
implies that the cost of customer choice is strictly positive if and only if the second-best problem has a unique,
interior-pooling optimum (technical conditions for this to occur are detailed in Appendix A). Interior pooling
is feasible in the second-best problem because the platform can route customers independently of their
reports, making truthful reporting automatically IC. But the decentralized setting has a different condition
for customer optimality. If both simple- and complex-signal customers were to choose Al with the same
interior probability, then for equilibrium, both groups would have to be indifferent between Al and the human
channel; however, this is impossible because Tx; (¢; Wrran) > Tas (55 Wryan) for every feasible Wry,,.> Therefore,
when Assumption 4 holds and Wg, < W, the gap exists because no decentralized mechanism can support the
unique interior-pooling second-best optimum. Regarding the PTDD mechanism, recall that W = Wy, by
Theorem 2, so the gap is the same between the second-best solution and the best PTDD mechanism.

Moreover, even when customer choice is not costly, private information still can be. Under Assumption 3,
the decentralized and second-best values coincide (W}, = W), but they may both remain strictly above the
first-best value. In that case, the excess average sojourn time is due to private information rather than customer
channel choice, and we have W — Wi, = WS — Wi, = We, — Wi

Finally, it is also possible under Assumption 4 that both private information and customer choice contribute
separately to the excess average sojourn time in the decentralized problem: this corresponds to the case where
Wiop = W > W > Wi, Building on our analytical results, we next perform an extensive numerical study
into the conditions under which private information and customer choice each affect the average sojourn time,

as well as the relative performance of PT and PTDD mechanisms.

7. Numerical Study
In this section, we use a broad parameter grid to assess how often the analytical cases identified above arise
and when extra direct-to-human delay is needed in addition to transfer priority. We start from the full cross-
product of the parameter grids g, € {0.6,0.8,0.9}, g¢|. € {0.6,0.7,0.9}, and eight evenly spaced values
for each of T, € [0.05,4.00], A € [0.10,0.98], P, € [0.20,0.90], pa; € [1.10,4.00], pg € [0.60,1.60], and
E[S%] € [1.10,4.20]. We keep only instances that satisfy Assumption 1 (checked using the two inequalities
in the assumption) as well as pa; > g, E[S7,] > 1/u3,, and A4p < uy; this leaves 1,069,475 instances.

The first-best solution has signal-directed routing by Assumption 1, and the first-best average sojourn time
can be computed as Wgp(1,0) under the parameter values of each numerical instance. For the second-best

problem, for each instance, we consider routings a € [0, 1] on a two-dimensional grid with step size 0.005

5 This follows from (5) because 1/ug > 1/par, Trir > 0, and g5 > gsje-
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in each coordinate, keeping only those which are both stable (i.e., for which Ay (@)/uy < 1) and satisfy
a. < a,. For each routing « that remains, as shown in Section 5, we can calculate the average sojourn time as
Wes (@) + RSB (). Finally, we select the routing with the lowest average sojourn time as our second-best
solution. For the decentralized problem, we use the five equilibrium forms from Proposition 5; in the two
mixed cases, for whichever of a, or a. is interior, we consider a grid with the same step size 0.005 (again
eliminating any unstable routings). For each remaining routing, we determine the best feasible waiting profile.
The required computations differ depending on the equilibrium form but are relatively straightforward using
Proposition 5. We then select the routing with the lowest average sojourn time as our decentralized optimum.®

For the PT and PTDD mechanisms, we start with the same set of routings @ as for the decentralized
problem. Proposition 6 characterizes K™"(a; ), the least excess delay required to implement the routing
a under a PTDD mechanism with transfer-priority probability §. When well defined, K™"(a;6) can be
seen from Proposition 6 to be non-increasing in 6. For @ = (1, 1), K™"(1, 1;6) is always well defined for
all 6 € [0, 1], and thus the best PTDD mechanism for this routing is (1, K™"(1,1;1)). But for the other
four equilibrium forms, the existence of K™"(a; 6) requires D;(a;6) > 0, for either i = s or i = ¢ depending
on the equilibrium form. For the relevant i, if D;(a;60) <0, then no PTDD mechanism can implement
the routing @ with transfer-priority probability 6. Now, both D (a;6) and D_.(@;6) can be shown to be
decreasing in 6, so if K™"(a;0) does not exist, then K™"(a; 8) does not exist for any 6 € [0, 1]. In this case,
no PTDD mechanism can implement « for any 6, so we discard this routing. If instead K™"(a;0) exists,
then this routing can be implemented by a PTDD mechanism. Since K™"(«; ) is non-increasing in 6, the
best PTDD mechanism for the routing « is (f(a), K™"(a;6(e))), where §() is the largest 6 € [0, 1] for
which K™"(a; 6) exists. We can easily identify 6(a) by one-dimensional search over 6 to determine where
the relevant D;(a;8) crosses zero. The last step is then to choose the routing whose best PTDD mechanism
achieves the lowest average sojourn time. For the PT mechanism, we use the same procedure but restrict
attention to the routings for which K™"(a;8(a)) = 0. Importantly, even though every PT mechanism is
work-conserving, a non-work-conserving PTDD mechanism can still be better than the best PT mechanism.
The reason is that PTDD can in some cases induce a more efficient routing than PT, yielding a net reduction
in average sojourn time even after accounting for the artificial delay.

Table 1 shows the raw count and percentage share of instances with each relative ordering of the optimal
objectives. When comparing optima between problems or mechanisms, we use a tolerance of 107%; that
is, we classify two objective values V; and V, as numerically equal if |V; — V5| < 1078, All relations in the
table (and later in Figure 2) use this criterion. The comparison is of the average sojourn times, so X <Y
means that problem/mechanism X has a strictly smaller (i.e., better) optimal average sojourn time than

problem/mechanism Y.

®We solved the decentralized problem independently in our computations. But in light of Theorem 2, it would also be sufficient
simply to identify the best PTDD mechanism and use its optimal routing and implied waiting profile.
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Table 1 Problem and mechanism comparison.

Problem relation Mechanism relation Count Share
FB=SB=D D=PTDD =PT 936,443  87.56%
FB<SB=D 131,955 12.34%
D=PTDD =PT 18,686 1.75%
D=PTDD < PT 113,269  10.59%
FB<SB<D 1,077 0.10%
D=PTDD =PT 763 0.07%
D=PTDD < PT 314 0.03%
Total 1,069,475 100.00%

In Table 1, we observe that the PT mechanism achieves the first-best in 87.56% of instances. In these cases,
all relations are equalities: B =SB =D = PTDD = PT. Although we must be cautious when ascribing
meaning to a share of numerical instances, it is nonetheless encouraging that, at least in our sample, our
proposed mechanism so often achieves the first-best. In the remaining instances, no decentralized mechanism
can achieve the first-best (Proposition 3). We see from the table that in the overwhelming majority of such
instances, the cost of private information is the culprit, and the cost of customer choice is zero; we have
FB <SB=D in 12.34% of instances. By contrast, it is quite rare that both quantities are simultaneously
nonzero, as we have F'B < SB < D in only 0.10% of instances. Since SB < D only when interior pooling —
which uses the same interior routing probability for all customers; see Proposition 7 — is uniquely optimal for
the second-best problem, the infrequency of this outcome aligns with the intuition that it is rarely beneficial
to waste the information contained in customers’ signals. Finally, we note that under Assumption 1, interior
pooling is never first-best, so SB < D necessarily implies F'B < SB; thus, we never have FB =SB < D.

Table 1 also gives some insight into when extra direct-to-human delay is needed. In our sample, all
instances with D = PTD D < PT still have a signal-directed decentralized optimum. But by Theorem 1, when
Assumption 2 does not hold, PT cannot achieve signal-directed routing. Extra direct-to-human delay is then
needed to induce signal-directed routing, and this enables the PTDD mechanism to do strictly better than PT.
In such cases, the best PT mechanism always sends all complex-signal customers to the human channel, but it
differs from signal-directed routing in its treatment of simple-signal customers. In 96.1% of these instances,
it routes a fraction of simple-signal customers to the Al channel and the rest to the human channel, and in the
remaining instances it sends all customers directly to the human channel. This suggests that, as expected,
the PT mechanism struggles when the incentive to try Al is not strong enough. In these cases, the extra
direct-to-human delay in the PTDD mechanism penalizes the direct-to-human route enough to increase this
incentive so that simple-signal customers all try Al first.

Considering different parameter slices reveals still more. Conditional on ' B < S B, the share of cases in which
PTDD outperforms PT rises from 37.4% with P, = 0.2 t0 95.5% with P, = 0.5. Since g > 1/2 > g5, having
more simple-signal customers (higher P;) also means more truly-simple customers (P;gss + (1 = Ps)gs)c)

whose requests Al can resolve. Intuitively, then, a larger P; makes direct-to-human delay both more valuable
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Figure 2 Problem comparison regions over Ty, and P. The remaining parameters are fixed at g5 = 0.6, g¢| = 0.6, 1 =0.3514,

piar = 1.1, up = 0.8857, and E[ 5%, ] = 2.4286.

and less costly because there are more simple-signal customers to keep on the Al-first route and fewer
complex-signal customers who bear the extra direct-to-human delay (of course, there is nuance here given
that the required amount of extra direct-to-human delay will also change). Direct-to-human delay also tends
to become more valuable as total demand A increases: conditional on F'B < SB, the share of cases in which
PTDD outperforms PT rises from 70.6% at 4 = 0.10 to 98.9% at 4 = 0.98.

The table shows how often each case occurs for the orderings of problems and mechanisms, but it does not
show where these cases occur in the parameter space. We therefore use Figure 2 to look more closely at how
Tt and P move the system across the comparison regions. For low Tp,;; (toward the left side of the figure),
Al failure is not very costly, so signal-directed routing without extra delay is feasible in the decentralized
problem, and FB =SB = D. As Ty,; increases, the Al-first route becomes less attractive. For high enough
Ti1, even certain transfer priority cannot offset the expected sojourn time penalty from the possibility of a
long unproductive Al interaction, so implementing signal-directed routing (in any problem/mechanism other
than the first-best) requires additional delay for direct-to-human customers to push simple-signal customers
to choose Al. Nonzero artificial delay immediately implies F'B < SB. Whether D also separates from SB
depends on whether SB chooses interior pooling. This occurs in the figure when both T¢,; and P; are large
enough (the green and purple regions). In all other cases, we have SB = D (Proposition 7).

Finally, consider PT vs. PTDD. In the figure, PTDD strictly improves on PT only for intermediate values
of Ty . For low Ty, transfer priority alone provides enough incentive to support signal-directed routing,
so no artificial delay is needed. On the other hand, for sufficiently high Tt,;;, the decentralized optimum for

the figure’s parameter values switches to the all-human routing @ = (0, 0). There are then no customers to
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induce onto the Al-first route, so artificial delay is unnecessary. As P, increases, the region in which PTDD
improves on PT expands in both directions, but most sharply toward lower values of Tt,;;. The reason is that a
higher P, lowers the human load under signal-directed routing; this reduces the direct-to-human waiting time

for any fixed 8, so extra direct-to-human delay becomes necessary at a lower Tg,;.

8. Conclusion
Al chatbots have achieved such impressive performance and rapid improvements that managers might
understandably envision a near future entirely without human customer service agents. But while it may be
tempting to simply send all customer requests to Al, human service is so far indispensable for some complex
requests. Forcing all requests to start with Al would therefore waste some customers’ time and potentially
lead to frustration and ill will. At the same time, whether a given request is truly complex (needs human
service) or truly simple (can be handled by Al or a human) is not known upfront, so it is not possible to
perfectly route all truly complex requests to the human channel and all truly simple requests to Al

To influence customer choices between Al and the human channel, we proposed queue design, which
involves manipulating the queueing discipline by offering different human-queue waiting times to a customer
based on whether they try Al first or go directly to the human channel. Specifically, we introduced the
prioritize-transfer, delay-direct mechanism, which favors customers who try Al first by giving them a shorter
expected waiting time in the human queue if Al cannot resolve their request, and imposes a fixed amount
(possibly zero) of extra delay on customers who go directly to the human channel.

In short, our approach uses the very congestion whose existence harms customer utility to tune incentives in
a way that partially alleviates it. As society identifies and assimilates new applications of Al, incentive design
problems will continue to arise in service operations and elsewhere. We hope our work will highlight queue
design as a useful instrument for some such problems, as well as demonstrate the potential of non-traditional

tools for managing incentives in a changing environment.
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Appendix

In this appendix, we provide the proofs of the results presented in the main body, as well as additional technical
details and results. Appendix A gives additional technical details for the second-best problem. Appendices B, C, D,
and E give the proofs of the results in Sections 2, 4, 5, and 6 of the main body, respectively (to keep proofs for the
second-best problem in one place, we also include in Appendix D the proofs of the results presented in Appendix A).
Finally, Appendix F provides auxiliary technical lemmas and their proofs, and Appendix G gives some additional details

about the connection between PTDD mechanisms and solutions to the decentralized problem.
A. Technical Details for the Second-Best Problem

This section gives the fixed-routing analysis and the technical characterization of interior pooling used in Section 5. Fix
arouting « € [0, 1] with &, > @, (by Lemma 1, o, < @, cannot be IC, and below we will address the case with a; = a..).
Fixing « also fixes the induced flow rates Ap (@), At (@), and Ay (@). The provider chooses a waiting profile from the
feasible set OA(a@) N IC (@), and for @ such that Ay (@)/ug < 1, the fixed-routing inner second-best problem is then

min WTolal (a' > WDir’ WTran)
Woir Wiran (A.D
S.t. (WDif, WTran) (S OA(Q') N IC(Q’)

The work-conserving extreme points of OA(«) are given below; in particular, W, () is the right-hand side of (1):

r o An(@)E[SY]
WTran(a,) T 2(1 —ﬂTmn(a)/ﬂH) ,
AH(Q)E[SZ]
wZL. = - ’
T (@) 2(1 = Agean(@) /2rr) (1 = A (@) [ i)
b A(@E[SY]
Worl@) 1= 5 @) )
2
Wi (@) = fuie) P

2(1 = Apie(@) /) (1 = A (@) /)
Here (WL, W[ ) is the transfer-priority endpoint and (W5, , W ) is the direct-priority endpoint of the work-conserving
frontier.

Define the two second-best thresholds

W]gr(a) - qC|cW~€an((¥) —d4sic ( L - L)

HAI HH

ZSB(a,) = ,
o (A.2)
1 1
—SB W (@) —qcisWE, (@) — g (u_A: _ /E)
T (Q’) = .
qcis

These thresholds determine whether a fixed separating routing can be made incentive compatible without extra waiting

distortion.

ProPosSITION A.1. Fix a separating routing a with a; > a. and Ay (@) /ug < 1. Then:

ecl
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(i) If TS5 (@) < i < TSB(a), then the fixed-routing second-best problem admits an optimal work-conserving waiting
profile. One such profile can be constructed as follows. If the transfer-priority endpoint satisfies the complex-signal

incentive constraint, i.e.,

1 1
ngr(a') <{sic (— - —) tqc|c (Tfail + WTTran(a’)) »
Mar  MH

then set

ng(a) = ngir(a)’ WSB ( ) Tran(a’)

Tran

Otherwise, let (WSE (), W3B (@)) be the unique work-conserving waiting profile at which the complex-signal

incentive constraint binds, equivalently, it is the unique solution to

/lDlr(a’) SB /lTrdn(a’) SB
—W —W W, (4
/l ((Z) Dlr( ) 1 ( ) Tran( ) ( H(a))
and
SB 1 1
WDII‘ ((}’) qs|l — -+ qC|L (Tfaﬂ + WTran(a))
Har  MH
In either case, the resulting waiting profile is incentive compatible and attains the work-conserving lower bound
/lDir(a) ( ) /lTran(a) ( ) AH(G) E[S ]
An (@) Wor An (@) Wi 2(1-u(@)/pn)

=SB
(it) If Teiy >T (@), then the unique second-best optimal waiting profile under the routing « is

1 1
W’Is‘rfn(a) Tran(a) ngr (a) qS‘S (_ - _) + qC|S (Ttall + WTran(a))’
MHar  MH
and the simple-signal incentive constraint binds.

(iii) If Tras < T5% (@), then the unique second-best optimal waiting profile under the routing a is

(@) = asic (75 = )

D" C\uar  pH

ng (@)= Wgr(a)7 W%En(a) 7c — Thait,
Cle

and the complex-signal incentive constraint binds.

The proof of Proposition A.1 is given in Appendix D. The proposition shows how to identify an optimal waiting profile
for the fixed-routing problem (A.1) for stable separating routings. On the other hand, for a stable pooling routing
a = (a, @), any waiting profile is trivially IC, so we simply need a waiting profile that gives the best operationally

achievable value of Wy, for this routing @. Consider the FCFS waiting profile

ng(a’) W3B (@) = W, (A (@)).

Tran

This waiting profile is operationally achievable and work-conserving, and hence, it is optimal for (A.1) for this @ and
attains average sojourn time Wgg ().
It remains to compute the optimal objective for (A.1) for separating routings in the three cases of Proposition A.1. For

fixed a, all terms in Wr,, other than

1
/_l (/lDir(a’) WDir + ATran(a) WTran)

are fixed. For routings @ in the no-distortion region, the work-conserving lower bound is attained by Proposition A.1, so

the optimal objective value for (A.1) is Wgg ().
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In the direct-distortion region, the least-cost waiting pair keeps W32 (@) = (@) and raises Wp; until the

Tran Tran

simple-signal incentive constraint binds. By the definition of TSB(O/),
=SB
Wit (@) = Wi (@) = geps (T =T (@)

Hence the fixed-routing objective value for (A.1) is

( )
WFB(a') +t— Dlr qC\v(szul - T ((1’))
In the transfer-distortion region, the least-cost waiting pair keeps W52 (@) = W) (@) and raises Wry,, until the

complex-signal incentive constraint binds. By the definition of 752 (),

WSB (G’) Tran(a') TSB(a) Tfall

Tran

Hence the fixed-routing objective value is

ATran (G)
/l (

Wes (@) + ZSB(Q)—Tfail)-

The function RS () is defined in (18) for separating routings, and we let RSZ (@) = 0 for pooling routings. Applying
the definition of RS2, the above development implies that the optimal objective value for (A.1), as a function of the
routing @, is equal to Weg (@) + RSB (@), as desired.
It follows, then, that to solve the second-best problem, it suffices to solve
min {WFB(a/) + RSB(Q/)} .

ael0,1]?

A (@)/pH <1
as>ae

The proof of Lemma F.1 shows that this problem admits an optimal solution.

LEMMA A.1. Assumption 4 holds (i.e., the unique second-best optimal routing involves interior pooling) if and only if
the following conditions hold:
) =SB
(i) T >T  (1,0);

(ii) The pooling line has an interior minimizer, which is equivalent to

Pyggis +Pegs , 1
_34Sls T~ cqSle. Ly () -—1].
Pqu|s +chC\c

Psqsls + chslc

1
L, (A )——)<T< <
PquIS +chclc ( HATAR HAr fal

Note that in this case, the interior pooling minimizer is (@pool, @poo1), Where

1 (L’ )71 PyW3 +Pc WS,
H Psqs|s+Pcqs|e

@pool = 5
/1SS + ACS '

(iii) The best separating routing is beaten by the interior pooling minimizer (@poo1, ®poot). This condition is governed by
the following cases:

(iti-a) If qcisA/ tu < gs)s, then the best separating routing is (1,0), and the corresponding average sojourn time is

worse than that of the pooling minimizer if and only if Weg (@pool, @pool) < Wes(1,0) + Pegqcs (Tfa“ - TSB( 1, O)) .

(iii-b) If qcisA/ Ul > gs)s, and there exists a stable a, € (0, 1) satisfying Ty = TSB(QS, 0), then the best separating

routing is (s, 0), and the corresponding average sojourn time is worse than that of the pooling minimizer if

and Only ifWFB (a'Pool’ a'PooI) < WFB (a's’ 0)

The proof of Lemma A.1 is given in Appendix D.
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B. Proof for Section 2

Proof of Lemma 1. The first and second inequalities in (8) follow from simple rearrangement of (6) and (7),
respectively. Moreover, if a; > ., the interval form (9) follows immediately.

It remains to rule out a; < .. In that case, (8) requires
TAI(C; WTran) < TH(WDir) < TAI(S; WTran)' (B 1)
We now show that this is impossible. From (5),

1
TAI (C; WTran) - TAI(S; WTran) = (qS\C - QSls) ,U_ + (qclc - qcls) (Tfail + WTran + l+H)
Al
1

1
= (qS\s - qSIc) Tfail + WTran +— .
Hue  Har

Also, under our assumption of informative signals, we have gg; > g5 because

1
and qC|c>q5|c:1_qclc:q5|c<_~

qS|s>QC\s:1_qS|s:q5|s> )

Es
Since gsjs > gsjes Thit 20, Wrran =0, and 1/ug > 1/ 4y, it follows that

Tar(c; Wran) = Tar (83 Wrgan) > 0.

But this is incompatible with (B.1), and thus it is impossible for truthful reporting to be incentive compatible under a
routing with . > a,. Hence, any incentive-compatible separating routing must satisfy o > ..
If @, = a., reports do not affect routing, so truthful reporting is trivially (and weakly) optimal. Combined with the

above, we have that every incentive-compatible routing must satisfy o, > a.. o
C. Proofs for Section 4

Proof of Lemma 2. Fix a stable routing @. The waiting-time part of Wry, is
1
/_l (/lDir(al) WDir + ATran(a) WTran) .

By Lemma F.4, any first-best optimum uses a waiting pair for which the aggregate work-conserving constraint binds.
Hence, for fixed a, the smallest human waiting-and-service contribution is Ly (Ag(@))/A. The Al-channel contribution
is Psa W3, + P.aW¢,. Substituting these terms into Wro gives Weg (@). Therefore the first-best problem is equivalent

to the stated optimization over «. o

Proof of Proposition 1. Let the feasible region be
B= {a/ € [0, 11 : Ay (@) /i < 1}.

By Lemma F.6, Wy is convex on B. As Ay (@)/un — 1, the human waiting time diverges, so any optimizer must satisfy
strict stability.
At any point with 0 < @y, <1 and 0 < @, < 1, we have

OWes
day

= Py (W3, — asis Ly (1 (@)

and
OWrp

da,

=P. (Wi, = gs1c Ly (Au(@))) .
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An interior optimum would require
gsisLy(Au(@) =W}, and  gsicLy(Au(@)) = Wy,.

This is impossible because, under informative signals and Ty, > 0, g5 W4, < gssWY,. Thus no optimizer has both
coordinates interior.

We next show that every optimizer lies on either a. = 0 or @, = 1. Suppose an optimizer has a. >0. [f 0 < @, < 1,
then the first-order condition with respect to a, gives gsjc L} (An (@) = W¢,. If a. = 1, decreasing o must not improve
the objective, so gg|. L}, (1q (@) = WY, . In either case, gLy (A (@) = W¢,. Using g5 WS, < gs;W§,, this implies
gsisLy (A (a)) > W5, . Therefore 0Wgg/da, < 0. Hence the objective decreases as @, increases, so any optimizer with
a. > 0 must have @, = 1. Thus every optimizer lies on the edge a. = 0 or the edge o = 1.

Case 1: g5, L}, (1no) < W3, . The case hypothesis requires Ao /up < 1 (otherwise LY, (Ax0) would be infinite), so

(0,0) is stable; moreover, since Ay (@) < Ay, every routing considered in this case is stable. Along the edge @, =0,

d ) ,
da Weg (a,,0) = Py (W;\I - CIS|sLH(/1 - /lsSa's)) .

Differentiating Ly (x) twice yields
E[S7]
(1 =x/pu)’

so L%, (x) is strictly increasing on the stable region. Since A — A s, < Ayo and LY, is increasing,

L) = >0,
qsis Ly (A= Assa;) < qss Ly (Auo) < Wy,

Hence the derivative is nonnegative along the whole edge, so the edge minimizer is (0, 0).

Along the edge a, =1,

d . ,
T Wi (1, ac) = Po (W5, — gsie Ly (A (1, a0))) -
Since 15 (1,a.) < Ao,
’ ’ q C s c
GsieLyy (s (1,00)) < gsicLy (o) < W3, < WS,
NE

Thus the derivative is positive on this edge, so the edge minimizer is (1,0). Because the edge @, = 0 includes (1, 0) but
the objective on this edge is minimized at (0, 0), we have Wgg (0, 0) < Wgg(1,0). Hence (0, 0) is globally optimal.
Case 2: gs|c L} (Aar) = W¢,. As mentioned in Section 2.2, we assume that Aur/upy = Ag(1,1)/ug < 1, which

ensures that (1, 1) is stable. Along the edge a, = 1, for every feasible ., Ay (1, a.) > A4F. Since L), is increasing,

gsicLy (Au(1,a.)) 2 gsjc Ly (Aar) 2 Wy,

Hence ﬁWFB (1,a.) <0, so the edge minimizer is (1, 1). If the edge . = 0 has no feasible points, then every optimizer
lies on the edge a, = 1, and the result follows. Otherwise, (1,0) is feasible because it has the smallest human load on the

edge. In the latter case, along the edge @, = 0, for every feasible @, Ay (ay,0) > Asp > Aar. Thus gg\c Ly (An (s, 0)) >

W¢,. Again using gs W3, < gssW§,, we obtain gg L}, (A5 (ay,0)) > W5, Hence dinB(as,O) <0, so the edge

(e

minimizer is (1,0). Since the objective on the edge @, = 1 is minimized at (1, 1), we have Wgg(1, 1) < Wgg(1,0). Hence

(1,1) is globally optimal. O
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Proof of Proposition 2. The proof of Proposition 1 shows that any optimizer of (Prg) must lie either on the feasible
part of the edge @, = 0 or on the feasible part of the edge o, = 1. The same proof also shows that LY, (x) > 0 for every
stable x. Neither argument requires the parametric assumptions of Proposition 1, so both conclusions remain valid here.
Furthermore,

& ,
da ZWFB(a'YsO) PqSls YSL (/l /leav)>O

and

d2
da ZWFB(I ac) = Pegscdes Ly (A= A — Acsa) > 0.
Hence the restriction of W to the feasible part of each edge is strictly convex in the quantity that varies on that edge.

This proposition covers the cases not handled by Proposition 1, namely those where

C]S“L/H (/lHO) > W;I and qS\cL/H (/lAF) < Wf‘]

Since Ago > Asp > Aar and LY, (+) is strictly increasing on the stable region, exactly one of the following three cases
holds: (i) gs|s Ly (dsp) < W3,; (ii) s, Ly (Asp) = W5, and gLy (Asp) < W§,; or (iii) gg)c L} (Asp) > W
Case 1: g5, L}, (dsp) < W4,. The case hypothesis 1mp11es Asp < ug (otherwise LY, (Asp) would be infinite), so (1,0)

is feasible and the entire edge @ = 1 is stable. Along the edge a. =0,

K 0) = PS (WZI _qSISL;-i(/l_/lea's)) .

dag
If (0,0) is stable, this derivative is negative at a;; = 0 because ggj; Ly, (Ano) > Wy, If not, it tends to —co as the stability
boundary is approached from the stable side. At @, = 1, the derivative is positive because gg|;L}; (dsp) < W3, . Since the

restricted objective is strictly convex, it has a unique minimizer (a*x ,0) in the feasible interior of this edge, characterized
by qS\sL, (/1 - AsSasf) = W
Along the edge a; = 1, at (1,0) we have gs|, L}, (1sp) < W3, . Since g5 W3, < g5)sW§,, this implies gg.L}; (Asp) <

W, Hence
d

da,

¢ (WXI - qS\cL’H(/lSD)) > 0.

Since the restriction to this edge is strictly convex in ., the unique minimizer on this edge is (1,0). Since Wz (!, 0) <
Wes(1,0), (e, 0) is the global minimizer.

Case 2: g5, L}, (Asp) 2 W, and gg|. L}, (Asp) < W¢,. The second inequality implies Asp < uy (otherwise L}, (Asp)
would be infinite), so (1, 0) is feasible and the entire edge a, = lis stable. Along the edge @, = 0, we have Ay (a4, 0) > Asp

for every feasible ay, so

qs)sLy (Au(a,,0)) 2 gLy (Asp) = Wy,

Hence

5,0)<0 for every feasible «.

dag
Therefore the minimizer on this edge is (1, 0).

Along the edge a; = 1, we have Ay (1, a.) < Asp for every feasible a., so

gsicLiy (A (1, a0)) < gsjcLy (Asp) < Wy,
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Hence

d
Wes(1,a.) >0 Va.€[0,1].
da,

Therefore the minimizer on this edge is also (1,0). By strict convexity, these edge minimizers are unique. If either
inequality in this case holds with equality, the corresponding derivative vanishes only at (1,0) and is strict at every other
point on that edge. Thus (1,0) is the unique global minimizer.

Case 3: gg.L};(Asp) > W¢,. As mentioned in Section 2.2, we assume that Aup/py = Ay(1,1)/uy < 1, which
ensures that (1, 1) is stable. However, the case hypothesis does not guarantee that (1, 0) is stable. Along the edge @, =1,

d
da,

Wes(1,2.) =P, (ng - qS\cL/H(/lH(laa'(‘))) .

If (1,0) is stable, this derivative is negative at @. = 0 because ggj. Ly (dsp) > W,. Otherwise, it tends to —co as the
stability boundary is approached from the stable side. At a. = 1, the derivative is positive because gs|.L}; (dar) <
W, By continuity and strict convexity on the feasible part of this edge, there exists a unique al e (0, 1) solving
gsic Ly (A —2As — /lcsaf) =W¢,, and (1, af) is the unique minimizer on the edge a, = 1.

On the other edge a. =0, if (1,0) is not stable, then this edge contains no feasible routing because (1,0) has the
smallest human load on the edge. Hence (1, /) is the global minimizer. Suppose instead that (1,0) is stable. Then, for
this

every feasible ay, Ay (ay,0) > Asp, we have gs|c L} (An(ay,0)) > gLy (Asp) > WY, Since g5 W3, < g5V,

implies gg, Ly (1n (a,,0)) > WY, . Hence

d
WFB(055O)<O Vase[()’l]’
da;

so the unique minimizer on the edge @. =0 is (1,0). Moreover, the derivative along a; = 1 at @, = 0 is negative, so
Wrs (1, @) < Weg(1,0). Thus (1,a7) is the global minimizer.

These three cases exhaust the parameter region covered by the proposition, completing the proof. O
Proof of Lemma 3. This result follows immediately from Lemma F.7 in Appendix F. O

Proof of Theorem 1. Suppose Assumption 2 holds. If Tg,; > ZSD (1), then 6 = 1 satisfies
TSP(1) < Ty <T (1),
Hence, by Lemma F.7, the PT mechanism with 6 = 1 implements a5?. Otherwise,
T5P(0) < T < T3P (1).
Since TSP () is continuous, there exists & € [0, 1) such that
T5P(0) = Tra.

Moreover,
SP(0) <T"" (9).
Therefore,

T5P () < Tt < TSD(HA),

and Lemma F.7 implies that the PT mechanism with 6 = § implements a5?.
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In either case, there exists a PT mechanism that implements . By Assumption 1, @5? is the first-best routing.
Moreover, the PT mechanism introduces no artificial delay and is work-conserving. Therefore, the mechanism attains
the first-best average sojourn time.

Conversely, suppose that a PT mechanism with some 6 € [0, 1] attains the first-best average sojourn time. Because the
PT mechanism is work-conserving, its objective value under its induced routing a is Wi (). By Assumption 1 and the

first-best characterization in Propositions 2, the induced routing must therefore be @5?. Lemma F.7 then gives
T2 (0) < T <T ().
Since both threshold functions are increasing,
TS2(0) <TSP(0) <Twar <T° (B)<T (1),
Hence Assumption 2 holds. O

Proof of Remark 1. The remark is proved in the first two paragraphs of Appendix G. O

Proof of Corollary 1. Substituting the definitions in Lemma F.7, the interval (TSD (0),T5”(1)) is nonempty if and

Atean (@) (1 !
>(q5s—qsg)(1 — e —-—].
HH HH  HArl

For gss and gs). sufficiently close to each other (gg; and gg|. are strictly ordered by assumption but can each approach

only if

qcisqc|cd
—_ (CIS\S - CIS\C)

W, (Au (@®?))

arbitrarily close to 1/2 from either side), the right-hand side above converges to zero, and the left-hand side converges to
a positive constant. So, the inequality can be made to hold as long as the other parameters are such that Az (@5?) remains
stable (a sufficient, but not necessary, condition for this is A < g ). Moreover, the above inequality and Assumption 1 can
hold simultaneously; specific numerical instances are omitted for brevity but are available from the authors on request.

Now, suppose the interval is nonempty, and consider Tt € (TSD (0),T5”(1)). By Lemma F.7, that Ty > TSD (0)
implies that the PT mechanism (0, 0) cannot implement signal-directed routing, and that Ty, < 75” (1) implies that the
PT mechanism (1,0) cannot implement signal-directed routing. But Assumption 2 holds because 75 (0) < 70 0) <
Tr <T5P(1) < TSD(I). Thus, Theorem 1 implies that there exists 6* € [0, 1] such that the PT mechanism (6*,0)
implements signal-directed routing and attains the first-best objective value. Since we have just ruled out the endpoints
6 =0 and 1, we conclude that there exists 6* € (0, 1) that implements signal-directed routing and attains the first-best

objective value. This concludes the proof. O
Proof of Proposition 3. Under Assumption 1, Proposition 2 implies that (1, 0) is the unique first-best routing. Thus,

any decentralized outcome that attains the first-best objective value must use routing (1,0) and a work-conserving

waiting pair. We have gL}, (dsp) < W¢,. Since W, = gsic/tar + gc|cTru, this implies

gsic |, 1
Tt 2 il (LH (Asp) — _) .
qc|c MAr

For any x > 0 such that x/ug < 1,

, 1 XE[$2]
LH(X) - Wq(x) - ,u_H = m > 0.

Using (F.2) at 8 =0, we have

gs|c 1 1
75”2 (0) = == (unm> +—- —) :
qcic M  HAI
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. . . —SD
Therefore Ty > T57 (0). Hence, if Assumption 2 fails, it must be that Ty > 7 (1).
Fix any work-conserving waiting pair (Wp;;, W4, ) under the routing (1, 0). Since the waiting pair is work-conserving,
the conservation law holds with equality, i.e.,

/lTran (aSD) W + /lDir(a'SD) ) /lH(aSD)E[S?-]]
A (@) T 4 (@SP) TP T 2(1- Au(@SP) Jum)

Both direct and transfer flows are positive under (1,0), so along this frontier Wy, is strictly decreasing in Wryyy.
The decentralized equilibrium condition (10) requires Ta;(s; W) < Ty (Wpi) when @y = 1. Substituting the

expressions for these quantities from Section 2.3 and isolating Ty,; gives the equivalent inequality

1 1
WDlr qclsWTran qs|s (”AI HH)

Tt < . (C.DH
qcis

If Wy, increases, then since Wp;, must decrease to maintain the conservation law at equality, the whole right-hand side
of (C.1) decreases. Equation (1) gives a lower bound on Wry,,. If we use this value for Wr,,, and the unique Wy, that
satisfies the conservation law at equality for this Wr,,, substituting into the right-hand side of (C.1) and simplifying
yields exactly TSD(l). Thus, in no work-conserving feasible solution to (Pp) with signal-directed routing does the
right-hand side of (C.1) exceed TSD(l). This implies that Tg,; < TSD(l) is a necessary condition to satisfy (10) under
signal-directed routing with a work-conserving waiting profile.

But we have shown above that the failure of Assumption 2 implies T¢; > 0 (1). Hence we cannot satisfy (10) with a
work-conserving waiting profile and signal-directed routing, and thus no such solution is feasible for the decentralized
problem. A non-work-conserving waiting profile with signal-directed routing is trivially strictly worse than the first-best
solution. Moreover, by uniqueness of the first-best optimal solution under Assumption 1 (see the proof of Proposition 2),
for a non-signal-directed routing, even a work-conserving waiting profile yields a strictly worse objective value than the
first-best. Non-work-conserving waiting profiles for such routings will be worse still. Thus, when Assumption 2 fails,
any feasible solution to the decentralized problem has a strictly worse objective value than the first-best optimal, i.e., we

have W[ > W, as desired. O
D. Proofs for Section 5

Proof of Proposition A.1. For fixed e, all terms in Wy (@, Wpir, Wrran) other than

ADir(a) /lTran(a)
Whoir + W- ran
a P a0

are constant. Hence minimizing Wy, over the fixed-routing feasible set is equivalent to minimizing this weighted
waiting-time term. Moreover, for work-conserving waiting pairs, by (3), the weighted-average waiting time is constant,

ie.,
Apir(@) Wo Atran (@) _ /lH(a/)E[Sf_,]
(@) P Ag(e) T 2(1-Ag() /)

Therefore, the waiting-time term in Wry,;, and hence Wry, itself, is constant on the work-conserving frontier and equals

Wes (@). Hence along that frontier,

E[S2,]
H - /lTran (O!) WTran
1-2s1 (@) ur1)

/lDir(a’)

/lH (a')z 2(
WDir =

s

$0 Wpy, is strictly decreasing in Wpy,.
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The simple-signal incentive constraint

1 1
qs|s (_ - _) + QCIS(Tfail + WTran) < WDir
Har  HH

is easiest to satisfy at the smallest feasible Wry,,, namely the transfer-priority endpoint. Evaluating there yields the upper
=S
threshold Ty < T ? (a).
The complex-signal incentive constraint

1 1
Woir < qcje (Thit + Wriran) + Gsjc (— - —)
Har  HH

is easiest to satisfy at the largest feasible Wr,,, namely the direct-priority endpoint. Evaluating there yields the lower
threshold Tiy > 755 ().
Now suppose

—SB
T°%(@) <Twi <T ().

If the complex-signal incentive constraint holds at the transfer-priority endpoint, then the simple-signal incentive
constraint also holds there because Ty, < ° (@). Hence, the transfer-priority endpoint is incentive compatible and gives
the first waiting profile specified in part (i). Otherwise, the complex-signal incentive constraint fails at the transfer-priority
endpoint. Because T, > 7% (@), the same constraint holds at the direct-priority endpoint. Along the work-conserving
frontier, Wp;, is continuous and strictly decreasing in Wry,,, whereas the right-hand side of the complex-signal incentive
constraint is continuous and strictly increasing in Wry,,. Therefore, there is a unique point on the work-conserving

frontier at which the complex-signal incentive constraint binds. At this point,
T (Woir) = Tar(¢; Wrran) > Tar (53 Wrran) s

so the simple-signal incentive constraint also holds. Thus, the second waiting profile specified in part (i) is incentive
compatible. In either case, the selected waiting profile is incentive compatible and lies on the work-conserving frontier.
It therefore attains Wgg (@), the work-conserving lower bound for Wry,, and is optimal for (A.1).

If Ty > TSB(a'), then even the most favorable work-conserving point for the simple-signal incentive constraint
violates that constraint. Since increasing Wry,, worsens the violated constraint and increases the objective in (A.1), the
least-cost correction keeps Wry,, at its minimal feasible value WTTmn and raises Wpy;, until the simple-signal incentive
constraint binds.

The argument for Ty < 758 (@) is symmetric. In that case, even the most favorable work-conserving point for the
complex-signal incentive constraint violates that constraint. Since increasing Wp;, worsens the violated constraint and
increases the objective in (A.1), the least-cost correction keeps Wp;; at its minimal feasible value W]S)ir and raises Wrpan

until the complex-signal incentive constraint binds. O

Proof of Proposition 4. By Lemma 1, every incentive-compatible routing satisfies o > a... If @, = a., the routing is
pooling and has the form (@, @),0 < @ < 1. Thus it remains to consider separating routings with o, > ... For a fixed
separating routing, the second-best objective after solving the waiting-time subproblem is Wgg (@) + RS5 (a). We first
show that, within the class of separating routings, it is without loss to restrict attention to routings with @, = 0.
Consider a separating routing with 0 < @, < @y < 1. Suppose first that the routing lies in the interior of the no-distortion
region. Then RS () = 0. Now decrease a. slightly and increase a; so that the total human load remains unchanged:

—~ —~ /]'CS
A=A, — &, ag = a5+
/lsS

E.
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For sufficiently small £ > 0, the new routing remains in [0, 1] and is still separating. Moreover,
A (@) = Ay (@),

. . .. . L. . . . . . =SB
so it remains stable. Because the original routing lies in the interior of the no-distortion region and T5%(@) and 7"~ (a)
are continuous in @, the perturbed routing also remains in the no-distortion region for sufficiently small £. Hence, by
Proposition A.1(i), it admits an incentive-compatible work-conserving waiting profile, and RS2 (@) = 0. Thus the human

congestion term is unchanged. The change in the remaining part of Wgp is

qs|s /1(,‘ qs|c
Py ( L quTfail) Se—P. (— + chTfail) E.
HAr /lsS MAI
. Aes _ Pegsic .
Since ﬁ = Poasr? this change equals
gs\cqc|s qs|s —4s|c
P T (I— - qC|C) =P T2 s <0,
Sls qs|s

The last inequality follows from T, > 0 and gs|s > gs|.. Hence the small change strictly lowers the objective. Therefore,
the original 0 < @, < @, < 1 cannot be optimal.
Now suppose the same interior separating routing is in the direct-distortion region. Use the same @. It keeps A fixed.

The transfer load changes by

ﬂ s c
Css—ﬁcc8=—/1pc qs|s —(qs| e

<0.
/lsS qs|s

ATran (a) — ATran (a') =Asc

Hence the transfer load falls.
. . . . .. . . . . . =SB
Now suppose the same interior separating routing is in the direct-distortion region, i.e., that Tg,; >7 (). In the
direct-distortion region, the fixed-routing inner problem keeps Wry,, at WTTmn(a') and raises Wpy;; only as much as needed.

Substituting this least-cost waiting pair into Wy, and then multiplying by the fixed positive constant A, gives
A 1 1
A (Wep (@) + R (@)) = —— + (qc1sApir (@) + Arean (@) | Tt + — = — + Wi, (@) |
MAL MHH  Hal

Since Api(@) = Ay (@) = Atran (@), We have gcjsApir (@) + Atran (@) = g |sAn (@) + G 5|5 ATran (@) The change keeps Ay
fixed and lowers At,. Hence it lowers the first factor. It also lowers

A (a)E[S}]
2 (l - /lTran(a)//JH) .

Thus the second factor also falls. Therefore the reduced objective strictly decreases. So no such interior separating

Wi (@) =

routing can be optimal in the direct-distortion region.
Finally, suppose that a separating routing « lies in the transfer-distortion region. By Proposition A.1, the complex-signal

incentive constraint binds and Wp;, = W2,

5. (). Substituting the binding incentive constraint into the objective gives

A (Wes(@) + R () = uLA, + (’lDir(a) + /IT;Z(TI)) (ngr(a) ¥ ,ULH - #LAI) .

Moreover,

A ran s c
Apir(@) + A1ian (@) =1 (pC + P, (1 — M%)) ,
qcic qcic

which does not depend on a.. By definition,
Au (a')E[Si,]
2(1-2pie(@) /)

Wé)ir(a') =
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Holding «a; fixed, increasing a. strictly decreases both the total human-channel arrival rate and the direct-to-human

arrival rate, because

0du (@) _

04 ir
=—AP.gs). <0, 9dnir(@) _

=-AP.<0.
Jda,

(@) strictly decreases, while its denominator strictly increases. Hence W5 (a) is

oa,

Consequently, the numerator in W5,

strictly decreasing in .. Therefore, for any separating routing with . < a;, increasing a. slightly strictly lowers the

second-best objective. For a sufficiently small increase, the routing remains separating, stable, and in the transfer-distortion
region. Hence no separating routing in the transfer-distortion region can be second-best optimal.

It remains to consider the edge @, = 1. First suppose the routing is in the no-distortion region. Then RS2(1,a.) =0,

so the reduced objective is Wgg (1, ). Direct differentiation gives

d ) ,
2o Wi (1, @) = P (WS, — gsicLy (Au(1,a.))] .

Since Ay (1,a.) < Ax(1,0) = Agp, and since &’ = (1,0), we have
gsicLy(An(1,ac)) < qsjcLy(Asp) < Wy

Hence dLaCWFB (1,a.) = 0. Thus Wgp (1, ) is strictly increasing in @, on the no-distortion part of this edge. Therefore,

no routing of the form (1, a.),0 < a. < 1, can be optimal in this part.
L . . . . =SB
Now suppose the routing is in the direct-distortion region: gy > 7T (1, @.).
In the direct-distortion region, the fixed-routing inner problem sets
Wrtan = WTTran(a')
and chooses the smallest Wy, that supports the desired routing. Hence the simple-signal incentive constraint binds:
MH

1 1 , 1
Wpir + — = gqsjs— *+ qcis | Trait + W (@) + — | .
MH HAar

Equivalently,

MH  Mar HH  Har
Thus Wp;, enters the reduced objective only through this binding constraint. Starting from

1 1 1 1
Wpir + — — — =¢qcs (Tfail + WTTran(a’) +— - _) .

A 1 1 1 1
/lWTolal =—+ /lTran(a) Tfail + WTran +t———]+t /lDir(a) WDir +t—1,
MaAr MHe  Har He  Har

and substituting the two expressions above gives

A 1 1
AWy (@) + R (@)) = — + (qcisApir (@) + At (@) (Tfail +——-—+ WTTran(a')) .
MAr MHH  Hal
Now specialize to @ = (1, @.). We have

/lDir(laac) :/lPL(l _a(r)’

and

/lTran(lvac) = /lquclx +/cha'cqclc'

Therefore,
qC\s/lDir(lsac) + /lTran(l’ a'c) = qCIs/ch(l - a’c) + /lPquIS +/1Pca'ch|c

=Aqcis +AP.ac(qeic — qcs)-
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Substituting this into the reduced objective yields

1 Ages + AP (qete — deis 1 1
Wis(1,0) + RS (1, a,) = — + —21 (Gere 29 (7o L _ Lo a0,
HAI A HH  HAal

The coefficient Aqc|s + AP.a.(qc|c — gc|s) is affine and increasing in @.. We now check the waiting term directly.

On the edge a, =1,
(/l - /lsS - /lcSa'c)E[S%]]

2 (1= (Asc +Accac) uu)’

W’lz;an(l’ aC)
Differentiating gives
d E[S%] —Aes (1= Ase/pu) + dec (A= Ass) [ pu

dalc 2 (1 - (ﬂsC + /lccac)//'lH)2

The denominator is positive by stability. The numerator does not depend on .. Hence W7,

W"[T‘;an(lv ac) =

(1, @) is either weakly
increasing on this edge or weakly decreasing on this edge. Differentiating once more gives
d? E[S? 21,
—— Wi (L @) = U] c /i 3
d(}'C 2 (1 - (/]'SC +/lcCa'c)//lH)
d

(1, @) has the same sign as ;5-Wr (1, a.).

[—Aes (1= Ase/pp) + dec (A= Ags) [ 1n] -

Since the denominator is positive by stability, LW

da? Tran
If W, (1,a.) is weakly increasing, then both factors in the direct-distortion expression are weakly increasing in a...

The first factor is nonnegative, and the second factor is positive because Try > 0, gar > g, and WX (1, a.) > 0. Hence

Tran

the reduced objective is weakly increasing in this case, and no interior minimizer is required.

It remains to consider the case in which WX (1, a.) is weakly decreasing. From the sign relation above,

Tran
d

da,
For the product term in the reduced objective,

d2
Wha(La) <0 and ——Wh,

(1,a.) <0.

1 1
(ACICLV +/1Pca'c(qC|c - qC|S)) Tfail +t——-—+ W’Ii‘;an(l’ ac) 5
MH  HAl

the second derivative equals
d d?
ZAPC(qCIC - CICIS)EWTT‘ran(L a'c) + (/quls +/1Pca'c(qC|c - qCIS)) ﬁw"lz;an(l’ac‘)'

The first term is non-positive because gc¢|. > g¢|s and 4 WT (1,a.)<0. The second term is also non-positive

dag " Tran

because Aqc|s + AP.a.(qcic —qcjs) =0 and %ZWTTmn(l,ac) < 0. Therefore the product term is concave in .. Since
the remaining terms in the reduced objective are affine in a.., the reduced objective is concave in this part.

It remains to account for possible interior boundaries between the no-distortion and direct-distortion regions. Outside

the transfer-distortion region, the fixed-routing second-best value is the larger of Wgg(1, @) and the direct-distortion

expression above, because their difference is

/l il'(17 ac) =SB
DTCIC\S (Tfail -T (1,%)) .

Under Assumption 1, the routing (1,0) is not in the transfer-distortion region. The first expression is weakly increasing
in a.. If the second expression is weakly increasing, their larger value is minimized at @, = 0. If the second expression is
concave, its value at any interior point is no smaller than the smaller of its two endpoint values. If its smaller endpoint
value is attained at 0, the fixed-routing second-best value at any interior point is no smaller than its value at (1,0). If its
smaller endpoint value is attained at 1, the fixed-routing second-best value at any interior point is no smaller than its
value at (1, 1), because the two expressions coincide at @, = 1 when Ap;(1, 1) = 0. Thus no interior point on the edge
a, = 1 improves upon both (1,0) and (1, 1). Since transfer-distortion routings have already been ruled out, this edge
contributes only its endpoints (1,0) and (1, 1). The endpoint (1,0) belongs to {(ay,0) : 0 <a, < 1}, and the endpoint
(1,1) belongs to {(a,a):0<a < 1}. O
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Proof of Remark 2. That Assumption 3 and Assumption 4 are mutually exclusive is immediate from their definitions.
Also, we know from Lemma F.1 that the second-best problem (Psg) admits an optimal solution.

Along the pooling line @ = (@, @), a € [0, 1], reports do not affect routing, so we have RSZ(a, @) = 0 as discussed in
Section 5, and the reduced second-best objective is Wgg (@, @). Its derivative is
PWS, +P.WS

Al _L;-l(/l_ (/lSS +/lcS)a) .

Wes (@, @) = (Pyqss + P,
e +4sls aste Psqsls Pc'q5|(r

da

Because L/, () is strictly increasing (see the proof of Proposition 1) and A — (A, + A.s)a is strictly decreasing in «, the
above derivative is strictly increasing in @. Hence (Psg) cannot have multiple distinct optimal interior pooling routings.
Thus, the only possibilities are:

(i) (Psp) has a unique optimal routing, which is not interior pooling. (Satisfies Assumption 3.)
(i) (Psp) has a unique optimal routing, which is interior pooling. (Satisfies Assumption 4.)

(iii) (Psp) has multiple optimal routings, at least one of which is not interior pooling. (Satisfies Assumption 3.)

In all cases, either Assumption 3 or Assumption 4 is satisfied, so the assumptions are collectively exhaustive. )

Proof of Lemma A.1. Under o/ = (1,0), the second-best routing search can be restricted to the separating edge
(ay,0) and the pooling line (@, @). We prove necessity and sufficiency.

If To < 7° (1,0), then (1,0) needs no waiting distortion. Since (1,0) is the first-best routing and no distortion is
needed, (1,0) is also second-best optimal. Therefore interior pooling cannot be the unique second-best optimum. Hence
condition (i) is necessary. For the rest of the proof, suppose Tt > 7° (1,0).

Along the pooling line, reports do not affect routing. Hence R5Z (a, @) = 0. The pooling objective is

Ly (- (Ags + Aes)@)

Wes(a, @) = a(P,Wy, + P.Wy,) + 1

Differentiating gives

PWS, + P.WE
~Al A Ly(A= (s + Aes)a) | -

( ) ( c C)
”FB a,a)= 1 s4S|s 1 S
’ q ! q ! qu S|s P(:qSlc

da

The derivative is increasing in «. Therefore the pooling minimizer is interior if and only if

L/ (/l ) PSW;I + PCWX’ L/ (},)
AF) < —FF———5 < .
" PsqSls +ch5|c "
Using
s qs|s c qs|c
Wi = LI qcisThails Wi = KL qcicThis
Har Har
this is exactly the stated interval for Tt . Therefore, if the pooling minimizer is interior,
1 (PsWS .+ P.W¢
/1—(L}_l)l( s AL AI)
a _ PsCIS|s+Pc6]5\c
Pool /lss + /l(‘,S

It remains to compare the interior pooling minimizer with the best routing on the separating edge. Now consider the

separating edge (ay,0). On this edge,

d ,
da WFB(am 0) =P (W;I - f]shLH(/l _/lsSas)) .
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Since @ = (1,0), we have Wi, < qs)sL7y (Asp). For every a, <1, A — Aga, > Agp. Thus
qs)sLy (A = Agsay) 2 qss Ly (Asp) 2 Wy

Hence d%SWFB(aS, 0) <0. So the no-distortion value is weakly decreasing along the separating edge.
Now suppose Tg, > TSB(l,O).
For (ay,0) in the direct-distortion region,
_ Apir(ay,0)

—sB
R%%(a,,0) = — 3 dcks (Tfail =T (as70)) .

By the definition of TSB,

—SB 1 1
qcisT  (a4,0) = ngr(aS,O) - lJC|sWTTm(C¥s, 0) —gsis (— - —) .
MHar  MH

Therefore,
=SB T T 1 1
qc|s (Tfail -T (a/s’ 0)) = qC\sTfail - WDir(as’ 0) + qusWTran(a'm O) + gs;s\ — — —| -
Har MH
Also, at the transfer-priority point,

/lDir(CYs’ 0)

Wes (Clx, 0) = 1

1 A ran (L 1 A ) 1
(ngr(as, 0) + ,u_) + CMrant=s» 27 (Q’ O) ( ) —Al(a/ 0) —_—
H

Trat + Wi (5, 0) + — | + :
/l fail Tran (CL’_ ) /lH /l /lAI

Adding R%%(ay,0) to this expression cancels W/ (ay,0). Thus,

WFB(asa O) + RSB(asa 0)
_ qS\S/lDir(as’O) +/lAI(a/s’0) L + qC\s/lDir(a's’O) + /lTran(a's’ 0) (

1
Tt + WTTran(as, 0) + _) .

4 MAar A M
Since
qS\S/lDir(a's’ O) + /lAI(aS? 0) =1- (qC\s/lDir(a'sa O) + /lTrzm(a's’ 0)) 5
we get
1 v/l ir a’s’O + 4 Tan Q’S,O 1 1
Win(a0) + R (0,,0) = - 20D TR (7 w00+ ).
Har 1 He  Har

On the edge (a,,0), we have Ap;(ay,0) = (Py(1 —ay) + P.), and Ay (a4, 0) = A,cay = APsqc)sa;. Therefore,
qus/lDir(a'st) +/1Tran(a'u0) = f]cn/l (Ps(l - a’s) + PL) +/1Pqu|sa'x = /lqcbw
Substituting this into the previous expression gives

1 1 1
WFB(as’O) +RSB(G"S»O) = +qC|s (Tfail + - +W”17";an(a,s’0)) .
MHAI MH  HAar

Direct differentiation gives

d W]Z;an(a’s,o) — E[S%I] _ASS (1 _/lsCas//'lH) + (A_AsSas)ﬂsC/luH )

das 2 (1 _/lsca/s//lH)z
APsqcESH] (gcisd
(Wi (a5, 0) + R®(ay,0)) = Cls=1og . cid
aas 2(1=Ascas/pn) HH

It qfl':l < gs)s, then the direct-distortion value is weakly decreasing in a;. The best separating-edge routing is (1,0).

Its value is

=SB
Wen(1,0)+ Peges (T =T (1,0)).
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Hence the interior pooling minimizer dominates the best separating routing if and only if
—SB
Weg (@pools @poot) < Wrg(1,0) + Peqcys (Tfail -T (1,0)) .

This is condition (iii-a).

If "z—:ﬂ > gs|s, then the direct-distortion value is increasing in a,, while the no-distortion value is decreasing in a;.
Also, this inequality implies A > up, because gs|; > gc|s- Hence the all-human endpoint (0, 0) is not stable and cannot
be the separating-edge optimum. The best separating routing on («,,0) is therefore the stable boundary point at which
the direct distortion just disappears. This point is characterized by Ty = TSB(a/S,O). At that point, RS (a,,0) = 0.
Thus the separating-edge value is Wgg(ay,0). Interior pooling is the unique second-best optimum exactly when
Weg (@pool, @pool) < Wrg (@, 0). This is condition (iii-b).

Combining the cases above, condition (i) rules out (1,0) as a no-distortion second-best optimum, condition (ii) gives
a unique interior minimizer on the pooling line, and condition (iii) makes this pooling minimizer strictly better than the
best routing on the separating edge. Hence the second-best problem has a unique optimal routing, and this routing is
interior pooling. Therefore Assumption 4 holds.

Conversely, if Assumption 4 holds, then condition (i) must hold; condition (ii) also hold because the unique optimum
is an interior pooling routing; and condition (iii) must hold because this interior pooling routing must strictly beat the

best routing on the separating edge. Thus the three conditions are also necessary. O
E. Proofs for Section 6

Although Lemma 4 and Theorem 2 appear before Propositions 5 and 6 in the main text, the latter two results are needed

to prove the former two. We therefore first present the proofs of Propositions 5 and 6.

Proof of Proposition 5. First, observe that for signal i € {s, ¢}, simple rearrangement shows that
TAI (l, WTran) § TH(WDir) — WDir % Mi(WTran)s (El)

where M;(Wrya,) is defined in Section 6.2. Recall also that My(Wry) < M. (Wrpn).

Now, consider a given routing @ and waiting pair (Wp;;, Wryn), and suppose (Wpir, Wrran) Supports « as a decentralized
equilibrium, i.e., that (Wpir, Wrran) € DE ().

We begin by showing that «; > a.. First, if a. =0, then @, > a. holds for all 0 < @, < 1. If instead @, > 0, then
complex-signal customers must not strictly prefer the human channel, and (10) implies Ta;(¢; Wrwan) < Ty (Wpye), or
equivalently, Wpy, > M. (Wrn) > Mg (Wry). Therefore Ta; (55 Wrwan) < Ty (Wpy:), so simple-signal customers strictly
prefer Al, and (10) likewise implies a; = 1, which also means «; > @.. Thus, we have a; > @, in every decentralized
equilibrium.

Furthermore, for an equilibrium with @, < 1, (10) implies that T4;(s; Wrwn) = T (Wpy:), or equivalently, Wy, <
M;(Wrpan) < My (Wrpan). Since Taz(c; Wran) > Tar (85 Wrran ), We then have Ty (Wpy) < Taz(¢; Wrpan), so (10) implies
a. = 0 because complex-signal customers strictly prefer the human channel. We conclude that no decentralized
equilibrium can have 0 < @, < a, < 1; at least one of @, and @, will always take an extreme value.

Hence, the only possible equilibrium forms are

(0,0), (ay,0) with a; € (0, 1), (1,0), (1, a.) with a. € (0, 1), (L, 1).
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It remains to characterize the waiting profiles (Wp;,, Wry.,) that constitute D E () for each of these five forms.

Case 1: @ = (0,0). In this case, both types must weakly prefer the human channel, and (10) and (E.1) imply
WDir < Ms (WTran) and WDir < Mc (WTran) .

Since My(Wrpan) < Mo (Wrpan), this is equivalent to Wpi, < My (Wryan) -
Case 2: @ = (a,,0) with a; € (0, 1). In this case, simple-signal customers must be indifferent and complex-signal

customers must weakly prefer the human channel, and (10) and (E.1) imply
WDir = MS (WTran) and WDir < MC (WTran) .

Again, since My (Wrp,) < Mo (Wr), this reduces to Wy, = Mg (W) -
Case 3: @ = (1,0). In this case, simple-signal customers must weakly prefer Al and complex-signal customers must

weakly prefer the human channel, and (10) and (E.1) imply
WDir = Ms (WTran) and WDir < Mc (WTran)s

which is equivalent to My(Wryan) < Wpir < M. (Wryan).
Case 4: @ = (1, a.) with @, € (0, 1). In this case, simple-signal customers must weakly prefer Al and complex-signal

customers must be indifferent, and (10) and (E.1) imply
WDir > Ms (WTran) and WDir = Mc (WTran) .

Since My(Wrpan) < Mo (Wryan), this reduces to Wpi, = M. (Wrpan) -
Case 5: @ = (1, 1). In this case, both types must weakly prefer AL, and (10) and (E.1) imply

WDir > MS (WTran) and WDir = Mc (WTran) .

Since My(Wrpan) < Mo (Wryay ), this is equivalent to Wpy, > M, (Wrp,,).

Combining Cases 1-5 yields the characterization of DE (@) in the result statement. O

Proof of Proposition 6. Under a PTDD mechanism (8, K), the waiting times are the same as under the PT mechanism
(0,0) from Section 4.1, except with an additional delay K for the direct-to-human route. For a given routing «, a

customer’s expected sojourn time from directly joining the human channel is thus

1
T% (@) =Ty (Wi (@,0) + K) = K + W3 (. 0) + "
and for a customer with signal i € {s, c}, the expected sojourn time from trying Al first is
i . 1 1
Tl (@) := Ty (i Wi (@, 0)) = gsji— + gy | Tt + Wi (@,0) + — | (E.2)
Har HH

For a fixed (0,K,ay,a.), the induced average sojourn time is Wiy (@, WE! (@, 0) + K, W (@, 6)), which is
increasing in K. Hence, once # and a candidate equilibrium («y, ) are fixed, the optimal choice is the smallest K > 0
that supports this candidate as an equilibrium (if @ = (1, 1), then K is multiplied by zero in the objective function, so

any K that supports @ as an equilibrium is optimal for this (6, @, a.); without loss of optimality, we choose the smallest

such K in this case).
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Since by definition D;(ay, @.;0) = TA’IQ(a) - Tg’K(a) + K, we have

T (ay, ) <Tp*(ay,a.) & Dilay,a.:0)<K. (E.3)

Moreover, using (E.2), (15), and (16), the function D;(-) defined in the main text can be simplified to

1 1
Di(ays, ac;0) = qc)iThi + qs)i (— - —) - (615|i +qc|if
Har  HMH

Au(as, a.) Wq(z(a’ 0).

Now, fix 6 € [0, 1] and a routing @ = (ay, @.). We have TX}Q(a) > Tj}e(a) because gs|s > gsic and 1/py > 1/par,
and therefore D (ay, a.;0) > D, (ay, a.;0). This proves the first part of the result statement.

Next, using (10) and (E.3), we have that (W/! (e, 0) + K, W[! (@,0)) € DE(«) if and only if, for each i € {s,c}, we
have K > D;(a,,a.;0) if a; =1; K= D;(as,a.;0) if a; € (0,1); and K < D;(ay, a.;0) if @; =0. We now check the five
possible equilibrium forms. We say that a value of K is “supporting” of the routing @ with transfer-priority probability 6
if (Wi (a,0) + K, Wl (a,0)) € DE ().

Case 1: a = (0,0). Here, we need K < D;(0,0;0) and K < D.(0,0;0). Since D.(0,0;8) > D,(0,0;0), this is
equivalent to 0 < K < D, (0,0;6). So a supporting K exists if and only if D;(0,0;6) > 0, and the smallest one is K = 0.

Case 2: @ = (ay, 0) with o, € (0, 1). Here, we need K = D(ay,0;6) and K < D (a4, 0;0). The equality implies the
inequality because D.(ay,0;6) > D(ay,0;6). Hence a supporting K exists if and only if D (ay,0;6) > 0, and then the
only possible value is K = D(ay, 0;6).

Case 3: @ = (1,0). Here, we need K > D,(1,0;0), and K < D.(1,0;60). Because D.(1,0;8) > D,(1,0;8), this is
feasible if and only if D.(1,0;6) > 0. Then the smallest nonnegative value is K = max{0, D,(1,0;6)}.

Case 4: @ = (1, a.) with a. € (0, 1). Here, we need K = D.(1, a.;0) and K > D,(1, a,; ). The equality implies the
inequality because D (1, a.;0) > D,(1,a.;0). So a supporting K exists if and only if D (1, a.;6) >0, and then the
only possible value is K = D.(1,a.;0).

Case 5: @ = (1,1). Here, we need K > Dy(1,1;0) and K > D.(1,1;6). Since D.(1,1;0) > D,(1,1;8), this is
equivalent to K > D.(1, 1;0). Therefore the smallest nonnegative value is K = max{0, D.(1, 1;6)}.

Combining Cases 1-5 yields the characterization of K™"(a, @..;#) in the result statement. O

Proof of Lemma 4. By Lemma F.1, the decentralized problem (Pp) admits an optimal solution. Consider such

an optimal solution (a*, W}, , Wi ). Recall that by Proposition 5, there are five possible forms that a decentralized

equilibrium routing can take in a feasible solution to (Pp) and that could thus be part of an optimal solution. Each case
below hypothesizes the existence of an optimal solution with one of the five possible equilibrium routings; these cases
need not be mutually exclusive, but they are collectively exhaustive by Proposition 5.

Case 1: a* = (a,,0) with 0 < a,; < 1. Within this case, « is fixed at a*, but it is useful to allow Wp;, and Wy, to vary.
For the routing a* = (ay, 0), after substituting the expressions for A, (@*), Ap;(@*), and A 4;(a*) and rearranging, the
objective (4) becomes

. 1
WTotal(a' B WDir, WTran) = Ps(l - as) WDir + /,l_

H

H

1 1
+ PSCL/S (qu + qc|s (Tfail + WTran + ))
HAr M

1
(e L)

MH
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For a decentralized equilibrium routing with 0 < @ < 1, simple-signal customers must be indifferent between the Al
channel and the human channel. Hence, we must have T4; (s; Wran) = Ty (Wpi;), Which, using the definitions of T (-)
and Ty (-) from Section 2.3, implies that the second line above is equal to
1
PSQS WDir +—.
HH
Therefore, we have

Wrowa (@, Woir, Wrian) = (Ps (1 — a;) + Psas + Pe) (WDir + L) = Wpir + i (E.4)
MH MH
Now, by Lemma F.2(i), there does not exist an optimal solution to (Pp) with routing (a;, 0) such that D(ay,0;0) <0
and 0 < @, < 1. Thus, the hypothesis of this case of an optimal solution with routing (a,,0) with 0 < @, < 1 implies
D, (ay,0;0) >0.
Recall from Proposition 5 that in a feasible solution to (Pp) with this form of equilibrium routing, the waiting pair

must satisfy Wp;, = My (Wryan). Now, choose

wh

Tran

=W, (1u(ay,0)), w = pm(wih

Dir Tran) :

By the definitions of D and M, (and using the fact that the PT mechanism (0, 0) would yield FCFS waiting times

W, (An (ay, 0)) for both transfer and direct-to-human customers), we have
Ds (asa O; O) = TAI (S; Wq (/IH (a'.s‘a 0))) - TH (Wq (/lH (a'u O)))
= Ms (Wq (/11—1(0/5, O))) - Wq (AH(a.w O))
—w _ww

Dir Tran*

Thus, D (ay,0;0) >0 implies W]()ir) > WT(rla)n. Since

W’Iz;an(asa O) < Wq (/lH(a's,O)) — W(l)

Tran

and WP (a;,0) <W,(1x(ay,0)) = wi <wh

Tran — "' Dir *

the waiting pair (W', w!)

bir» Wrran) satisfies (1) and (2). The above inequalities also give us that both waiting times are no

smaller than the FCFS waiting time, so the pair also satisfies the conservation-law lower bound (3). Thus, the waiting
pair (W]()ir), W;r]a)n) € OA(a"). Also,

) < M (W)

Tran ) ’

w = p, (Wl

Dir Tran

so (W, W

. wil)) € DE(a") by Proposition 5. Thus, (a*, W), Wi ) is feasible for (Pp), since we also have
Ap(a*)/ug < 1 by the case hypothesis that @* forms part of an optimal solution.
As noted above, we must have Wp;, = M (Wry,,) in any feasible solution to (Pp) with the routing (a;,0), 0 < @, < 1.
For such waiting pairs, since M;(-) is strictly increasing, using (E.4), the objective,
. 1 1
WTotal(a s WDir’ WTran) = WDir +—= MS (WTran) +—,
HH HH

is likewise strictly increasing in Wry,,. We have just shown that the solution (a*, w w)

Dir > *" Tran
solution (Q’*, MV(WTran)’ WTran) with WTran > W(l)

Tran

) is feasible, so any feasible
=W, (An(a*)) is thus strictly sub-optimal. The hypothesis of this
case of an optimal solution with routing (a,,0) with 0 < @, < 1 then implies that said optimal solution must satisfy

Wiian < Wy (An(a*)), as desired.

Tran —
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Case 2: a* = (1, a.) with 0 < a. < 1. Within this case, « is fixed at @*, but it is useful to allow Wp;, and Wr, to vary.

Substituting expressions for Aqy, (@*), Api.(@*), and A 4;(a@*) into the objective gives

) 1 1
WTolal(a’ B WDir’ WTran) = Ps (q5s_ + qc|s (Tfail + WTran + _))
HAr MH

H

1 1
+P.a. (qSC_ +qcic (Tfail + Wpan + —))
Mar H

1
+P.(1-a.) (WDH+ —) .
M

H

By (10), in an equilibrium of this form, we must have T4; (¢; Wrpan) = Ty (Wp;); under this indifference condition, the
second two terms above (i.e., those involving complex-signal customers) combine to
1 1 1
Pca'c WDir+_ +Pc(1_ac) WDir+_ :PL’ WDir+_ .
HH HH Hu
The same indifference condition also gives

Wpe + - — 2
HH HAI
Thoit + Wrpan + ,U_ = .

H qcic

Substituting this expression into the simple-signal customers’ completion time gives

s s 1 c 1
Wioat (@, Woir, Wran) = Py ("S‘ 4+ Ic (er +— - Bk )) +P, (Wm + —)
u

Har  4cie Hu  Har H
Ps s c Ky c PS s 1
_ Py (9s19cie —qedsic) | (Pc+ qc| )(WD"JF_) (E.5)
qcieHar qcle HH

Py (gsis — sl Poges 1
_Pi@si—asid) | (P(‘, L Psac ) (WDir+ _)
qcicMar qc|c M

Now, by Lemma F.2(ii), there does not exist an optimal solution to (Pp) with routing (1, @.) such that D.(1,a.;0) <0
and 0 < @, < 1. Thus, because this case hypothesizes an optimal solution with routing (1, a.), where 0 < @, < 1, we
must have D (1, a.;0) > 0.

Choose

W, =W (o). W = MWL),

Similar to Case 1, by the definitions of D. and M, (and using the fact that the PT mechanism (0, 0) would yield FCFS
waiting times W, (14 (1, a.)) for both transfer and direct-to-human customers), we have
Dc(], O’C;O) = TAI (C, Wq(/lH(] s ac))) - TH(Wq(/lH(lvac)))
=M. (W,(Au(1,a.))) = W,(Au(1,a.))

W@ _y®

Dir Tran*

so the condition D (1, a.;0) > 0 implies W]g?r) > W | Since

Tran

WEo(Lao) <W,(Au(La) =W2  and WE.(1,a.) <W,(Au(l, ) = W2 <w2,

Tran

the waiting pair satisfies (1) and (2). The above inequalities also give us that both waiting times are no smaller than the
FCFS waiting time, so the pair also satisfies the conservation-law lower bound (3). Therefore, (Wgr), WT(rza)n) € OA(a").
Also,

M, (W2

Tran

2 2
) < MC(W'I("ra)n) = W]()i:’
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) € DE(a*) by Proposition 5. Thus, (e, W) w2

Dir > *" Tran

so (W2 w®

Dir > " Tran ) is feasible for (Pp), since we also have

Ap(a*)/ug < 1 by the case hypothesis that @* forms part of an optimal solution.

Finally, observe that the coefficient on W, in (E.5) is strictly positive. Furthermore, by Proposition 5, in any feasible
solution to (Pp) with this form of equilibrium routing, the waiting pair must satisfy Wp;, = M. (Wr,), where M. (+) is
strictly increasing in Wry,,. Substituting M. (Wry,,) for Wp;, in (E.5) then implies that the objective is likewise strictly
increasing in Wry,, for equilibria of this form. We have just shown that the solution (a*, w2 w

Dir > "' Tran
feasible solution (@*, M. (Wrpan), Wrpan) With Weg, > W

Tran

) is feasible, so any
=W, (A (a")) is strictly sub-optimal. The hypothesis of this
case of an optimal solution with routing (1, @.) with 0 < @, < 1 then implies that said optimal solution must satisfy
Wiian £ Wy (A (@)), as desired.

Case 3: a* = (1, 0). Throughout this case, we fix the routing at @ = (1,0) and vary the waiting pair. By Proposition 5,
a waiting pair supports this routing if and only if M;(Wr,) < Wpi < M. (Wryan).

Now, by Lemma F.2(iii), there does not exist an optimal solution to (Pp) with routing (1,0) such that D.(1,0;0) <0.
Thus, because this case hypothesizes an optimal solution with routing (1,0), we must have D.(1,0;0) > 0. By

Proposition 6, we have D, (1,0;0) < D.(1,0;0). We now consider two sub-cases according to the sign of D(1,0;0).
Sub-Case 3-i: D,(1,0;0) <0.

Choose

W) — G _ W, (1 (1,0)).

Dir Tran

This is the FCFS waiting pair and therefore belongs to OA(1,0). The condition D;(1,0;0) <0 is equivalent to

Ta(s; WT(S;)]) < TH(WI()?;)). Similarly, D.(1,0;0) > 0 is equivalent to Tx;(c; Wﬁ;g) > TH(W]()?:)). Hence, (Wgri), WS;:) €
DE(1,0) by (10), and thus ((1,0), WI()?:), WT(f;r)l) is feasible for (Pp), since we also have Ay (1,0)/uy < 1 by the case

hypothesis that (1,0) forms part of an optimal solution.

Moreover, the FCFS waiting pair (Wg:), WT(SZ:I)I) is work-conserving, i.e., it makes the conservation law (3) hold at
equality. For a fixed routing, all work-conserving waiting pairs achieve the same average sojourn time, which is strictly
better than any non-work-conserving pair for the same routing (this follows straightforwardly from (4)). Thus, the case
hypothesis that @* = (1, 0) forms part of an optimal solution, combined with the fact that ((1,0), W]()?ri), WT(:;)]) achieves
the work-conserving sojourn time for this routing and is feasible for (Pp), implies that this solution is optimal for (Pp).
We therefore have identified an optimal solution to (Pp) with Wi <W,(1x (")), as desired.

Sub-Case 3-ii: D,(1,0;0) > 0.

Choose

Wi =W (1.0, W? = MW,

Tran Dir Tran

Since D (1,0;0) = M, (W, (1(1,0))) = W, (L;(1,0)), we have WS > WS Also,

Tran

WI (1,00 < W, (15 (1,0) =W and W2 (1,0) < W, (14(1,0)) = WS < w B9,

Tran Tran Dir

Thus, (1) and (2) both hold, and because both waiting times are no smaller than the FCFS waiting time, the conservation-

law lower bound (3) also holds. Therefore, (W<3 D WSy e 0A(1,0).

Dir * "' Tran
Moreover, M, (W) = WS < M (WD), which is equivalent to Ty (s; Wit ) = Ty (W) and Ty (c; W) >
TH(WI%D)’ respectively (see Section 6.2). Then, by (10), we have (Wgrﬁ), WT(f;)) € DE(1,0), and the constructed
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solution is feasible for (Pp), since we also have Ay (1,0)/uy < 1 by the case hypothesis that (1,0) forms part of an
optimal solution.

Now consider any feasible waiting pair for the routing (1,0) with Wy, > W, (14(1,0)). By (10), a; = 1 can be part
of an equilibrium routing if and only if T;(s; Wryan) < Ty (Wp;:), which, as discussed in Section 6.2, is equivalent to

Whir = My (W ). But since M is an increasing function, in any such solution we must have
Whir = My (Wran) > My (W (A(1,0))) = Wi

Thus, any such solution has both a larger transfer waiting time and a larger direct-to-human waiting time than the feasible

solution ((1,0), ng?rﬁ), WT(fi;)). Since the routing is fixed, it then follows immediately from (4) that such a solution is

strictly sub-optimal. The hypothesis of this case of an optimal solution with routing (1,0) then implies that said optimal

solution must satisfy Wi, < W,(14(1,0)), as desired.

ran —

Case 4: " = (0,0). By Lemma F.2(iv), there does not exist an optimal solution to (Pp) with routing (0,0) such
that D(0,0;0) < 0. Thus, because this case hypothesizes an optimal solution with routing (0,0), we must have
D(0,0;0) = 0. Choose

W@ — @

Dir Tran

= W, (14(0,0)).

) € OA(0,0). The condition D (0,0;0) >0 is equivalent to Ta;(s; w

Tran

This is the FCES waiting pair, so (W', W%

Dir > *" Tran

TH(W(4)). Since D.(0,0;0) > D(0,0;0), we also have D.(0,0;0) > 0, which is equivalent to T4;(c; W;fa)n) > TH(W(4)).

Dir Dir
Hence, (W), W) € DE(0,0) by (10), and thus ((0,0), WS, W

Dir > *" Tran

)>

) is feasible for (Pp), since we also have
A (0,0)/ug < 1 by the case hypothesis that (0,0) forms part of an optimal solution.
The FCFS waiting pair (W w

bir» Wiran) 18 Work-conserving, so as argued above (in Sub-Case 3-i), it minimizes the

average sojourn time for the given fixed routing (0, 0). The hypothesis of this case of an optimal solution with routing

(0,0), combined with the fact that ((0,0), W', w¥

Dir > Tran) is work-conserving and feasible for (Pp), implies that this solution
is optimal for (Pp). We therefore have identified an optimal solution to (Pp) with Wy <W,(1g(a*)), as desired.

Case 5: " = (1,1). Choose

Dir

W =Wy (e (L), W) = max [W8,(1.1). M (W) |

Since Ay, (1,1) = A5 (1, 1), the transfer-priority lower bound (1) and the conservation-law lower bound (3) both reduce

t0 Wrpan = W, (A5 (1,1)). Hence, w

' Satisfies both constraints with equality. The definition of Wé‘? ensures that the

)y e 0A(L, ).
). As discussed in Section 6.2, this implies T4;(c; WT(rSa)n) < Ty (Wpir)® and

) € DE(1,1) by (10), and thus ((1,1), W), W) ) is feasible for (Pp),

Dir > *" Tran

direct-priority lower bound (2) also holds, so (W]()?r) , WT(fa)n
We have W) > M (W) ) > Mo(WE)

Tran Tran
Tar(s; W) ) < TH(W]()5.>). Hence, (W), W)

ir Dir > "" Tran
since we also have A5 (1,1)/ug <1 by the case hypothesis that (1, 1) forms part of an optimal solution.

Because the direct-to-human flow Ap; (1, 1) = 0, Wp;, has zero coefficient in the objective (4) and in the conservation

law bound (3). Moreover, Aqn(1,1) = A5 (1, 1). Thus, since w = W, (A (1,1)) is equal to the right-hand side of (3),

Tran

it is immediate that (W]g?r), w

han) satisfies the conservation-law bound at equality and achieves the work-conserving

average sojourn time for the routing (1, 1) (despite potentially being, strictly speaking, not work-conserving). Thus, as
argued above in Sub-Case 3-i, this waiting pair minimizes the average sojourn time for this routing. The hypothesis of

this case of an optimal solution with routing (1, 1), combined with the fact that ((1, 1), wo we

Din s Tran) is work-conserving
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and feasible for (Pp), implies that this solution is optimal for (Pp). We therefore have identified an optimal solution to

(Pp) with W5, < W, (Au(a)), as desired.

ran —

Combining Cases 1-5 and recalling that these cases are collectively exhaustive by Proposition 5, we conclude that the

decentralized problem admits an optimal solution (a*, W, , Wr. ) with

ir’

Wian < W, (2 (@)).

Tran =

]

Proof of Theorem 2. We have W, < W,y as shown in Appendix G. The remainder of the proof is devoted to
establishing the reverse inequality.

By Lemma 4, take an optimal solution (a*, Wy, , W7, ) to (Pp) such that Wy = < W, (14 (a")). We now construct a

ir’ ran —

PTDD mechanism that achieves the same average sojourn time, proceeding by cases.

Case 1: a* = (0,0). In this case, Ay, (@*) =0, so the transfer waiting time is off path, but it still affects whether

customers would deviate to the Al-first route. By optimality, (a*, Wy, W}

bound (1), implying Wi (a*) < Wi,

Tran

) must satisfy the transfer-class lower

. Moreover, using (15) and (16) (these are written with @5 as the argument, but

the functions remain valid for arbitrary @ € [0, 1]?) and the definitions of W, and WPT in (11) and (17), respectively,

Tran

we get

WhE (e, 1) = Wi (@', 1) = Wi, (@) < Wi, < Wo (A (@) = Wip (e, 0) = W (", 0).

Tran Tran

Thus, the continuity in 6 of WET (which follows from the continuity in 6 of Wq(;} and W{ﬁ}) and the intermediate value

theorem together imply that there exists 6* € [0, 1] such that
W‘E’Z;’l(a*7 9*) = W’;ran'

Since A, (@) =0, we have Ap; (@) = Ay (@*). The direct-class lower bound (2) in O A(a*) therefore implies
. Au(@)E[S}]
P72 (1= A (@) /un)
where the last equality follows from (16) because Ar,(a*) = 0. If we let K* = Wi, — W,(1x(a*)) = 0, then
Wi = WET (@*,0%) and W}, = WST (a*,6%) + K. As shown in Appendix G, the feasibility of (", WS (a*,6") +

Tran Tran ir Dir

=W, (Au (@) = Wi (@, 67),

K,WET (a*,6%)) for (Pp) implies that @* is implementable by the PTDD mechanism (6*, K*), and it achieves the same

Tran

average sojourn time. Thus, we have Wy, < Wi.

Case 2: @* = (1, 1). In this case, Ap;(@*) =0 and A, (@*) = Ay (a*). The transfer-class lower bound (1) in OA(a*)
then gives Wy, > W,(1y(a*)). We used Lemma 4 to choose an optimal solution with W < W, (1g(a*)), so we

ran — Tran —
therefore have Wy =W, (1g(a")).

Tran

Now, consider a PTDD mechanism with 6 = 0. Under this mechanism, regardless of K, transfer customers face

Wi (@*,0) = W, (Au(a*)) = W

Tran ran

b *
Since (W, ,

WET((1,1),0) = W, (14(1,1)). Set

Wi.) € DE(1,1) by optimality for (Pp), Proposition 5 gives W, > M. (W7, ). Moreover, under 6 = 0,

ir

K* =max {0, Wy, - W, (1u(1,1))} .
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Then
WET((1,1),0) + K* = max {W, (1x(1,1)), Wy, }
2 Wl;ir 2 Mc(W"Fran)'
Together with WT ((1,1),0) = W;._ , again using Proposition 5, we get

Tran

(Wl ((1,1),0) + K*, WL ((1,1),0)) e DE(1,1).

Tran

The waiting pair is also operationally achievable because the PT waiting pair belongs to OA(1, 1), and K* > 0 only
increases the left-hand sides of the operational achievability constraints (1), (2), and (3), thus continuing to satisfy

them. Hence, ((1,1), WST((1,1),0) + K*,WET ((1,1),0) is feasible for (Pp), and also optimal, since it achieves the

Tran

same average sojourn time as ((1,1), Wj. , Wz, ) because Wp;; is multiplied by zero in the objective. As shown in

Appendix G, this implies that the routing (1, 1) is implementable under the PTDD mechanism (0, K*), and it achieves
the decentralized-optimal average sojourn time. Thus, we have Wy, < W}.

Case 3: a* ¢ {(0,0), (1, 1)}. By Proposition 5, the remaining possible forms of a* are (a,,0) with 0 <a, <1 or
(1, a.) with 0 < @, < 1. In either case, Ap;(@*) > 0 and A, (@) > 0. For the fixed routing a*, WXT is continuous in

Tran
6 by (15), (16), and (17). Because (W} (") < W

Tan’

Ws..) € OA(a"), the transfer-class lower bound (1) gives Wi,

ir’ Tran

Together with Lemma 4 and

Wi (@', 1) =W, (@), Wi (a',0) = W,(1u(a")),

Tran Tran

we have

WEL (@, 1) = Wi, (@) < Wi, < W, (g (@) = WEL (e,0).

Tran Tran — Tran

Therefore, the intermediate value theorem implies that there exists 6* € [0, 1] such that W[ (a*,6%) = W5, . Under

the PT mechanism (6", 0), direct-to-human customers face Wr! (a*,6*) = Wﬁ; (a*,0"). The PT mechanism (6*,0) is

work-conserving, so by (3),

Apir (@YW (@,67) + Agan (@) Wy,

ran

=Au(a@)Wy (A (a?)).
Since the decentralized waiting pair is in OA(a*),

Apir (@) Wpe + Atran (@) Wiy 2 A (@)W (g (@7)).

ran —

The direct flow Api (a*) > 0, so the above two relations imply Wy, > WET (@, 6%). Then, set K* = W;;, —W/[T (a*,6%) > 0.
Under the PTDD mechanism (6", K*), transfer customers face W,

K* =W, . Therefore, (WS (a*,0%) + K*, WET (a*,6%)) = (W}, Wi.) € OA(a*) N DE ("), where the membership

W) is feasible for (Pp). Hence, (a*, W (a*,0%) + K*, Wi (a*,6")) is feasible for (Pp)

Tran

and direct-to-human customers face W/ (e, %) +

i
follows because (a*, W, ,
and has objective value W. As shown in Appendix G, this implies that a” is implementable under the PTDD mechanism
(6", K*), which therefore attains the decentralized-optimal average sojourn time. Thus, Wi,y < Wi. As shown in
Appendix G, we also have W < Wi, so we conclude W = W, (Although the last paragraph of Appendix G
appeals to this result to establish existence of an optimal solution for (Pprpp), that argument is independent of the
reasoning leading to W < Wi, so no circular reasoning is implied.)

Lastly, we note that the above argument did not use Assumption 1, and thus the result remains valid even when the

assumption does not hold (Remark 3). m]
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Proof of Proposition 7. Every decentralized-feasible solution is feasible for the second-best problem (see the proof
of Lemma F.3), so W5, < Wj.
Suppose first that Assumption 4 holds, i.e., that the unique second-best routing is interior pooling, (@, a),0 <a < 1. If

this were also a decentralized equilibrium, both signal types would have to be indifferent (see (10)), which would require
Tar (55 Wrwan) = T (Woir) = Tar(¢; Wrean)- (E.6)

But

1 1
TAI(C; WTran) - TAI(S; WTran) = (CIS|s - CIS\C) Tfail + WTran +t— > 0»
MH  HAr

so (E.6) cannot hold, meaning that the unique second-best optimum is not feasible for (Pp). By uniqueness, any other
feasible solution to the second-best problem has an objective value strictly worse than W¢;. Then, since all feasible
solutions for (Pp) are feasible for (Psg) and the objective functions are the same, we conclude that every feasible solution
to (Pp) has an objective value strictly worse than W, implying that W > Wg,.

Conversely, suppose Assumption 3 holds (recall from Remark 2 that Assumptions 3 and 4 are mutually exclusive and
collectively exhaustive). Choose a second-best optimal routing that is not interior pooling. If it is pooling, it must be
either (0,0) or (1, 1). If it is separating, the reduction in the proof of Proposition 4 shows that it can be replaced, without
increasing the objective value, by a second-best optimal routing on the edge («;,0), 0 < @, <1, or at the endpoint (1, 1).
Thus it suffices to consider the pooling endpoints (0,0) and (1, 1) and the separating edge (a,,0), 0 < @, < 1. First
consider the pooling endpoints. At (0,0), the transfer flow is zero. Starting from a second-best optimal waiting profile,

increase the off-path Wry,,, if necessary, until
Ty (Woir) < Tar (83 Wrgan).-

Increasing Wry,, preserves operational achievability and does not change the objective value because A1, (0,0) = 0.
Moreover, Ta;(s; Wrn) < Tar(c; Wrn), so both signal types weakly prefer the human channel. Hence (0,0) is a
decentralized equilibrium under this waiting profile by (10).
At (1, 1), the direct-to-human flow is zero. Starting from a second-best optimal waiting profile, increase the off-path
Whoir, if necessary, until
Tar(c; Wrean) < Ty (Wpir).

This again preserves operational achievability and does not change the objective value because Ap; (1, 1) = 0. Since
Ta7 (55 Wrpan) < Taz(¢; Wran), both signal types weakly prefer Al. Hence (1, 1) is also a decentralized equilibrium under
a waiting profile that attains the same second-best optimal value.

Next consider the separating edge. If the selected second-best optimal routing is (1,0), its second-best optimal waiting
profile satisfies

Tar(5; Wrran) < Tt (Wpip) < Taz(c; Wrvan)

by (9). These are also exactly the decentralized equilibrium conditions for (1,0) in (10): simple-signal customers weakly
prefer Al, while complex-signal customers weakly prefer the human channel. Hence the same second-best optimal
outcome is feasible for the decentralized problem. The separating-edge analysis in the proof of Lemma A.1 further shows

that a second-best optimal edge routing can be chosen either as (1, 0) or, for some stable 0 < a; < 1, at the boundary

—SB
T =T (a,,0).
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In the latter case, consider the transfer-priority waiting profile (W[, (@, 0), W{_ (., 0)). By the definition of 7° (a4, 0),

the boundary equality implies

1 1
WE (a,0) = gs|s (— - —) +qcis (Tait + Wi (@5, 0))
MHar  HH

or equivalently,

Ty (ngr(afs, 0)) =Tus(s; WTTran(afs, 0)).
Thus simple-signal customers are indifferent and can mix. Because
Tar (¢ Wi (@05, 0)) > Ty (s Wi, (a5, 0)),

complex-signal customers strictly prefer the human channel. Hence this waiting profile supports (a;, 0) as a decentralized
equilibrium. Thus, under Assumption 3, there exists a decentralized-feasible outcome whose objective value is Wg.
Therefore, Wi < W¢;. Together with W < WY, we obtain W = Wg,. |
F. Auxiliary Lemmas and Proofs

F.1. Auxiliary Lemmas

LEMMA F.1. The second-best problem (Psg) and the decentralized problem (Pp) admit optimal solutions.

LemmA F.2. Regarding optimal solutions to the decentralized problem (Pp), the following statements hold:
(i) No optimal solution to the decentralized problem both has a routing a = (ay,0) with 0 < @y < 1 and satisfies

D (a,,0;0) <0;

(ii) No optimal solution to the decentralized problem both has a routing @ = (1, a,.) with 0 < a. < 1 and satisfies
D.(1,a.;0) <0.

(iii) No optimal solution to the decentralized problem both has routing @ = (1,0) and satisfies D.(1,0;0) < 0.

(iv) No optimal solution to the decentralized problem both has routing @ = (0,0) and satisfies D(0,0;0) < 0.

LEMMA F.3. We have Wi, < Wg, < W,

LEmMMA F.4. Let (@, Wpir, Wrran) be an optimal solution to the first-best problem (Pgg). Then

/lTran(a') W + /lDir(a) o AH(Q)E[S%I]
(@) T Agl@) T 2(1=ag(a)/un)

LEMMA F.5. Define the relaxed first-best problem (@FB), obtained from the first-best problem (Pgg) by relaxing (1) and

(2), while keeping the aggregate work-conserving lower bound (3). Specifically, the relaxed first-best problem (@FB) is
W;B = min WTotal (Ct’, WDir, WTran)

@, Wpir, Wran
s.t. 0<a,a.<1,
An(a@) <1, (Prs)
HH
Atran (@) Apir(@) An(@) E[S%I]

(@) T (@) T 21— A () )

The problems (Pgg) and (@FB) have the same optimal objective value; that is, Wiy = WF"B.

LEMMA F.6. Over the stable region with Ag(@)/uy < 1, the reduced first-best objective Wgg (@) is convex in a.



e-companion to Zhu, Frazelle, Janakiraman: Queue Design to Influence Customer Channel Choice ec27

LemmA F.7. Define

—SD 1 1
T (0) = ((‘Isn + 01020 (@) ) Wi (@, 0) +qsis(— - —)) , (ED)
Cls HH  Har
1 1
T°2(0) := ((qS|C + CIC|c9/1H(aSD)/HH)W,;2((YSD, o) + 6]S|c(— - —)) - (F2)
Cle HH  Har

For a fixed 6 € [0, 1], the routing &SP is implementable by the PT mechanism (6, 0) if and only if
T5P(0) < T < e (6).
Moreover, the functions 6 — T°"(0) and 6 — TSD(G) are continuous and increasing on [0, 1], and
TSP(O)<T " (6)  forall0€]0,1].

LEMMA F.8. Under Assumption 1, the second-best problem admits an optimal solution (5%, WSEB W38 ) such that

Wiean (@) < Wri < Wy (A (7).

Tran

F.2. Proofs of Auxiliary Lemmas

Proof of Lemma F.1. We first verify that the second-best problem (Psg) admits an optimal solution. Let
A= {a' = (as,(xc) € [0, 1]2 o Zac} .
The set A is compact. As shown in Appendix A, to solve the second-best problem, it suffices to solve

min {WFB (@) + RSB(a')} ,
@el0,1]?

Ap(@)/pa <1
aszac

and thus existence of an optimal solution to the above problem implies the same for the second-best problem. For stable
routings @ € A, define

F3%(a) := W (@) + R°" (a),
and for unstable routings @ € A, set F58(a) = +o0. We find it useful to work with the equivalent problem

min_ {FS%()}, (F.3)
@e[0,1]?

A (@) /pH <1
s> Qe

which has the technical convenience of including the stability boundary in the feasible region — which makes it compact
— and uses the extended-real-valued version of the objective function FS2(a). Since the objective is equal to +oco on the
newly included portion of the feasible region, the change does not affect properties or existence of an optimal solution.
We will apply the extended-real-valued version of the Weierstrass extreme value theorem to establish the existence of
a minimizer.
On the set of stable separating routings, the flow rates and the four priority-endpoint waiting times are continuous
functions of @. Hence, T5% (@) and TSB(Q/) are continuous. The three expressions defining RS2 in (18) are continuous

and agree at the two threshold boundaries. Thus, F52 is continuous at every stable separating routing.
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Consider a stable pooling routing @* = («, @). For any sequence a" € A converging to a*, all sufficiently large n are
stable because a* is stable. For those n, RS8(a") > 0, while RSZ(a*) = 0. Since Wgg is continuous, we have
]i,rlllio?f FS8(a") > JT; Wes (@™)
= Wes(a@")
=FSB(a").

Therefore, F55 is lower semicontinuous at every stable pooling routing. Recall that
/lH(a) =A- /LVSa's - /lcSac-

Hence, the stability boundary is the line A sa; + Ad.s@. =4 — uy.
Suppose first that A < ug; then Ay (@) < A5 (0,0) = A < uy for every @ € A. Thus, every routing in A is stable, and

the preceding arguments show that F5% is lower semicontinuous on A. Moreover, (1, 1) € A and
FSB(I, 1) = WFB(L l) < 400,

so FSB is proper on A. Since F52 is lower semicontinuous and proper on the compact set A, it attains its minimum
(see, e.g., Rockafellar and Wets 1998, Corollary 1.10), which implies that (F.3) admits an optimal solution.
Next, suppose instead that A > pg. Since A5 (0,0) =A > uy and A5 (1, 1) = A4F < g, the stability boundary intersects

A. Then, because A is compact and Ay (-) is continuous, the set
{aeA: Ay(a@) < uy}

is a nonempty compact subset of (A; in particular, it contains the stable routing (1, 1). The preceding arguments establish
that FS8 is lower semicontinuous at every stable routing in this set. It remains to verify lower semicontinuity on the
stability boundary.

Fix & € A such that Ay (&) = ugy, and consider any sequence @" — & with Ay (@") < uy for every n. Whenever a”

is stable, the nonnegativity of RS2 gives
F58(a") = Weg(@") + R°? (@) 2 Wi (").

Because Ay (a") — ugy, (13) and (11) imply that Wgg(@™) — +oo along the stable terms of the sequence. If @” lies on

the stability boundary instead, then F58(a") = +oo by definition. Therefore,
liminf F$8(a") = +c0 = F58(&).

Thus, FS58 is lower semicontinuous at every point on the stability boundary. Together with the preceding arguments
for stable routings, this shows that 52 is lower semicontinuous on {@ € A : 1y (@) < py } . Moreover, since (1,1) is a
stable pooling routing,

FSB(1,1) = Weg(1,1) < +00.

Hence, F58 is also proper on this compact set and therefore attains its minimum, again by Rockafellar and Wets (1998,
Corollary 1.10). Finally, because F58 equals +oo on the stability boundary, this minimum is attained at a stable routing.

Thus, in this case also, (F.3) admits an optimal solution.
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We now have that (F.3) — and hence also the second-best problem—admits an optimal solution whether A < ug or
A > ug; this proves the first part of the result.
Next, we prove the second part of the result, namely that the decentralized problem (Pp) admits an optimal solution.

By Proposition 5, every routing that can arise in a decentralized equilibrium belongs to the compact set
E={(a;,0):0<a,<1}U{(l,a.):0<a.<1}.

We first consider the waiting-time problem for a fixed stable routing @ € &, i.e., minimizing Wry (@, Wpir, W) in
Whir and Wry,, over OA(a) N DE (). We will show that this problem attains a minimum for every stable a € &, and we
denote this minimum by F? ().

Consider a fixed routing @ € &, and suppose the routing is stable, i.e., that g (@) < pug. If  falls on either mixed
edge, Proposition 5 expresses Wp;; as an affine increasing function of Wry,,. Substituting this equality into (1)—(3) yields
three lower bounds on Wry,,. Their maximum satisfies all three constraints. Moreover, fixing @ and substituting the
corresponding equilibrium equality into the objective (4) yields an affine function of Wr,, with strictly positive slope.
Therefore, the maximum of the three lower bounds attains the fixed-routing minimum. If @ = (1,0), the fixed-routing
problem is a feasible linear program: feasibility follows by choosing Wr,, sufficiently large and setting Wy, = M. (Wryan)-
Since the objective (4) is bounded below when @ = (1, 0) is fixed, the minimum is attained. If @ = (0, 0), the transfer

flow is zero, so only Wp;, enters the objective. Then, set
Wpir = Wy (1(0,0)).

Since Wiy, is multiplied by zero in the objective Wr,, (+), the objective will take the same value (fixing @ and Wp;,)
regardless of Wr,,. So, we choose any off-path Wr,,, sufficiently large to satisfy (1) and the equilibrium condition;

The waiting profile (W, (14(0,0)), Wy,

ran

denote such a value by W, ) achieves the same average sojourn time as the

ran®

work-conserving FCFS profile (W, (14(0,0)), W, (14(0,0))) since Wy, is multiplied by zero, and for a fixed routing @,

any work-conserving waiting profile achieves the same average sojourn time. Hence, (W, (14(0,0)), Wy,,) is optimal
for the fixed-routing problem at @ = (0,0), and the minimum is attained. Similarly, if @ = (1, 1), the direct flow is zero,
so only Wry,, enters the objective, and an analogous argument implies that the minimum is attained for the fixed-routing
problem at @ = (1, 1). Thus, for every stable routing & € &, FP (@) is well defined (and finite by the definition of Wryy
since the associated waiting profiles (Wp;;, Wrya,) are finite).

Setting FP (@) = +oo for @ € & such that Ay (@) = g, and similar to the above argument for the second-best problem,
we then have that for existence of an optimal solution to the decentralized problem, it suffices to show existence of an
optimal solution to

. D
min {F (01)} . (F4)
Ag (@) /pa <1

On the stable interior of either mixed edge, the three lower bounds on Wr,, are continuous functions of @. Their
maximum is therefore continuous, and the equilibrium indifference condition implies that the corresponding optimal
Wh, is also continuous. Hence, F? is continuous on the stable interior of each mixed edge.

It remains to consider the stable corners. Fix a stable corner @ € &, and consider a sequence of stable routings a” on
one adjacent mixed edge such that @” — @. Because the optimal waiting pair on the mixed edge is determined by the

continuous lower bounds and the equilibrium indifference condition, the optimal waiting pairs converge to a limiting
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waiting pair. The operational-achievability constraints remain satisfied in the limit because they are continuous weak
inequalities.

The limiting waiting pair also satisfies the decentralized equilibrium condition at the corner. At (0,0), the adjacent
mixed edge imposes Wp;, = M (Wry.,), Which satisfies the corner condition Wpy, < My (Wry,,). At (1, 1), the adjacent
mixed edge imposes Wy, = M. (Wt ), Which satisfies the corner condition Wp; > M. (Wryay). At (1,0), either adjacent-
edge equality satisfies

M;(Wrian) < Wpir < Mo (Wrpan)-

Thus, the limiting waiting pair is feasible at the corner. Since F? (@) is the minimum fixed-routing objective value at the
corner and Wr,, is continuous, we have
FP(a@) < lim FP (a").
n—oo
The same argument applies to each mixed edge adjacent to the corner. Therefore,
FP (@) <liminf F? (a")
n—oo

for any sequence in & converging to a stable corner, and hence, F is lower semicontinuous at every stable corner and
therefore on the stable part of &.

Finally, we consider the stability boundary. Consider the compact set
{ee&: (@) <ug}.

For a routing @ € & on the stability boundary, recall that F? (@) = +co. For every stable routing a € &, we have
FP (@) > Wrg (@) because every waiting profile in OA(a) N DE(a) is also feasible for the fixed-routing first-best
problem. Also, by (13) and the definitions of Ly and W, in (11), Wgg(@) — +c0 as Ay (@) T un.

Now fix a routing & € & on the stability boundary and consider any sequence @" — & in the compact set above.
Along every stable term of the sequence, F” (@) > Wgz(a@™) — +oo, while at every term on the stability boundary,
FP(a") = +o0. Therefore,

h,r,llingD(an) =400 =FP(&).
Thus, FP is lower semicontinuous on the stability boundary. Together with the preceding argument for stable routings,
this shows that F? is lower semicontinuous on {@ € & : 1y (@) < uy}, i.e., the feasible region for (F.4).

The routing (1, 1) belongs to this set and is stable because Ay (1,1) = Axr < uy. The fixed-routing construction
above also shows that FP(1,1) < +oc0. Hence, FP is proper on this compact set. By Rockafellar and Wets (1998,
Corollary 1.10), FP attains its minimum on the feasible region for (F.4). Moreover, because F” equals +co on the
stability boundary, the minimizing routing is stable. Thus, (F.4) — and hence also the decentralized problem — admits an

optimal solution, as desired. m}

Proof of LemmaF.2. We first prove part (i). Suppose, toward a contradiction, that an optimal solution (a*, Wj. , W1 )
to (Pp) both has routing a* = (a;,0) for some 0 < @, < 1 and satisfies D (a;,,0;0) < 0. Because 0 < a, < 1, by
Proposition 5, every waiting pair supporting the routing (a,,0) must satisfy Wp;, = M, (Wry,,). Substituting this
indifference condition into (4) gives

1
Wi (s, 0), Woir, Wrran) = Wpir + —.
HH
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At 6 =0, the PT mechanism reduces to FCFS, so transfer and direct-to-human customers both face the human-queue
waiting time W, (1 (a,,0)). Therefore, using the definition of D, in Section 6.2 and the definition of W, in (12), we

obtain | |
Ds(ass 090) = qu + qc|s (Wq(/lH(as,O)) + _) - (Wq(ﬂH(as»O)) +—
HH HH

1
=War = 4sis (Wq(/lH(as: 0)) + —) ;

HH

where the last equality uses gg|s + ¢¢|s = 1. Therefore, D, (a,,0;0) <0 implies
1
WZI < qs|s (Wq(AH(as»O)) + _) .
MH

Also, recalling L (-) from Section 4, we have

Ly () = W, (x) (M)

1 —x/pu

for every positive stable human load x, and hence W3, < gs|,L}; (An (@5, 0)).

1 1
+—>W,(x)+—
HH HH

For the fixed routing a*, the conservation-law lower bound (3) can be shown to be equivalent to
WTotal(a'*’ WDir’ WTran) 2 WFB ((IS, O) .

The direct-priority lower bound (2) similarly gives Wp;, > ngr(as, 0), and therefore

1 1
Wrota (@, Woie, Wrran) = Wpie + — 2 Wll))ir(as,O) +—.
HH Hu

The maximum of these two lower bounds is attainable. To see this, choose W, so that

1 1
Why;, + — = max {WFB(CVS,O),WQ,(QS,O) + —}
Hu M

To see that the corresponding transfer waiting time is positive, consider the FCFS waiting profile for the routing

(ay,0). The hypothesis D (ay, 0;0) <0 implies
TAI (S, Wq (/]-H ((Ys, 0))) < TH (Wq (/1H (asa 0))) .

Hence, because 1 — P;a, > 0,
WFB(G"S’ 0) = PsasTAI (S; Wq (/lH(ass 0)))

+ (1 - Psa's)TH(Wq(/lH(a's’O)))
> Ta; (S;Wq(/lH(as’O)))
>Tar(s;0) = M, (0) + L

HH

By the definition of W[, it follows that W. > M(0). Since M;(Wrn) = M(0) + gc|sWran, the equality W, =
M (W

wan) ZIVES

Wi, — M0
W"I"ran = Dlr ( )'
qcis

Because W[, > M (0) and gc¢|, > 0, we have Wy, > 0. Moreover, M, s(+) is strictly increasing, so this solution is unique.

Specifically,
Whir = dsis (L - L)
, ir u HH
WTran = qc| 2 - Tfail-
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Thus, at the solution (a*, Wy, , Wy, ), simple-signal customers are indifferent between the two channels, so the mixing

probability @, € (0, 1) is consistent with equilibrium, while complex-signal customers strictly prefer the human channel
since Wi, = M, (W5,.) <M (Wy, Wi..) € DE(ay,0).

ran ran

Wi € OA(ay,0). To that end, (E.4) and the definition of W], give

), consistent with o, = 0. Therefore, (W],

ir?

It remains to verify that (W)

1 1
W (@, W, Wi = W + — = max {WFB(aS, 0), W5 (ay,0) + —} )
MH MH

The direct-priority bound and the conservation-law bound hold by construction. We now show that the transfer-priority

bound (1) also holds. If not, then we would have Wy, < W («;,0). That D(ay,0;0) < 0implies M, (W, (1 (a,,0))) <

ran Tran
W, (An(,0)). Since Wi, (@, 0) < W, (15 (ay,0)), and M is increasing, we get M (WL (ay,0)) < WL (a;,0).
Thus, W. < WZI

Tran Tran

(ay,0) would imply

Whi = M (W

ran

)<ngr(afs,0).

But the definitions of W (-) and W[, (-) imply
/lTran(a's, 0) /lDir(ass O) /]-H (a) E[S%]]
/lH(a,S,O) AH(aS’O) 2(1—/11.1((1')//,1].1),

where the RHS matches the RHS of the conservation-law bound. Thus, if W/, < W[, («,,0) and Wy < W] («;,0),

W’Il‘;an(as’ O) + ngr(as9 O) =

then the conservation-law bound would be violated, a contradiction. We conclude that (a*, W[, , W1, ) satisfies the

transfer-priority bound; it thus satisfies (1)-(3), i.e., we have (a*, W}
(a*, W}

thus satisfies all constraints of (Pp).

Wi...) € OA(a”). Finally, since by assumption

ir?

Wi...) is optimal (hence also feasible) for (Pp), we must have Ay (") /g < 1. The solution (e*, Wy, , Wy )

Thus, for any stable routing (a,,0) with 0 < @y < 1 and D;(ay, 0;0) <0, the construction above yields a waiting
pair that is both operationally achievable and consistent with decentralized equilibrium, and its objective value is the
maximum of the two lower bounds displayed above.

Along o, =0,

0
90 /lWFB((XS,O) =/1P5 (lel — qS‘SL/H(/lH((ZS,O))) < 0,

where the inequality follows from D (ay,0;0) < 0. Hence Wgg (@, 0) strictly decreases when «; is increased slightly.

Also,
A (a5, 0)E[S3]

2 (1 - /lDir(asvo)//JH)
strictly decreases when « is increased, because both Ay (ay, 0) and Ap; (@, 0) decrease. For a sufficiently small increase

Wi (a,,0) =

in a;, the routing remains stable and interior, and the strict inequality D, (a,,0;0) <0 is preserved by continuity.
Applying the construction above at the perturbed routing therefore yields a new waiting pair that is operationally
achievable and supports the perturbed routing as a decentralized equilibrium. Since both terms in the maximum displayed
above strictly decrease, this new feasible solution has a strictly lower objective value than the supposed optimum, a
contradiction. This proves part (i).

We next prove part (ii). Fix @, € (0, 1) such that D.(1, a.;0) <0, and suppose that an optimal solution has routing
a* = (1,a.). At 8 =0, the PT mechanism reduces to FCFS, so transfer and direct-to-human customers both face

W, (A (1, a.)). Therefore, using the definitions of D. and W¢,, we have

X 1
D (1,a:50)=W5, —gsic (W (Aua(1, @) + ,U_ .
H
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Thus, D (1, a.;0) <0 implies

‘ 1 ,
qu < gsic (Wq(/lH(l’ ac)) + /T) < qS\cLH(/lH(ls ac))'
H
Because 0 < @, < 1, every waiting pair supporting the routing (1, @) must satisfy Wp;, = M. (Wr,,). Substituting this
indifference condition into (4) and rearranging gives

1{ A Atran (1, @ 1 1
WTotal((l’ac)a WDir’ WTran) = z (_ + (/lDir(l’ac) + &) (WDir +— - _)) .
MAI qcic Hu  Mar

For the fixed routing @* = (1, @..), the conservation-law lower bound (3) gives Wy (@*, Wpir, Wrpan) = Wes (1, @.). The
direct-priority lower bound (2) gives Wp;, > ngr(l, a.), and therefore

14 Atan (1, @ 1 1
WTolal(a’*’ WDirs WTran) == (_ + (/lDir(Lac) + &) (W]é)ir(hac) +— - _)) .
A\ par qc|c MH  Har

The maximum of these two lower bounds is attainable. To see this, choose Wy, so that

1 (i + (/lDir(l,a'c) + A—Tran(l’aC)) (Wl,)ir+ L - L))

A\ par qc|ec HH  HAI
1 A A ran 1’ c 1 1
W1, [+ (A1) + 22020 (12 1,04 L)
A \Har qcic M Har

Since the coefficient on W], on the left-hand side is strictly positive and the maximum on the right-hand side is at

least its second argument, the definition of Wy, implies
U D
Wi 2 Wi (1, ) > 0,

where the strict inequality follows from Az (1, @.) > 0 and stability. To see that the corresponding transfer waiting time

is positive, note that D.(1, a.;0) <0 implies
Mc (Wq (/IH(la ac))) < Wq(/lH(Lac))'
Because Ap; (1, a.) > 0, the waiting pair

(M. (W, (An(1,20))) . W, (s (1, .)))

has a weighted average waiting time strictly below the work-conserving lower bound, and hence an objective value

strictly below Wgp (1, @, ). Since the objective above is strictly increasing in Wpy,, the definition of W/,

i implies

Wi > Mc(Wy (A (1, .))) > Mc(0).

Since M. (Wran) = M (0) + gcjc Wrran, the equality W], = M. (Wy, ) gives
’ W’ ir MU (0)
WTran = D—
qc|c

Because W[, > M. (0) and g¢|. >0, we have Wy > 0. Moreover, M. (-) is strictly increasing, so this solution is unique.
Equivalently,

W]/)'r UNE (; - L)

, i H M
WTran = = kA Tfail'
qcic

At the waiting pair (W], , Wy ), complex-signal customers are indifferent between the two channels. Moreover,
M(Wi..) <M.(Wi..) = WL, , so simple-signal customers strictly prefer the Al channel. Therefore, (W[, , W1 ) €

DE(a*).



ec34 e-companion to Zhu, Frazelle, Janakiraman: Queue Design to Influence Customer Channel Choice

It remains to verify that (W[, , W7 ) € OA(a"). The direct-priority bound and the conservation-law lower bound
hold by the definition of W] < Wi (1 a.).
The condition D (1, @.;0) <0 implies M. (W, (Ax(1,a.))) < W,(Au(1,.)). Since W (1,e.) <W,(Au(1,a.)) and

ir?

. Suppose that the transfer-priority bound does not hold, so that W

Tran

M. (-) is increasing, we have

MW (1,a.) <WE (1,a,).

Consequently, W

Tran

<Wk..(1,a.) would imply

WI/)ir = MC (W{"ran

) < ngr(l’ac)'

However, the transfer-priority endpoint satisfies
/lTran( l, a c)

/lH ( 1 s ac)
Thus, if both W< WL

ran Tran

Apir (1, @) /lH(La'c)E[S%—]]
/lH(laa'(:) 2(1_/1H(1’a/c)/ﬂH).
(1,a.) and W), < WL (1,a.), the conservation-law lower bound would be violated, a

Wi..) € OA(a”). Because the

W'lj';an(l’alc‘)"'- ngr(LCVc) =

contradiction. We conclude that the transfer-priority bound also holds, and hence (W}

ir?
original optimal solution with routing @ is feasible, the stability constraint is also satisfied. Therefore, (a*, Wi Win)

is feasible for (Pp), and its objective value equals the maximum of the two lower bounds above.

Along a; =1,

0 . ,
0 AWpp(1, @) = AP (WS, — gsc Ly (Au(1,a.))) <O.

Also, Apir(1, @) + Atan (1, @c) /qcic = AP: + APsqcys/qc)c» Which does not depend on a., while

., _ Au(1,a)E[S4]
Wi (1, ac) = 2(1 = Apie(1, @) /i)

strictly decreases when . is increased. Therefore, both terms inside the maximum strictly decrease after a sufficiently

small increase in «.. Stability and the strict inequality D (1, a.;0) <0 are preserved for a sufficiently small increase.
Applying the construction above at the perturbed routing yields a new waiting pair that belongs to the corresponding
OA and DE sets and whose objective value is the maximum of the two lower bounds above. This objective value is
strictly lower than that at the original routing, contradicting optimality. This proves part (ii).

We next prove part (iii). Suppose that D.(1,0;0) < 0 and that an optimal solution has routing (1,0). At the FCFS
waiting pair, complex-signal customers strictly prefer the Al channel. To support (1,0), any feasible waiting pair must
satisfy Wp;, < M. (Wry,). For a fixed Wpy,, the objective is increasing in Wry,,. Therefore, replacing this inequality by
the binding relation Wp;, = M. (Wr,,) gives a lower bound on the objective value of every feasible implementation of
(1,0). Combining this binding relation with the conservation-law and direct-priority lower bounds gives

max {WFB(I,O), 1 (i + (ﬂDir(l,O) + M) (ngr(l,O) + L L))}
A\ par qcie HH  HAI
as a lower bound on the value at (1, 0).
Now take @, > 0 sufficiently small. Since D.(1,0;0) <0 and D.(1, a.;0) is continuous in a., we continue to have

D.(1,a.;0) <0. By the construction in the proof of part (ii), there exists a feasible waiting pair (W}, , Wy, ) for the

ir?

routing (1, @.) whose objective value is

! (L ¥ (AD“(LQC) ¥ —A“a"(l’“")) (W]l))ir(l,a(,) LI L))} .
Har

max {WFB (1, ),
A qcic HH  Mar
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As a, is increased slightly from zero, both terms inside this maximum strictly decrease. Thus, for a sufficiently small

positive a,, the feasible solution ((1,a.), W], , W1, ) has an objective value strictly below the lower bound for every

feasible implementation of (1,0). Therefore, (1,0) cannot be the routing of an optimal solution when D.(1,0;0) <O.
Thus, this sub-case is vacuous. This proves part (iii).
Finally, we prove part (iv). Suppose D (0,0;0) <0 and, toward a contradiction, that an optimal solution has routing

(0,0). Under this routing, the minimum objective value is
1
W,(11(0,0)) + —.
HH

By continuity, Dy (ay, 0;0) < 0 for all sufficiently small @, > 0. For every sufficiently small a, > 0, the routing remains
stable and D (ay, 0;0) < 0. Applying the construction from part (i) at this routing gives a newly chosen waiting pair in

OA(ay,0) N DE(ay,0) whose objective value is
b 1
max { Weg (@, 0), Wy, (s, 0) + — ¢ .
HH

At a, =0, both terms equal W, (14(0,0)) + 1/uy, and, by the derivative arguments in part (i), both terms strictly
decrease after a sufficiently small increase in a,. Hence, for sufficiently small a, > 0, there exists a feasible solution with
routing (a,,0) whose objective value is strictly smaller than that under (0, 0), contradicting optimality. This proves

part (iv). ]

Proof of Lemma F.3. The first inequality follows because the second-best problem imposes the first-best constraints
together with the IC constraints, and the objective functions are the same. Hence Wy, < W,.
For the second inequality, take any decentralized equilibrium outcome (@, Wp;;, Wr,,). This outcome is stable and

satisfies

(WDir: WTran) € OA(G’)

We first show that such an equilibrium cannot have @, < a.. Suppose, to the contrary, that o, < .. If @, > 0, we have

complex-signal customers weakly prefer Al first:
Tar(¢; Wran) < T (W)

Moreover,

1 1
TAI(C; WTran) - TAI(S; WTran) = (qSIS - qSlc) Tfail + WTran +— > O
Hu  Har

Thus simple-signal customers strictly prefer Al first. In a decentralized equilibrium, this implies a; = 1, which contradicts
a, < a. < 1. Hence every decentralized equilibrium satisfies a; > a..
If a; = ., reports do not affect routing in the second-best problem, so the IC constraints are satisfied. If a; > ., then

a, >0 and a. < 1. The decentralized equilibrium conditions imply
Tar (55 Wrran) < T (Woir) < Tar(¢; Wrran)s

which are exactly the IC constraints for @ > @.. Thus any decentralized equilibrium outcome is feasible for the

second-best problem with the same routing and waiting profile. Since the objective function is the same, W, < W[, O
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Proof of Lemma F.4. First, for a fixed stable routing a, define

(@) = A (@) E[S3] and W (@) = Au(a)E[S3]
Wi 2(1 = Aun (@) /i) P2 (1= A (@) ) (1= Ap (@) um)

which are the human-queue waiting times for transfer and direct-to-human customers under full transfer-prioritize. Since

(E5)

the work-conserving rule that gives absolute non-preemptive priority to transfer customers (see, e.g., Ross 2023, section
8.6.2).

Now, consider an optimal solution (@, Wp;;, Wi, ) for (Prg). Given «, (@) is defined as the value that makes (1)

Tran

bind. Also, we have

, A(@E[Sy]  Au(@)E[SY] Atvan (@) /1ty (2 = Ay (@) [ )
WDir(a) - - : =Y
2(1 - Apie(@) /pn) 2 (1= Aran(@) /) (1 = A (@) /1) (1 = Apic (@) /i1
so (2) holds as well. Finally, observe that
/lTran(a') /lDlr(a') /lH (a) E[S%J]
/lH ((Y) Tran( ) ( ) Dlr( ) (1 _ AH (Q’) /NH) ’ (F6)

satisfying (3). We conclude that (W] (@), WL (@))€ OA(a), which implies (@, WL, (@), WE (a)) is feasible for
(Pgg), since a also satisfies the first two constraints of (Pgg) by the feasibility of (@, Wpir, Wrpan).

Now suppose that at the optimal solution, the inequality (3) holds strictly, i.e., that

/lTran(a’) /lDlr(a’) /lH(a) E[S%{]
(@) Wiz + (@) P 2(1 = Ay (@) /un)

Since the contribution of the waiting times to the objective function Wryy (@, Wpir, W) in (4) is identical to

(F.7)

the left-hand sides of (F.6) and (F.7) times Ay (a@)/A, these equations together imply that Wrye (@, Wpir, Wrpan) >
Wrowt (@, W2 (@), W] (@)). Since (@, WL, (@), W], (@)) has already been shown to be feasible for (Pgg), this contradicts

the optimality of (@, Wp;;, Wran). Hence, (3) must hold with equality at any optimal solution to (Pgp). ]

Proof of Lemma F.5. Since the first-best problem (Pgg) imposes all constraints of the relaxed first-best problem (@FB)
and, in addition, imposes (1) and (2), every feasible solution to the first-best problem (Pgp) is feasible for the relaxed
first-best problem (@FB). Hence, we have VT/;B < Wi

For the reverse inequality, take an arbitrary feasible solution (a;, @, Wpi;, Wran) to the relaxed first-best problem
(ﬁFB). If 2y (@) =0, then Ay, (@) = Api (@) =0, so (ay, @.,0,0) is feasible for the first-best problem (Pgg) and has the
same objective value.

Now consider the case Ay (@) > 0. Because (a;, @, Wpir, W) 18 feasible for the relaxed first-best problem (@FB),
constraint (3) implies
/lTran(a) /lDir(a') /lH(a’) E[S?-l]
= ‘A]Tfan + Dir — =
An (@) An (@) 2(1 = Ay (@)/pn)

Using the transfer-priority waiting pair defined in the text, set

Wran 1= (@) + A, Woi := Wi (@) +A.

1}dn

Since (W[

I (@), W] (a)) satisfies (1)—(3), and since both waiting times are increased by the same nonnegative amount,

the pair (Wp;;, Wryan) also satisfies (1)—(3). Therefore (a,, @, Wpir, Wryan) is feasible for the first-best problem (Pgg).
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Moreover, because Aty (@) + Ap; (@) = 15 (@), we have

/lTran(a) = lDir(a) T _ /1Tran(a) T /lDir(a) T
/IH((Z) Tran T /11.1((1’) Dir — /IH(Q’) Tran + /11-1((1’) WDir +A
() E[$2]
- 2(1 _/lH(a')/,uH)
_ Arran (@) Apir (@) Woi.

T Au(e) T Au(e)

Thus the waiting part of the objective,

1
z (/lTran(a’) WTran + /IDir(a) WDir)

is preserved. Since the routing « is also preserved, all other terms in the objective are unchanged as well. Therefore
(s, @, Wpir, Wiy ) is feasible for the first-best problem (Pgg) and has exactly the same objective value as the original
feasible solution to the relaxed first-best problem (@FB).

We have shown that every feasible objective value of the relaxed first-best problem (@FB) is also achievable in the
first-best problem (Pgg). Hence Wi, < W;B. Combining this with VT/;B < Wi gives Wi = VT/;B. O

Proof of Lemma F.6. The first two terms in (13) are linear in . It remains to show that

f(@):=Ly(Ag(a))

is convex in @ on the stable region.

Take any two stable routings @ and &’, and take any p € [0, 1]. Since Ay (@) is affine in @, we have

Anlpa+(1-p)a) = pAu(@) + (1- ) (@).

Because both @ and @’ are stable, this convex combination is also in the stable region. Since LY, (x) > 0 on the stable

region, Ly (x) is convex there. Therefore,
flpa+(1=-p)@’) = Ly(du(pa+(1-p)a’))
=Lu(pAu(a) +(1-p)dy(a’))
<pLy(Ap(@) +(1-p)Ly(An(a’))
=pf(a)+(1-p)f(a).
Thus f(@) = Ly (g (@)) is convex in @. Multiplying by the positive constant 1/1 and adding the two linear terms in

(13) preserves convexity. Hence Wrp (@) is convex in a. O

Proof of Lemma F.7. As shown in Section 4.1, signal-directed routing @52 = (1, 0) is implementable under a PT

mechanism (6, 0) if and only if

Tar(s; Wit (@%P,0)) < Ty (WEI (@°,0))  and Ty (WL (@%P,0)) < Tas(c; Whn (a7, 0)). (F.8)

Tran

By definition, Wi (a*”,0) = W{ﬁ; (5P, 0), and

Wi (@5P.0) =W p (P, 0) + (1- )W) (a*P.0).

Tran

Equations (15) and (16) imply
) SD A (@®)\ o) sp
WqH(a' 0)=(1- T WqH(a' ,0),
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using which we obtain

Wi (@, 0).

ﬂ SD
WET (a5,6) = (1 —OM)
HH

Substituting these waiting times into the left inequality in (F.8) and isolating T gives Tp, < TSD (0), where TSD (9)
is defined in (F.1). Similarly, substituting into the right inequality in (F.8) and isolating Tt gives Tgy; > ZSD (0), where

T5P(0) is defined in (F.2). Hence, signal-directed routing is implementable under the PT mechanism (6, 0) if and only if
T°(0) < T < T ().

It remains to establish the properties of the two threshold functions. The expression in (16) for Wﬁ; (a5P, ) can be

seen to be continuous in 6. For i € {s, c}, the only 6-dependent term in the thresholds has the form

WS (@5, 0).

Ap(a®P)
qs|i + CICUQH—

Using (16), this term can be written as
An(@®P)E[SE] 4qsii +qci0u (@%P)/un
2(1-u(@5P)/u)  1=0dwum(@SP)/pu
whose derivative with respect to 6 is

A (SP)E[S%] . gcidu(@3P) [ un + qsjidtan (@5P) [ un S
2(1-u(aSP) /) (1= 070 (@5P) [ i)’

0,

which holds for both i = s and i = c. Thus both 75" (6) and 70 () are continuous and increasing on [0, 1].
A direct calculation also gives
= N c 1 1
T"(6) -1 (9) = ("i - qi) (W;?J(a”,m r—-—.
qcis  qc|c MH  MaAr
The first factor is positive because gs|s/gc|s > 1 and gs|./qc|c < 1, and the second factor is positive because 1 /uy > 1/pua;.
Hence

7°°6)>TP()  forall 6 < [0,1].
This proves the lemma. O

Proof of Lemma F.8. First suppose that the second-best problem admits an optimal solution with a separating routing.

Then Assumption 3 holds, so by Proposition 7, we have
Wi =Weg.

By Lemma 4, take a decentralized optimal solution (a*, Wj. , W1 ) such that

W;‘ran < Wq (/lH(a*))

Every decentralized feasible outcome is feasible for the second-best problem with the same routing and waiting profile

(see the proof of Lemma F.3). Therefore (a*, W}, , W1, ) is feasible for the second-best problem. Its objective value

ir’

is W = Wg;, so it is also second-best optimal. Moreover, the left inequality in the lemma statement is merely the

operational achievability constraint (1), so the considered solution satisfies it by its optimality for (Pp).
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Now suppose that the second-best problem admits no optimal solution with a separating routing. By Proposition 4, it

then admits an optimal pooling routing

aSB = (aPool’ a’Pool)

for some apy, € [0, 1].
Fix this pooling routing. If an optimal waiting profile were non-work-conserving, then the conservation-law inequality
in OA(a5%) would hold strictly. Since all terms in Wry (+) other than

1
/_l (/lDir(aSB)WDir + /lTran(aSB)WTmn)

are fixed for the given routing, replacing the waiting profile by the work-conserving FCFS waiting profile

WiE =Wl =w,(Au(a®?)).

Tran

would strictly lower the objective value while remaining feasible. Specifically, the routing is stable by the assumption
that it forms part of an optimal solution, and the FCFS waiting profile is always operationally achievable. Moreover, it is
trivially IC because the routing is pooling. Hence we cannot have a second-best optimal solution with a pooling routing
and a non-work-conserving waiting profile; put differently, any optimal solution with a pooling routing must have a
work-conserving waiting profile.

Now, as just argued, the solution (5%, W3, W35 ) is feasible for the second-best problem. Moreover, for the fixed

routing @58, any work-conserving waiting profile has the same average sojourn time; to see this, multiply (3) by 5 (@) /4
and compare with (4), recalling that (3) holds with equality for any work-conserving waiting profile. Thus, any feasible,

work-conserving solution with the routing &% is optimal for the second-best problem, including (5%, W3E, W25 ).

Finally, we have

Wi (@°F) < W, (Ag (@) = Wig

Tran>

where the inequality follows from the definitions of W, (-) in Appendix A and W, () in (11) because Ay, (%) <

Ay (a58). This proves the result. ]
G. Additional Details for PT and PTDD Mechanisms

We say that a stable routing @ (i.e., a routing such that Ay (@) < pg) is implementable by a PTDD mechanism (6, K)

if and only if (WS (a,0) + K, W} (@,0)) € DE(«), where Wi (@,0) and W] (@, 6) are defined in Section 4.1

(they are expressed there for the signal-directed routing @ = (1,0), but the definitions extend naturally to general

€ [0,1]%). Because W.T (@, 6) and WET (@, 6) are obtained directly from the M /G /1 priority queueing formulas, it is

Tran

straightforward to verify that (WS (e, 0), WL (@,0)) € OA(a), and since the OA (@) constraints are lower bounds,

Tran

we also have that (W (@, 0) + K, WET (@,6)) € OA(a). It then follows that a stable routing « is implementable by a

PTDD mechanism (6, K) if and only if (&, WET (@, ) + K, WET (a, 6)) is feasible for the decentralized problem (Pp).

Dir Tran

Moreover, the waiting pair (WS! (@, 0), Wk (@,0)) induced by a PT mechanism (6,0) is work-conserving, so

the average sojourn time it achieves under a routing « is simply Wgg(@). This immediately implies that if there
exists 6 € [0, 1] such that the PT mechanism implements signal-directed routing @ = (1,0), then the solution
((1,0), WET((1,0),6), WS ((1,0),8)) is feasible for the decentralized problem and achieves the first-best average

sojourn time Wi, = Weg(1,0). Since Wi, < W by Lemma F.3, this implies Wz = W, proving Remark 1.
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Optimizing over PTDD mechanisms thus entails solving the problem

Wep:= min  Wia(e, Wg; (@,6) + K, Wi, (@.6))
s.t. 0<a,,a.<1,
Ay (a
M <1, (Pprpp)
MH

(W (a,0) + K, Wi (@,0)) € OA(a),

Tran

(Wi (e,0)+ K, Wil (a,0)) € DE(a).
As shown above, every feasible solution to (Pprpp) corresponds to a feasible solution for (Pp) with the same objective
value, so W[ < Wi, However, the proof of Theorem 2 shows that a feasible solution exists to (Pprpp) that achieves
the objective value Wy,. Since W[, < Wi, this establishes both that W[, = Wi, and that (Pprpp) admits an optimal
solution. By expressing the PT equilibrium conditions as continuous weak inequalities in (a, 8), and using the fact that

the PT objective Wrp () diverges at the stability boundary, an argument analogous to the proof of Lemma F.1 shows

that the K = 0 restriction of (Pprpp) also admits an optimal solution.
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