Cognition 103 (2007) 147–162
www.elsevier.com/locate/COGNIT

Brief article

Infant-directed speech supports phonetic category
learning in English and Japanese q
Janet F. Werker a,*, Ferran Pons a, Christiane Dietrich a,
Sachiyo Kajikawa b, Laurel Fais a, Shigeaki Amano b
a

Department of Psychology, The University of British Columbia, 2136 West Mall,
Vancouver, BC, Canada V6T 1Z4
b
NTT Communication Science Laboratories, NTT Corporation, 2-4 Hikari-dai,
Seika-cho, Souraku-gun, Kyoto 619-0237, Japan
Received 1 March 2006; accepted 30 March 2006

Abstract
Across the ﬁrst year of life, infants show decreased sensitivity to phonetic diﬀerences not
used in the native language [Werker, J. F., & Tees, R. C. (1984). Cross-language speech perception: evidence for perceptual reorganization during the ﬁrst year of life. Infant Behaviour
and Development, 7, 49–63]. In an artiﬁcial language learning manipulation, Maye, Werker,
and Gerken [Maye, J., Werker, J. F., & Gerken, L. (2002). Infant sensitivity to distributional
information can aﬀect phonetic discrimination. Cognition, 82(3), B101–B111] found that
infants change their speech sound categories as a function of the distributional properties of
the input. For such a distributional learning mechanism to be functional, however, it is essential that the input speech contain distributional cues to support such perceptual learning. To
test this, we recorded Japanese and English mothers teaching words to their infants. Acoustic
analyses revealed language-speciﬁc diﬀerences in the distributions of the cues used by mothers
(or cues present in the input) to distinguish the vowels. The robust availability of these cues in
maternal speech adds support to the hypothesis that distributional learning is an important
mechanism whereby infants establish native language phonetic categories.
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1. Introduction
One of the deﬁning characteristics of language is its productivity. Units can be
combined and recombined to allow for the creation of new words, phrases, and
sentences. Languages diﬀer in their phoneme repertoires, the sets of consonant
and vowel sounds that distinguish meaning, and in the rules for how phonemes
can be combined to create words and morphemes. It has been known for nearly
40 years that speakers of diﬀerent languages represent and discriminate best those
phonetic diﬀerences that are used phonemically (to contrast meaning) in their native
language (Abramson & Lisker, 1970), but the means by which native phonetic categories are established have still not been fully explained.
Important advances were made in understanding this problem over 30 years
ago when it was demonstrated that very young infants discriminate not only
native, but also non-native phonetic diﬀerences (Eimas, Siqueland, Jusczyk, &
Vigorito, 1971; Streeter, 1976), suggesting that sensitivity to the phonetic detail
used to distinguish adult phonemic categories may be part of the initial perceptual
apparatus. And, as ﬁrst shown over 20 years ago (Werker & Tees, 1984), initial
perceptual sensitivities change across the ﬁrst year of life, resulting in diminished
sensitivity to phonetic diﬀerences that are not used phonemically in the native language (see Best & McRoberts, 2003; Saﬀran, Werker, & Werner, 2006), and
enhanced sensitivity to native distinctions (see Kuhl et al., 2006; Polka, Colontonio, & Sundara, 2001).
Several models were proposed to explain the underlying mechanisms that allow
infants to tune speech sound categories so rapidly. Early models, following the structural–functional linguistics tradition (e.g., Jakobson, 1949; Trubetskoy, 1969)
assumed that the tuning of native categories emerges only after the establishment
of contrastive words in the lexicon (e.g., Werker & Pegg, 1992). More recent perceptual learning models posited various similarity metrics to account for the change
from broad-based to language-speciﬁc phonetic perception [e.g., the ‘‘Perceptual
Assimilation Model’’ (PAM) Best and McRoberts, 2003; the ‘‘Native Language
Magnet Model’’ (NLM) Kuhl, 1993]. The missing piece in supporting a perceptual
learning model was an explication and demonstration of an actual learning mechanism that could account for these changes.
In 2002, Maye, Werker, and Gerken provided evidence that distributional learning might underlie the rapid tuning to the categories of the native language. Using an
artiﬁcial language learning manipulation, two groups of infants aged 6–8 months
were exposed to all steps of an 8-step continuum of [da] to [ta]1 speech syllables.
1
Importantly, the ‘‘ta’’ is not like the standard English /ta/ (phonetically transcribed as [tha]). The ‘‘ta’’
used here lacks the aspiration of an English initial position /ta/ and is more like the English ‘‘ta’’ following
an ‘‘s’’ as in the word ‘‘stop’’. Although the [ta] and [da] are possible for adults and infants to distinguish,
this diﬀerence is not as readily discriminated, without training, as a standard English [da]–[tha] diﬀerence
(Pegg & Werker, 1997).
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One group heard more instances of the two center points in the continuum, steps 4
and 5, corresponding to a unimodal frequency distribution (as might be experienced
in a language without the [da]/[ta] distinction). The other group of infants heard
more instances of steps 2 and 7, corresponding to a bimodal frequency distribution
(as might be experienced by infants being raised in a language with this distinction).
Both groups heard equal numbers of the remaining stimuli. Following 2.3 min of
familiarization, infants in the bimodal but not the unimodal group showed evidence
of discriminating steps 1 from 8. Maye and Weiss (2003) replicated the distributional
learning ﬁnding with two new sets of speech contrasts, and more recently, Yoshida,
Pons, and Werker (2006) have replicated it with a non-native distinction. Together,
these results indicate that distributional learning could be a mechanism that allows
for speech sound category restructuring in the ﬁrst year of life, prior to the establishment of a lexicon.
While laboratory-based artiﬁcial language learning studies constitute proof in
principle that a particular learning mechanism is available, infants will not be able
to apply this learning mechanism unless the speech they hear comprises such deﬁned
distributional regularities. Thus, an essential step is to examine the characteristics of
input speech that infants hear, to see if the frequency distribution of the relevant
acoustic/phonetic cues required for this learning mechanism does indeed exist in
the input.
In this study we analyze durational and spectral cues of vowels from Japanese and
English maternal speech. In Canadian English, the vowels diﬀer primarily in vowel
color. The acoustic correlates of vowel color are seen in the frequency of the formants; i.e. spectral diﬀerences. In Japanese there are only ﬁve vowels that diﬀer in
color, but every vowel has two forms, a long and a short form. Although likely once
a dominant cue in English as well (Lehiste, 1970; Port, 1981), the historic length difference that still exists in some tense/lax vowel pairs has been superseded by a color
diﬀerence in the English vowel space. A comparison of input speech for vowel pairs
that diﬀer in length in Japanese, and primarily in vowel color in English would thus
allow a test of the hypothesis that there are distributional characteristics in the input
that support native category learning. Because both English infants (Cooper & Aslin,
1990; Fernald, 1985) and Japanese infants (Hayashi, Tamekawa, & Kiritani, 2001)
show a preference for listening to infant-directed over adult-directed speech, the
strongest evidence would be provided by a study of infant-directed speech.
Vowels are more variable than consonants. Many factors inﬂuence vowel duration, including the voicing of the surrounding consonants, emphatic stress, focus,
position in an utterance, and aﬀect (for an overview see Erickson, 2000). The spectral
diﬀerences that cue vowel color distinctions are also inﬂuenced by many factors,
including pitch height and degree of pitch change (see Lieberman & Blumstein,
1988; Trainor & Desjardins, 2002 for a discussion) and speaking rate (Lindblom,
1963). In infant-directed speech, both vowel duration and spectral properties are
aﬀected by high pitch and highly aﬀective modulation in English (e.g., Fernald,
1985) and Japanese (Hayashi et al., 2001). Vowel duration is much longer in
infant-directed than in adult-directed speech (e.g., Andruski & Kuhl, 1996; Fernald
& Simon, 1984; Kuhl et al., 1997), raising the very real possibility that the critical

150

J.F. Werker et al. / Cognition 103 (2007) 147–162

distributional cues to support distinctive categories in the domain of duration may
be quite diﬀerent in the input. Although it has been shown that the articulatory conﬁgurations used to distinguish vowel color diﬀerences in English are exaggerated in
infant-directed over adult-directed speech (Andruski & Kuhl, 1996), the higher overall pitch could nonetheless lead to varying availability of the spectral cues distinguishing vowels.
Here we ask if the crucial distributional information is present in infant-directed
speech to allow infants to modify initial sensitivities and establish native language
vowel categories. We compare two languages, Japanese and English, on two very
similar vowel pairs. In adult speech both vowel pairs are cued only by duration in
Japanese, whereas in English both are cued spectrally, with duration as a less predictive, but most likely still available, secondary cue. If there are suﬃcient distributional
cues in input speech to allow infants to tune their perceptual systems to the phonetic
categories of the native language using distributional learning, then the following
predictions must be upheld: (1) there should be two signiﬁcantly distinct distributions of vowel length but not vowel color in the two members of each vowel pair
as produced by the Japanese mothers, and (2) there should be two distinct distributions of vowel color in the two members of each vowel pair produced by the English
mothers, and the distribution of vowel length should not be as distinct as it is for
Japanese. Moreover, these diﬀerences should be apparent not only when the
categories are already given, but the characteristics of maternal input – on their
own – should yield language-speciﬁc categories. Speciﬁcally, (3) the input speech
of Japanese mothers should better predict two categories for each vowel pair on
the basis of vowel length than will the input speech of English mothers and (4) the
input speech of English mothers should better predict two categories for each vowel
pair on the basis of vowel color than will the input speech of Japanese mothers.

2. Method
2.1. Participants
The study was conducted at the Infant Studies Centre at the University of British
Columbia, Vancouver, Canada and in the NTT Communication Science Laboratories, Keihanna, Japan. A total of 30 mothers (20 Canadian-English and 10 Japanese)
and their 12-month-old infants participated in the study.
Japanese infants were able to sit through the full version of the study. The Canadian-English infants were much less compliant, and were only able to complete half
of the study; thus, twice as many Canadian mothers were needed to complete the
sample.
2.2. Recording apparatus
The recordings were made in a quiet and comfortable room. During the recording
the mother and the baby were left alone to keep additional noise to a minimum.
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In Canada, maternal speech was recorded directly onto a Macintosh G3 computer
using Sound Edit 16 (Version 2-99) software. In Japan, a DAT recorder was used.
The sampling rate during the recording was 44 kHz in Canada and 48 kHz in Japan.
The speech data were later re-sampled at a rate of 16 kHz for consistency across labs.
2.3. Stimuli
Two vowel pairs were used in the study, /I–ii/ and /E–ee/. In adult Japanese
speech, these vowels diﬀer only in length (phonetically transcribed as /i/-/i:/ and
/e/-/e:/). In Western Canadian English, these vowel pairs diﬀer primarily in vowel
color (phonetically transcribed as /I/-/i/ and /e/-/e/). These distinctions for English
are exempliﬁed in the words ‘‘bit’’–‘‘beat’’ and ‘‘bet’’–‘‘bait’’. In most dialects of
English the vowel in ‘‘bait’’ is a diphthong, meaning that it glides from one vowel
/e/, to another, /i/, transcribed as /ei/. In Western Canadian English, however (K.
Russell, personal communication, December 10, 2002), the vowel in ‘‘bait’’ is more
often a monophthong; hence it is phonetically transcribed as /e/. Despite the acoustic
diﬀerences between the English and Japanese pairs, we label the pairs /I–ii/ and /E–
ee/ for both languages for ease of reference.
A set of 16 nonsense CVCV words was created. All words were selected to be phonotactically possible word-forms in both Japanese and Canadian English. To control
for the known eﬀect of voicing on vowel duration in English, the nonsense words
were created using all four possible combinations of voiced and voiceless consonants
before and after the target vowel (see Table 1). Each Japanese mother was recorded
with all possible combinations. In reminder, it was necessary to record 20 Englishspeaking mothers to obtain a full complement of items. Each vowel type was

Table 1
List of nonsense words in English orthography and Japanese katakana, with their phonetic realizations
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produced by each English-speaking mother, but each voicing context was not recorded by each English mother. To counterbalance eﬀects of sentence position, the nonsense words occurred at the beginning, middle, and end of the sentence in the reading
task.
2.4. Materials and recording procedure
Mothers were asked to ‘‘teach’’ the 16 nonsense words to their infants while they
looked at a picture-book together. This included both a picture-book reading task
and a spontaneous speech task. The picture-book devoted two pages to each nonsense word. On the ﬁrst page, the nonsense word was written in the three above sentence types under a colourful picture of a novel object and the mother was asked to
read the sentences. On the second page, the novel object was depicted in a speciﬁc
context and the mother was asked to describe the scene, using the name of the object
as much as possible. This resulted in several repetitions of each word from each
mother, balanced across the variety of contexts that are known to aﬀect vowel
characteristics.
2.5. Acoustic analyses
Acoustic analyses were performed using Praat 4.2 (Boersma & Weenink, 2004).
For each session, the sentences containing the target words, the target words themselves and target vowels were labelled by trained phoneticians. Target vowels that
were potentially problematic for the subsequent analyses (noise, burst, breathiness,
infant talking, etc.) were not labelled. Using Praat scripting language, two routines
were written to obtain the duration (in ms) of each labelled segment, and the values
of the ﬁrst two formants (F1 and F2) in the ﬁrst quarter portion of the labelled vowels.

3. Results
The sentences were classiﬁed as ‘‘Reading’’ (read sentences) or ‘‘Spontaneous’’
speech (description of the visual scene). From the Japanese recordings, a range of
52–64 tokens from each mother from the Reading, and a range of 30–65 tokens from
the Spontaneous speech were analyzed. For the English recordings, a range of 25–36
tokens from each mother were analyzed from the Reading. The Spontaneous speech
was analyzed from 19 mothers (one mother did not produce any nonsense words
spontaneously), with a range of 10–28 tokens each.
To test Predictions 1 and 2, the data were analyzed using ANOVA to compare the mean values for the input from each group of mothers for each
acoustic dimension. To test Predictions 3 and 4, the data were then analyzed
using hierarchical logistic regression to model the odds likelihood that the
acoustic correlates of maternal speech would better yield two vowel categories
on the basis of duration in Japanese, and on the basis of formant values in
English.
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Table 2
Means for duration and color for all vowels in English and Japanese Read and Spontaneous speech
Vowel length (ms)
E

ee

I

ii

Read Speech

English
Japanese

119
85

180
205

99
74

130
175

Spontaneous

English
Japanese

110
86

157
169

91
72

114
149

Vowel color (Hz: F2  F1)
E

ee

I

ii

Read Speech

English
Japanese

1341
1575

1869
1575

1646
1839

2095
1920

Spontaneous

English
Japanese

1353
1672

1878
1565

1667
1847

2039
1848

3.1. Vowel length: ANOVAs
The mean durations for each vowel as pronounced by Japanese and English
mothers were analyzed separately for Read and Spontaneous speech. A 2 (vowel:
/I/ vs. /ii/ or /E/ vs. /ee/) · 2 (language: English vs. Japanese) mixed ANOVA was
used. The results were identical for both vowels, and for both Read and Spontaneous
speech. There was a signiﬁcant eﬀect of vowel for both /E–ee/, F (1, 28) = 24.78,
p < .001 (Read speech), F (1, 26) = 79.41 p < .001 (Spontaneous speech), and /I–ii/
F (1, 28) = 93.37, p < .001 (Read speech), F (1, 27) = 81.26, p < .001 (Spontaneous
speech), and a signiﬁcant interaction between language and vowel for each vowel
pair, /E–ee/, F (1, 28) = 28.63, p < .001 (Read speech); F (1, 26) = 5.95, p = .022
(Spontaneous speech), and /I–ii/, F (1, 28) = 27.06, p < .001 (Read speech);
F (1, 27) = 23.66, p < .001 (Spontaneous speech). As shown in Table 2, the interaction is accounted for by a greater diﬀerence in means in Japanese than in English.
3.2. Vowel color: ANOVAs
The measure used for the analyses of spectral characteristics was the standard
measure of the diﬀerence between F2 and F12 (the same results were also found analysing F1 and F2 separately). Using a 2 (vowel: /I/ vs. /ii/ or /E/ vs. /ee/) · 2 (language: English vs. Japanese) mixed ANOVA, the results were again identical for
both vowels, and for both read and spontaneous speech. There was a signiﬁcant
eﬀect of vowel for both /E–ee/, F (1, 28) = 28.41, p < .001 (Read speech),
F (1, 26) = 22.82, p < .001 (Spontaneous speech), and F (1, 28) = 36.24, p < .001
(Read speech), F (1, 27) = 14.81, p < .001 (Spontaneous speech), and a signiﬁcant
interaction between language and vowel for each vowel pair, /E–ee/,
2

The F2  F1 value gives the backness of the vowel (Ladefoged, 1993).
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Fig. 1. Relative frequency of the vowel duration in /E–ee/ and /I–ii/ pairs in Japanese and in English,
illustrated in 50 ms bins. The ﬁgure shows the /E–ee/ pair (upper left), the /I–ii/ pair (lower left) in the
Reading task, and the /E–ee/ pair (upper right), the /I–ii/ pair (lower right) in the Spontaneous speech.

F (1, 28) = 28.29, p < .001 (Read speech); F (1, 26) = 52.40, p < .001 (Spontaneous
speech), and F (1, 28) = 17.39, p < .001 (Read speech); F (1, 27) = 14.65, p < .001
(Spontaneous speech). As shown in Table 2, for vowel color, the interaction is
accounted for by a greater diﬀerence in means in English than in Japanese. These
ﬁndings are graphically illustrated in Fig. 1 (vowel length) and Fig. 2 (vowel color).
3.3. Hierarchical multi-level logistic regression
Predictions 3 and 4 required a modeling strategy in which vowel category becomes
the dependent, rather than the independent, variable. Speciﬁcally, we used a multilevel hierarchical logistic regression to ask whether maternal input better predicted
two vowel categories in one language vs. the other along the acoustic dimension
of interest. Logistic regression, which is more suitable than linear regression for predicting nominal outcomes, tests the natural log of the odds (the ‘‘logit’’) that data
can be classiﬁed into a predetermined number of categories (Raudenbush & Bryk,
2002). Because we began with the assumption that there are up to two categories
for each vowel dimension3, the logistic regression was set up with two nominal out-

3

Languages with three-duration distinctions have been reported; however, they are extremely rare and
the claims are not uncontroversial. It has been claimed that three-duration distinctions are unstable and
tend to re-organize as two-duration distinctions. In some cases, another acoustic feature (F0, for example)
marks a third distinction (Lehiste, 1997; McRobbie-Utasi, 1999).
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Fig. 2. F1  F2 Scatter plots for all items for both vowel pairs in English and Japanese, in both Read and
Spontaneous speech conditions.

comes: the long vowel (e.g., /ee/) was labelled 0 whereas /E/ was labelled 1. Since all
tokens provided by each mother were included, it was essential to consider the heterogeneity that exists between mothers as well as the clustering and potential statistical dependencies that exist within mothers in speaking style (rate, variability, pitch,
etc.). Hierarchical logistic regression controls for both by modeling the variability
within mothers at the ﬁrst level, Level 1, and modeling the variability between mothers at Level 2. Tokens within mothers served as Level 1 units and mothers served as
Level 2 units.
To investigate whether the log-odds that acoustic characteristics of maternal
speech are related to vowel category as a function of language (which was also coded
as two categories; 0 for English and 1 for Japanese), we ran the following multilevel
analyses for Acoustic Measure (unstandardized Vowel Length or Color). The following demonstrates the typical analysis in the present study:
gij ðVCatÞ ¼ ln½ð/ij Þ=ð1  /ij Þ ¼ b0j þ b1j ðAcoustic Measureij Þ þ eij
b0j ¼ c00 þ c0j ðLanguagej Þ þ u0j

½Level 1

½Level 2

b1j ¼ c10 þ c1j ðLanguagej Þ þ u1j
Level 1 models the log-odds (gij) of categorizing a vowel, for example as /E/ versus
/ee/. While the probability of vowel category (VCat), /ij, is constrained to be either 0
or 1, gij can take on any real value. Acoustic Measureij is the vowel duration or color
for token i and participant j. The coeﬃcients b0j and b1j are the intercept and slope,
respectively, for participant j. That is, b0j is participant j’s predicted mean log-odds
for VCat across the tokens when Acoustic Measureij is 0, and b1j is the predicted
change in the log-odds as a function of Acoustic Measure of token i for participant
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j. b0j is a function of the mean intercepts of the VCat odds across all mothers, c00,
and across language, c0j, whereas b1j is a function of the mean estimated slopes
for duration, c10, and language, cij, across all participants. As such, the tests of c10
and c1j represent whether, on average across mothers, log-odds of categorizing vowel
type increase with Acoustic Measure and whether language category alters the relationship between vowel Acoustic Measure and VCat log-odds, respectively. Both b0j
and b1j can vary randomly across participants as is illustrated at Level 2 of the analyses (u0j and u1j represent systematic unanalyzed variation across mothers).
3.4. Does vowel length better predict two categories for each vowel pair for the input
speech of Japanese mothers than for English mothers?
The unstandardized duration for each vowel (i.e. vowel length) as pronounced by
Japanese and English mothers was analyzed separately for both Read and Spontaneous speech and for each vowel pair, /E–ee/ or /I–ii/. For example, the model
for /E–ee/, Read speech is as follows:
gij ðE–eeÞ ¼ ln½ð/ij Þ=ð1  /ij Þ ¼ b0j þ b1j ðDurationij Þ þ eij
b0j ¼ c00 þ c0j ðLanguagej Þ þ u0j

½Level 1

½Level 2

b1j ¼ c10 þ c1j ðLanguagej Þ þ u1j
Unit speciﬁc models with robust standard errors were speciﬁed for each analysis.
Table 3 presents the estimated model results for each vowel pair for each type of
input speech for all the analyses considering vowel length. The interaction between
Duration at Level 1 and Language at Level 2 is the critical component of the analyses of interest here. The results for each vowel pair and for both Read and Spontaneous speech indicate that the interaction between vowel length and language of
the mother was signiﬁcant. This means that for /E–ee/ and /I–ii/ in both Read
and Spontaneous speech, maternal Japanese input had a greater log-odds of predicting two categories than did maternal English speech.

Table 3
HGLM coeﬃcients and standard errors for analyses of vowel length and language predicting log-odds of
vowel category (*p < .05; **p < .01)
Fixed eﬀects

/E–ee/

/I–ii/

Read

Spontaneous

Read

Spontaneous

b

SE

b

SE

Intercept, b0
Intercept, c00
Duration, c01

3.58*
17.95

1.44
11.54

3.49
11.86

2.14
18.01

7.90**
71.73**

1.45
9.87

0.69
7.25

1.30
10.22

Duration, slope, b1
Language, c10
Lang · Dur, c11

4.39**
37.98**

0.75
6.52

2.36
30.92*

1.52
13.69

10.41**
95.68**

0.94
5.72

3.35**
34.53**

0.77
5.87

b

SE

b

SE
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To graphically illustrate these ﬁndings, we transformed the log-odds into probability scores. Fig. 3 illustrates the relationship among /I–ii/ vowel category probability and vowel length for English- and Japanese-speaking mothers for Read and
Spontaneous speech. As can be seen in Fig. 3, the probability of categorizing a vowel
as either /I/ or /ii/ based on length of vowel is stronger for Japanese-speaking mothers than for English-speaking mothers for both Read and Spontaneous speech. The
curve shown for Japanese is, in both cases, close to an idealized estimated two-category function, with the majority of the predicted cases being close to 0 or 1 probability, and a steep transition, whereas the curve for English reveals a more
continuous function.
3.4.1. Does vowel color better predict two categories for each vowel pair for the input
speech of English mothers than for Japanese mothers?
We conducted similar analyses as above, but replaced Vowel Length with Vowel
Color. We utilized unstandardized F2  F1 values in the analyses to predict the logodds of predicting two categories for each vowel pair, /E–ee/ or /I–ii/, separately for
both Read and Spontaneous speech. Again, unit speciﬁc models with robust standard errors were speciﬁed for each analysis. Table 4 presents the estimated model

Fig. 3. Probability functions (derived from log-odds) of vowel duration diﬀerences predicting two
categories for the vowel pair /I–ii/ in Read (a) and Spontaneous (b) speech in English and Japanese.
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Table 4
HGLM coeﬃcients and standard errors for analyses of vowel color and language predicting log-odds of
vowel category (*p < .05; **p < .01)
Fixed eﬀects

/E–ee/

/I–ii/

Read
b

Spontaneous
SE

b

SE

Read
b

Spontaneous
SE

b

SE

Unit speciﬁc model with Robust Standard Errors
Intercept, b0
Intercept, c00
24.29**
5.16
27.05**
F2  F1, c01
0.01**
2.59
0.02**

4.41
0.00

24.43**
0.01**

4.04
0.00

22.60**
0.01**

4.08
0.00

Duration, slope, b1
Language, c10
Lang · F2  F1, c11

2.24
0.00

11.94**
0.01**

2.11
0.00

11.42**
0.01**

2.06
0.00

12.19**
0.01**

2.60
0.00

13.98**
0.01**

results for Vowel Color for each vowel pair for both Read and Spontaneous speech.
The results again reveal that the interaction between vowel color and language of the
mother was signiﬁcant. Thus, for both Read and Spontaneous speech across both
/E–ee/ and /I–ii/ vowel pairs, maternal English input had a greater log-odds of predicting two categories on the basis of vowel color than did maternal Japanese speech.
A graphic illustration of the results for /E–ee/ for both Read and Spontaneous
speech, converting the log likelihood of two categories back to probabilities, is
shown in Fig. 4. This ﬁgure reveals that virtually all of the estimated values for Japanese fall at or near the .50 probability line while for English input the probability of
categorizing the vowel as /E/ or /ee/ falls closer to the idealized estimated two category function of 0 and 1.

4. Discussion
The goal of this study was to determine if, in the face of all the variation present in
infant-directed speech, there are suﬃcient cues in the input to support distributional
learning of native language phonetic categories. In our study of Japanese and
English mothers teaching new words to their infants, we found clear and consistent
language-speciﬁc cues. The vowel pairs /E–ee/ and /I–ii/ each diﬀered more in length
in the speech of Japanese mothers, whereas each diﬀered more in color (as indicated
by spectral diﬀerences) in the speech of English mothers. These results provide prima
facie evidence that distributional cues do exist in the input, even in infant-directed
speech in which both vowel duration and pitch are highly variable (Fernald et al.,
1989), potentially aﬀecting the distinctiveness of these cues for phonetic category
learning. Perhaps even more convincing, when the input characteristics are modelled
using hierarchical logistic regression, there is a signiﬁcantly greater likelihood that
duration will yield two categories in the speech of Japanese mothers, and that vowel
spectral diﬀerences will yield two categories in the speech of English mothers. Hence,
even when the category is the outcome rather than the predictor variable, input
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Fig. 4. Probability functions (derived from log-odds) of spectral (F2 minus F1) diﬀerences predicting two
categories for the vowel pair /E–ee/ in Read (a) and Spontaneous (b) speech in English and Japanese.

speech can be seen to have the properties to lead to the weighting of the critical
language-speciﬁc acoustic variables, and to the establishment of categories along
those dimensions. That this is seen even when the variability within and between
mothers within a language group is controlled, reveals just how predictive the statistics of the input are. The ﬁnding that the relevant cues are robustly available even in
infant-directed speech adds to the likelihood that, just as they do in artiﬁcial language learning studies (Maye, Werker, & Gerken, 2002; Maye & Weiss, 2003),
infants in naturalistic language-learning environments use distributional learning
to establish native language phonetic categories.
It is interesting to speculate what the presence of these robust cues to phonetic categories might indicate about the function and evolutionary signiﬁcance of infantdirected speech. It has been suggested that infant-directed speech serves ﬁrst to
attract the infant’s attention to the mother (Werker & McLeod, 1989) and to communicate aﬀect between mother and child (Trainor, Austin, & Desjardins, 2000), and
only later to play a role in language acquisition (Fernald, 1992). In support, it has
been shown that in American Sign Language (ASL), mothers sacriﬁce the grammatically necessary brow furrowing gesture to preserve positive aﬀect in the face in their
interactions with infants in the ﬁrst 18 months of life (Reilly & Bellugi, 1996). The
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results shown herein together with earlier research (Kuhl et al., 1997; Liu, Kuhl, &
Tsao, 2003; Ratner & Luberoﬀ, 1984), show that in addition to its well-documented
role in modulating aﬀect, infant-directed speech may also enhance the cues distinguishing the linguistic features of the basic combinatorial units of the native language from very early in infancy.
Infants prefer to listen to infant-directed speech (Cooper & Aslin, 1990; Fernald,
1985), but there is ample evidence that they listen to overheard adult speech as well
(Oshima-Takane, 1988). It is thus important in future work to determine if distributional cues are equally available in adult-directed speech. Moreover, it would be
informative to determine if distributional cues are more exaggerated in some pragmatic tasks, e.g., word teaching, than they are in others, even in infant-directed
speech. Answers to these questions will help delimit how broadly available a distributional learning mechanism might be, and thus how well it can account for the perceptual learning of language-speciﬁc phonetic categories.
In summary, in this study we have shown that in the highly modulated style that
mothers use when speaking to their infants, there are statistically regular diﬀerences in the phonetic cues necessary to support distribution-based perceptual learning.
This research helps answer the 40-year-old question of just how and when it is that
speakers of diﬀerent language groups acquire their native language perceptual categories. The distributional information necessary to enhance some category distinctions and collapse others is evident in the input. This work, together with the
previous artiﬁcial language work on distributional learning (Maye et al., 2002;
Maye & Weiss, 2003), thus provides evidence of a plausible learning mechanism
that could help reshape phonetic categories to conform to the phoneme repertoire
of the native language. As such, the work adds to the growing evidence that perceptual learning can indeed guide, rather than necessarily trail, the establishment of
a lexicon.
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