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ABSTRACT
In software testing, the program under test is usually ex-
ecuted with test inputs and checked against a test oracle,
which is a mechanism to verify whether the program behaves
as expected. Selecting the right oracle data to observe is cru-
cial in test oracle construction. In the literature, researchers
have proposed two dynamic approaches to oracle data selec-
tion by analyzing test execution information (e.g., variables’
values or interaction information). However, collecting such
information during program execution may incur extra cost.
In this paper, we present the first static approach to oracle
data selection, SODS (Static Oracle Data Selection). In par-
ticular, SODS first identifies the substitution relationships
between candidate oracle data by constructing a probabilis-
tic substitution graph based on the definition-use chains of
the program under test, then estimates the fault-observing
capability of each candidate oracle data, and finally selects a
subset of oracle data with strong fault-observing capability.
For programs with analyzable test code, we further extend
SODS via pruning the probabilistic substitution graph based
on 0-1-CFA call graph analysis. The experimental study on
11 subject systems written in C or Java demonstrates that
our static approach is more effective and much more efficient
than state-of-the-art dynamic approaches in most cases.

CCS Concepts
•Software and its engineering → Software testing
and debugging;
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1. INTRODUCTION
In software testing, a test oracle is a mechanism determin-

ing whether a program executes as expected for the given
test inputs, and it intuitively consists of variables to be ob-
served during testing and their expected values. For the
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same test inputs, different test oracles may demonstrate
different fault-detection capability. Therefore, high-quality
test oracles are essential for detecting software faults. In
the literature, although researchers proposed various tech-
niques [7, 34, 56, 52, 11, 31] to automatically generate test
inputs, the test oracle problem is still recognized as one of
the most difficult problems in software testing [5, 12, 71, 73].

Generally speaking, test oracle creation requires the vari-
ables for observation and their expected values. As a pro-
gram usually consists of various internal and output vari-
ables, which may be observed at various positions in soft-
ware testing, the program has many candidate oracle data1

to be included in the test oracle. The more oracle data a
test oracle contains, the more powerful the test oracle is in
detecting faults [6, 70]. However, it can be extremely costly
to construct a test oracle with all or a large portion of oracle
data, because developers need to specify the expected values
of these variables. Therefore, the problem of oracle data se-
lection arises, aiming at reducing the number of oracle data
in constructing a test oracle [62]. In the literature, two dy-
namic approaches (i.e., MAODS [62] and DODONA [46])
have been proposed to select oracle data by analyzing the
execution information (i.e., variables’ values or interactions)
of many tests. However, it may incur extra cost to collect
the dynamic execution information [48].

To address this issue, we present the first static approach,
SODS, to selecting oracle data for observation in software
testing. Our approach defines and constructs a probabilistic
substitution graph based on the definition-use chains for the
program under test. The probabilistic substitution graph is
a graph that presents to what extent (i.e., in terms of proba-
bility) a candidate oracle data may be a substitute for others.
Then SODS estimates the capability of each candidate ora-
cle data on observing faults in each statement by considering
to what extent substitution relationships transfer (measured
by α). Finally, SODS determines the selection order of can-
didate oracle data based on their fault-observing capability
and the impact of selected oracle data (measured by fp).
Furthermore, for any programs with analyzable test code
(e.g., JUnit tests), we extend our static approach by tai-
loring the program under test based on 0-1-CFA call graph
analysis of its tests to improve the effectiveness of oracle
data selection. For ease of presentation, we call the former
as basic SODS and the latter extension as extended SODS.

To evaluate SODS, we conducted an experimental study
on 11 real-world subject systems (including two C subjects

1In this paper, the oracle data refer to the variables to be
observed in software testing.
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and nine Java subjects). Through the study on the impacts
of α and fp, our SODS techniques are more effective when
α is set to 0 and fp is set to be differentiated (explained in
Section 3.3.2). Through the study on comparing dynamic
approaches and our static approach, our SODS is more effec-
tive than the dynamic approaches (including MAODS and
DODONA) in most cases, and is also much more efficient
than the dynamic approaches, especially MAODS.

In summary, the contributions of this paper are as follows.

• The first static approach to selecting oracle data based
on probabilistic substitution graph constructed from
definition-use chain analysis.

• A further extension for programs with analyzable test
code based on 0-1-CFA call graph analysis.

• An extensive experimental study on 11 real-world sub-
jects demonstrating that our static approach is more
effective and much more efficient than the existing dy-
namic approaches in most cases. Furthermore, for pro-
grams with analyzable test code (e.g., JUnit tests), our
extended static technique can be even more effective
than our basic static technique.

2. AN EXAMPLE
Figure 1 presents an example program, where the method

“factorial” is to calculate the factorial of a number using
the method “multiply”. To observe faults in this program
during software testing, developers need to construct a test
oracle, which consists of oracle data including internal vari-
ables and output variables. As variables may be defined
more than once (e.g., factorial is defined at Lines 4 and
10 respectively), we use a tuple between a variable and its
definition statement to represent a candidate oracle data.
Note that in this paper the concept of “defining a variable”
does not refer to variable declaration, but refers to the fact
that a variable is assigned a value by some statement. This
concept is adopted by the terminology of data-dependency
analysis [33, 53]. At Line 3, variable n is defined, which
means that Line 3 assigns a value to n and that variable n is
viewed as a candidate oracle data (denoted as o1). Similar,
variable i at Line 5 is also a candidate oracle data, denoted
as o3. However, variable n at Line 5 is not viewed as a can-
didate oracle data in our approach, because Line 5 does not
assign a new value to variable n but uses its value, which is
assigned at Line 3. That is, in order to decrease the number
of candidate oracle data, we consider only the defined vari-
ables as candidate oracle data. In inter-procedural analysis,
we also regard the variable whose value is assigned through
method call or return as a candidate oracle data. For exam-
ple, num1 defined at Line 17 and factorial defined at Line
13 (i.e., the first factorial at Line 13) are two candidate
oracle data, which are o7 and o5. By analyzing statements,
especially the variables defined by these statements, we con-
struct a set of candidate oracle data.

For the set of candidate oracle data, we analyze their
definition-use chains, which are used to measure the fault-
observing capability of candidate oracle data. In data-flow
analysis, a definition-use chain is the structure that consists
of the definition of one variable and the use of the vari-
able, and the former variable reaches the latter use without
other intervening definitions [50]. For example, the relation
between variable n at Line 3 and variable n at Line 5 is
regarded as a definition-use chain. As this paper targets or-

1 void factorial() { /∗ compute factorial of a non−negative
integer n, i.e., n!∗/

2 int n, factorial, i;
3 read(”Enter the number:”, n); // o1
4 factorial = 1; // o2
5 i = n; // o3
6 if (n < 0)
7 print(”wrong input is:”, n);
8 else {
9 if (n == 0)

10 factorial = 0;// o4
11 else {
12 while (i > 0) {
13 factorial = multiply(factorial, i);// o5
14 i = i − 1;} }// o6
15 print(”The result is:”, factorial);} }
16

17 int multiply(int num1, int num2) {// o7,o8
18 int result;
19 return result = num1 ∗ num2;}// o9

Figure 1: Example program

acle data selection among candidate oracle data, we adapt
the definition of a definition-use chain as a structure that
consists of two oracle data oi and oj satisfying that the def-
inition of the variable in oi uses the value of the variable
defined in oj without other intervening oracle data. In the
remaining of this paper, a definition-use chain refers to such
a structure on oracle data. For example, variable i at Line 5
and variable n at Line 3 form a definition-use chain. More-
over, observing the value of variable i at Line 5 may detect
faults resulting from the wrong value of variable n at Line
3. Therefore, variable i at Line 5 can be used as a substi-
tute for n at Line 3 in software testing. That is, based on
definition-use chains, we can construct substitution relation-
ships between candidate oracle data.

Software faults are typically induced via erroneous code,
and errors in code can be observed through oracle data. For
example, variable i at Line 5 is useful in detecting faults re-
sulting from Line 5 because an error in this statement (e.g.,
“i=n+1”) may produce a wrong value for i. Furthermore,
this oracle data is also useful in detecting faults resulting
from other statements (i.e., Line 3), which define the value
for variable n used by Line 5. Therefore, observing the value
of i at Line 5 may detect faults resulting from Lines 3 and 5.
Based on this insight, for a candidate oracle data, it is fea-
sible to statically identify the statements, whose faults may
be observed by this oracle data. Based on this information,
we can further estimate the capability of candidate oracle
data on observing faults.

As it is costly to construct a test oracle with all the can-
didate oracle data, it is necessary to determine the selec-
tion order of these candidate oracle data so that developers
may construct a high-quality test oracle with a small num-
ber of oracle data. Intuitively, the candidate oracle data
with large capability on observing faults tend to be selected
early when constructing a test oracle. However, it may be
less effective to select oracle data just based on the descen-
dent order of their fault-observing capability because some
candidate oracle data observe the faults resulting from the
same statements. For example, observing either the value
of the first i at Line 14 or the value of num2 at Line 17
may detect the faults resulting from Line 5. Although both
of these oracle data may have large capability on observing
faults, it is not so necessary to select both of them because
their fault-observing capability may overlap with each other.
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Therefore, during oracle data selection, it is necessary to
identify the set of statements in which each candidate or-
acle data may detect faults so as to avoid selecting oracle
data with significantly overlapping fault-observing capabil-
ity. That said, oracle data selection should aim to maximize
the fault-observing capability of the set of selected oracle
data, not to maximize the fault-observing capability of each
selected oracle data individually.

In practice, tests are usually not sufficient and test a pro-
gram partially [29]. Therefore, we can further improve the
effectiveness of static oracle data selection by focusing on
only the partial program being tested. For example, testers
want to test only the method “multiply” in Figure 1 using
some JUnit test. As the source code in the method “facto-
rial” is not tested by this JUnit test, the candidate oracle
data in “factorial” (i.e., from o1 to o6) should be excluded
when constructing a test oracle for the JUnit test. Similarly,
the definition-use chains occurring on these candidate oracle
data should also be excluded. Following this intuition, we
extend static oracle data selection for programs with ana-
lyzable test code, because the partial program tested by the
tests can be statically identified by program analysis.

3. STATIC ORACLE DATA SELECTION
In this section, we first present the details of our basic

static technique, including probabilistic substitution graph
construction (Section 3.1), fault-observing capability calcu-
lation (Section 3.2), and oracle data selection (Section 3.3).
Then we present our extended static technique in Section 3.4.
Finally, we present the complexity analysis in Section 3.5.

3.1 Constructing the Probabilistic Substitution
Graph

For any program under test, our static oracle data se-
lection first takes the definition-use chains of the whole
program as inputs to construct a probabilistic substitu-
tion graph, which presents the probability that a candidate
oracle data may be a substitute for others. In particular,
the definition-use chains can be automatically generated by
using off-the-shelf inter-procedural program analysis tools
(e.g., Crystal [57] and WALA [68]). Suppose the set of candi-
date oracle data is denoted as {o1, o2, . . . , on}, each of which
is a definition of a variable. In other words, a candidate ora-
cle data can be viewed as a tuple between a variable and its
position, denoting the observation of the variable at the po-
sition. For any two oracle data oi and oj (1 ≤ i 6= j ≤ n), we
represent their definition-use chain by oi ⇐ oj , which shows
that the definition of the variable in oi uses the value of the
variable defined in oj . For Figure 1, the set of candidate
oracle data is {o1, o2, . . . , o9}, e.g., o1 refers to observing
n after Line 3 and o9 refers to observing result after Line
19. Based on the definition of definition-use chains (Sec-
tion 2), the example has the following definition-use chains:
o3 ⇐ o1, o7 ⇐ o2, o6 ⇐ o3, o8 ⇐ o3, o9 ⇐ o7, o9 ⇐ o8 and
o5 ⇐ o9. We regard the process of method call or return
as an assignment from one variable to another and thus get
inter-procedural definition-use chains like o7 ⇐ o2, o8 ⇐ o3,
and o5 ⇐ o9.

Then, we define the probabilistic substitution graph to
represent substitution relationships between candidate ora-
cle data. For any program, we define its probabilistic sub-
stitution graph (abbreviated as PSG) G = (V,E,W ) as fol-
lows.

• V is the set of vertices, each of which represents a can-
didate oracle data. That is, V is denoted as {o1, o2, . . . , on}.
• E is the set of edges, each of which denotes a substi-

tution relationship between two candidate oracle data.
For any two candidate oracle data oi and oj , if oi ⇐ oj ,
the former may be a substitute for the latter, which is
denoted as oi � oj , and there is an edge from oj to oi.

• W is the set of weights on edges. Each weight denotes
the probability that each substitution relationship oc-
curs between a pair of candidate oracle data. If oi � oj
with some probability (denoted as P (oi � oj)), there
is an edge from oj to oi whose weight is P (oi � oj).

Intuitively, for any edge from oj to oi whose weight is
P (oi � oj), faults resulting from the wrong values of the
variable in oj may be caught by oi with the probability
P (oi � oj). That is, the candidate oracle data oi is likely to
be a substitute for oj when constructing a test oracle.

For any program, we construct its PSG as follows.
First, our basic static technique constructs vertices and

edges of its PSG based on its definition-use chains. Although
a variable may be in more than one statement, including
its definition statements and use statements, we take only
the tuple between the variable and the position immediately
after its definition statement as a candidate oracle data. For
any two candidate oracle data oi and oj , if oi ⇐ oj , we
construct an edge from oj to oi.

Second, our basic static technique assigns weights on edges
to reflect the probability on the substitution relationships.
As some substitution relationships occur on some execu-
tions, not all the executions, our basic static technique uses
the probability on the substitution relationships to estimate
how likely the wrong value of the variable in oj may be ob-
served by the value of the variable in oi for any edge from
oj to oi. In particular, if the two statements in oj and oi
are always executed together (e.g., o1 and o3 in Figure 1),
P (oi � oj) is set to 1. Otherwise, P (oi � oj) is set to the
probability that the statement in oi is executed given that
the statement in oj is executed, i.e., the execution probabil-
ity of the corresponding branch. Note that since our analysis
operates on static control-flow graphs and data-flow graphs,
the dynamic loop iteration number cannot be obtained and
all the loops will be treated as having one iteration. For
example, the while statement “while(i > 0)” in Line 12 of
Figure 1 is treated as “if(i > 0)” in our basic static tech-
nique. Thus, P (o6 � o3)=b̄1 ∗ b̄2 ∗ b3, where b̄1, b̄2, and
b3 represent the execution probability of the false branch
of Line 6, the execution probability of the false branch of
Line 9, and the execution probability of the true branch
of Line 12. Although this treatment is a coarse simplifi-
cation, it avoids producing circles in the PSG for analyzing
dependencies between oracle data. To illustrate, Figure 2(a)
presents the PSG of the example in Figure 1 with additional
dashed edges.

3.2 Estimating Fault-Observing Capability
From the macroscopic perspective, faults are induced by

developers’ errors in programming, which are demonstrated
by erroneous statements. From the microscopic perspective,
faults are reflected by variables’ values during execution.
Therefore, observing oracle data may detect faults result-
ing from erroneous statements.

For any candidate oracle data oi, observing it may detect
faults resulting from the statement in oi because any faults
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3:read(”Enter the 
number: ”,n) //o1 

5:i=n; //o3 

14:i=i-1;//o6 17:Multiply(int num1, 
int num2)//o7 

17:Multiply(int num1, 
int num2)//o8 

4:factorial=1; //o2 

19:return result=num1*num2;//o9 

13:factorial=Multiply(factorial, i);//o5 

(1) L-1 Substitution: 
(2) L-2 Substitution: 
(3) L-3 Substitution: 
(4) L-4 Substitution: 1 

1 1 

1 

ƃ1ƃ2b3 

α 
α 

(a) before selection

(1-fp) 

3:read(”Enter the 
number: ”,n) //o1 

5:i=n; //o3 

17:Multiply(int num1, 
int num2)//o8 

4:factorial=1; //o2 

19:return result=num1*num2;//o9 

13:factorial=Multiply(factorial, i);//o5 

1 1 

1 

ƃ1ƃ2b3 

α 
α 

i=i-1;//o6 

(1) L-1 Substitution: 
(2) L-2 Substitution: 
(3) L-3 Substitution: 
(4) L-4 Substitution: 

17:Multiply(int num1, 
int num2)//o7 

(b) after selection

Figure 2: Example Probabilistic Substitution Graph (PSG) (with transitive substitution)

in this statement may yield a wrong value to the variable in
oi.

For any other candidate oracle data oj , if oi � oj , the
definition of the variable in oi uses the value of the variable
in oj directly. Observing oi can potentially also detect faults
resulting from the statement in oj because a fault in this
statement may produce an incorrect value which in turn
may propagate to the definition of the variable in oi.

For any other candidate oracle data ok1 and ok2 (i 6= k1∧
i 6= k2), if oi � ok1 and ok1 � ok2 (i.e., the definition of the
variable in oi uses the variable in ok1 and the definition of
the latter uses the variable in ok2), observing oi may also
detect faults resulting from the statement in ok2 because
a fault in this statement may produce an incorrect value
that may propagate to the definition of the variable in oi
through the definition of the variable in ok1. If oi � ok1 �
. . . � oks (i 6= k1, ..., i 6= ks), it is likely to detect faults
resulting from the statements in ok1, ..., oks via observing oi.
Note that due to our simplification on loop statements, the
preceding analysis on transitive substitution relationships
does not produce circles like oi � ok1 � . . . � oi.

For any candidate oracle data oi, we traverse the PSG
to find the set of statements whose faults are likely to be
detected via observing oi. We denote this set as W (oi).
Obviously, W (oi) includes the statement in oi. For any oj
belonging to W (oi), it is likely to detect faults resulting from
the statement in oj via observing oi. That is, oi has the
capability on observing faults resulting from the statement
in oj . We denote this capability as FOC(i, j).

In particular, given two candidate oracle data oi and oj ,
we estimate the value of FOC(i, j) as follows. If oi and oj are
the same oracle data (i.e., i=j), FOC(i, i) = 1 because oi is
the most suitable oracle data to detect faults resulting from
the statement in oi itself. If there is an edge from oj to oi in
the PSG, we use the weight on this edge (i.e., P (oi � oj))
to measure FOC(i, j) because P (oi � oj) shows how likely
faults resulting from the wrong values of the variable in oj
may be caught by oi. In this circumstance, FOC(i, j) =
P (oi � oj). Supposing oi � ok1 � . . . � oks = oj is a path
(denoted as path) from oj to oi in the PSG, we use Formula 1
to estimate the FOC value resulting from this path.

FOC(path) = αs−1 ∗ P (oi � ok1) ∗ ... ∗ P (oks−1 � oks) (1)

Here α (which may be a constant or variable) is a pa-
rameter on measuring to what extent the substitution rela-

tionship transfers between two adjacent edges in paths with
length ≥2. Note that for any path of length 1 (i.e., s = 1),
the FOC value for the path would be P (oi � ok1). We will
empirically investigate the impact of α in Section 4. The
dashed edges in Figure 2(a) also illustrate the transitive sub-
stitution relationship along paths between oracle data, e.g.,
the L-i Substitution edge denotes the transitive substitution
relationship along paths with length i. In particular, L-1
Substitution, represented by solid edges in the figure, is ac-
tually a substitution relationship without transition. Since
there may be more than one path from oj to oi in the PSG,
we sum up the estimated FOC values resulting from all the
paths to calculate FOC(i, j). In particular, supposing there
are l paths (denoted as path1, path2, ..., pathl) from oj to oi
in the PSG, Formula 2 calculates the value of FOC(i, j) con-
sidering all paths from oj to oi. In particular, as these paths
share the same starting vertex (i.e., oj) and ending vertex
(i.e., oi), the value of FOC(i, j) cannot be larger than 1.
Furthermore, we are always able to consider all paths from
oj to oi because PSG is acyclic.

FOC(i, j) =

l∑
t=1

FOC(patht) (2)

We adopt a variant of the Floyd algorithm [21] by enu-
merating new paths from oj to oi and updating FOC(i, j)
when a vertex in V is added to the set of intermediate ver-
tices along paths. As a PSG may be represented by a sparse
matrix by discarding zero elements, we plan to refine our
basic technique via further optimizations, e.g., orthogonal
list representation [35] and Johnson’s algorithm [44], which
target storing and operating sparse matrices.

3.3 Selecting Oracle Data
Using the values of FOC(i, j), we can calculate the to-

tal capability of oi on observing faults in statements of the
program under test (denoted as FOC(i)) via Formula 3.

FOC(i) =
∑

oj∈W (oi)

FOC(i, j) (3)

Values of FOC(i) provide a basic guideline for selecting
oracle data. However, given two oracle data oi and oj , if
FOC(i, k) > 0 and FOC(j, k) > 0, both oi and oj can help
detect faults resulting from the statement in ok. Therefore,
if oi is already selected for detecting faults resulting from
the statement in ok, it may be less necessary to select oj
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for the same purpose. We use fp to measure the impact of
selected oracle data on unselected oracle data. Furthermore,
different numbers of oracle data may be used in different
circumstances. Therefore, we propose several heuristics for
oracle data selection in the following sub-sections:

Algorithm 1 Oracle data selection

1: for each i (1 ≤ i ≤ n) do
2: Selected[i]← false
3: Foc[i]← 0
4: end for
5: for each i (1 ≤ i ≤ n) do
6: for each j (1 ≤ j ≤ n) do
7: if FOC[i, j] > 0 then
8: Foc[i]← Foc[i] + FOC[i, j]
9: end if
10: end for
11: end for
12: for each j (1 ≤ j ≤ m) do
13: current← 0
14: k ← 0
15: for each i (1 ≤ i ≤ n) do
16: if not Selected[i] then
17: if Foc[i] > current then
18: current← Foc[i]
19: k ← i
20: end if
21: end if
22: end for
23: Selected[k]← true
24: Foc[k]← 0
25: for each i (1 ≤ i ≤ n) do
26: if FOC[k, i] > 0 then
27: for each s (1 ≤ s ≤ n) do
28: if k 6= s ∧ FOC[s, i] >0 ∧ not Selected[s] then
29: Foc[s]← Foc[s]− FOC[s, i] ∗ fp
30: FOC[s, i]← FOC[s, i] ∗ (1− fp)
31: end if
32: end for
33: end if
34: end for
35: end for

3.3.1 Selection Algorithm
Algorithm 1 depicts our heuristics on determining the se-

lection order of candidate oracle data. Suppose that there
are totally n candidate oracle data to be selected. In the
algorithm, we use a boolean array Selected[i] (1 ≤ i ≤ n)
to record whether the candidate oracle data oi has been
selected, an array FOC[i, j] (1 ≤ i, j ≤ n) to record the
fault-observing capability of oi for observing faults in the
statement in oj , and Foc[i] (1 ≤ i ≤ n) to record the total
fault-observing capability of oi.

In Algorithm 1, Lines 1 to 4 perform initialization. Lines 5
to 11 calculate the values of Foc[i] (1 ≤ i ≤ n) based on the
values of FOC[i, j] (1 ≤ i, j ≤ n) according to Formula 3.

Lines 12 to 35 perform oracle data selection. In particular,
the loop body repeats m (m ≤ n) times to select m oracle
data. Within this loop, Lines 13 to 22 look for the candidate
oracle data (whose index is assigned to k) with the largest
fault-observing capability; Line 23 selects this oracle data by
assigning true to its variable Selected[k]; Line 24 assigns 0
to the total fault-observing capability of selected oracle data
to avoid duplicate selection.

Lines 25 to 34 adjust the fault-observing capability of
other candidate oracle data on the basis that candidate or-
acle data ok is selected. Here, we use fp (0 ≤ fp ≤ 1)
to parameterize how selected oracle data impact the fault-
observing capability of other candidate oracle data. Thus,
for different values of fp, Algorithm 1 yields different oracle
data selection strategies. Intuitively, the larger fp is, the
larger impact the selected oracle data ok has on any uns-

elected oracle data os, and thus the smaller the values of
Foc[s] and FOC[s, i] are. Figure 2(b) presents the up-
dated PSG after selecting o6 (marked as grey node) based
on Figure 2(a), where the grey areas represent adjusted FOC
values. For example, the FOC value between o3 and o1 is
now updated to 1∗ (1−fp) since o1 has been tested to some
extent by the selected o6.

3.3.2 Choice of the Parameter fp
As fp provides a means to control the impact of previ-

ous selections of oracle data on unselected oracle data, we
provide two strategies on the choice of the value of fp. In
an optimistic perspective, since the selection of ok in Algo-
rithm 1 would help observe faults in the statement of any oi
where FOC[k, i] > 0, there is no need to consider observing
faults for these statements. Thus, we can set the value of fp
to 1, so that Lines 25 to 34 in Algorithm 1 can ensure not
to consider faults resulting from the statements of oi where
FOC[k, i] > 0.

Furthermore, since the FOC values of an oracle data al-
ready reflect how the oracle data can help observe faults
in statements, we can utilize these values when setting the
value of fp. In particular, we make fp a differentiated value
for different oracle data because selected oracle data have
various impact on different unselected oracle data. That is,
we use an array fp[i] (1 ≤ i ≤ n) to record the fp value of oi
in this algorithm. Initially, the fp value for any oracle data
is 0 because no oracle data is selected. In Algorithm 1, we
implement this initialization by adding fp[i] ← 0 between
Lines 3 and 4. As soon as ok is selected, we update the fp
value for any oracle data oi where FOC[k, i] > 0, by adding
fp[i] ← fp[i] + FOC[k, i] and fp ← fp[i] between Lines
26 and 27. That is, as ok is selected, it adds more impact
of the selected oracle data on the fault-observing capability
of unselected oracle data and thus we increase the fp value
of any oracle data oi where FOC[k, i] > 0. Moreover, for
oi, the more times its fp is updated due to the selection of
some oracle data, the larger its fp value is and the smaller
the value of FOC[s, i] is (os represents any unselected ora-
cle data where FOC[s, i] > 0). That is, by increasing the fp
value of oi, Algorithm 1 prefers to not select the oracle data
os where FOC[s, i] > 0 to observe faults in the statement
of oi because these faults may already be detected by the
selected oracle data.

3.4 Further Extension
In practice, tests are usually not sufficient and actually

test a program partially. Therefore, it is not necessary to
consider all the substitution relationships between candidate
oracle data because some of them are not covered by exist-
ing tests. Furthermore, considering all these substitution
relationships, our basic static technique may select useless
oracle data and become less effective. Fortunately, for some
modern unit testing frameworks (e.g., JUnit), each test is
a code snippet including sequence of method invocations.
Thus it is possible to statically identify the parts of source
code tested based on the call-graph analysis of the test code
snippets. That is, for any program with tests in the form
of analyzable code snippets (e.g., JUnit tests), we further
extend the static technique to tailor the program based on
static call-graph analysis.

In particular, our extended technique first extracts a static
call graph of the tests (denoted as T ) by using 0-1-CFA al-
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gorithm [30], which has been demonstrated to be efficient
and more precise than other common static algorithms, e.g.,
class hierarchy analysis [17] or rapid type analysis [4]. Based
on the static call graph, our extended technique constructs
definition-use chains by removing the candidate oracle data
that are not within the static call graph of T . Based on these
definition-use chains, our extended technique constructs a
PSG, which is actually a tailored PSG for the whole pro-
gram. Based on this PSG, our extended technique estimates
the fault-observing capability of candidate oracle data (Sec-
tion 3.2) and selects oracle data (Section 3.3). Further dis-
cussion on the comparison between the basic and extended
static techniques is referred to Section 5.1.

3.5 Complexity Analysis
Supposing that the total number of candidate oracle data

is n and the number of selected oracle data is m, we an-
alyze the time complexity of our basic static technique as
follows. The time complexity for constructing the PSG is
O(n). Since our basic static technique calculates paths in
the PSG based on a variant of the Floyd algorithm, the
time complexity for estimating the fault-observing capabil-
ity is O(n3) in the worst case. When α = 0, this complexity
can be further reduced to O(n). The time complexity for
oracle data selection in the worst case is O(mn2). Generally
speaking, the time complexity of our basic static technique
is O(n3) in the worst case, since m ≤ n.

Our extended static technique has the same stages as our
basic static technique when taking definition-use chains as
inputs. Thus, the time complexity of our extended static
technique is also O(n3) in the worst case. In particular, our
extended static technique needs to construct a static call
graph of T by 0-1-CFA, which may incur extra cost [30].
On the other hand, our extended static technique may also
reduce overheads due to the its tailored PSG. In particular,
as the PSG used by our extended static technique is more
sparse, our extended static technique may reduce overheads
during calculating fault-observing capability and selecting
oracle data. Furthermore, the cost of constructing a PSG
is also reduced as the program under test can be viewed as
being tailored. We further investigate the cost of the basic
static and extended static techniques in Section 4.7.2.

4. EXPERIMENTAL STUDY
Our study addresses the following research questions.

• RQ1: How do different configurations (i.e., α and fp)
impact the effectiveness of SODS?

• RQ2: How does SODS compare to the existing dy-
namic approaches in terms of both effectiveness and
efficiency?

• RQ3: How does the number of selected oracle data
influence the effectiveness of SODS?

4.1 Implementation and Supporting Tools
When implementing our SODS approach, we adopted the

static analysis tool Crystal2 for C subjects and the anal-
ysis tool WALA3 for Java subjects to identify definition-
use chains. Moreover, we do not analyze the definition-use
chains in libraries and take them as a black box in imple-
menting our SODS approach. In total, we spent two months

2https://www.cs.cornell.edu/projects/crystal/
3http://wala.sourceforge.net

in implementing the SODS approach. More details are avail-
able at the SODS homepage4.

We also reimplemented MAODS [62] and DODONA [46]
due to the lack of existing tool support. MAODS is the
first approach to oracle data selection, which runs test in-
puts against a large number of mutants and selects vari-
ables based on the number of mutants distinguished from
the original program by these variables. Later, targeting
only object-oriented programs, DODONA is proposed to se-
lect oracle data via analyzing the network centrality metrics
of variable relationship graph in execution traces. In par-
ticular, we use MutGen5 to generate mutants to implement
MAODS, and use Java PathFinder [66] to analyze dynamic
dataflow relations to implement DODONA strictly following
the prior work [46]. In total, we spent about three months
in implementing DODONA and MAODS.

Any of the preceding approaches, including our SODS and
the compared DODONA and MAODS, outputs a list of se-
lected oracle data, which can be manually augmented with
expected outputs to construct complete test oracles. The
same as the prior work [62, 46], testers can construct a com-
plete test oracle for Java subjects by adding an assertEqual
call for each oracle data in each given JUnit test, and con-
struct program oracles for C subjects since its tests are actu-
ally system tests. Furthermore, following prior work [46], if
a selected oracle variable is unstable (e.g., a random variable
that may yield different values during different executions of
the same test input), we removed it from the set of selected
oracle data.

4.2 Subjects, Tests, and Faults
We used two C subjects and nine Java subjects in this

study. The two C subjects are two unix utilities available at
Software-artifact Infrastructure Repository (SIR) [1]. The
nine Java subjects have been widely used in the literature
of software testing [75, 32], including the prior work on or-
acle data selection [46]. Each subject has a test suite ac-
cumulated during software development. The tests for the
C subjects are system tests, which are actually test inputs
without test oracles. The tests for the Java subjects are JU-
nit tests, which consist of test inputs and assertions on test
outputs. To evaluate fault-detection effectiveness of selected
oracle data, we ignore these original assertions by using the
ASM bytecode manipulation framework. Table 1 presents
the basic information of these subjects, where Columns 3-6
present the LOC without libraries and test code, the total
candidate oracle data number6, test number, and test cover-
age. Following prior work [46], we removed the tests incuring
compilation errors in Java PathFinder; the test coverage for
C/Java subjects was collected using Gcov/EclEmma7.

In the literature, mutation testing has been shown to be
effective in simulating real faults for software testing exper-
iments [40, 3]. So do the prior work on oracle data selec-
tion [46, 62]. Therefore, we also constructed faulty pro-
grams using mutation testing [76]. In particular, we used
MutGen [3]/Major [41] to generate all mutants for C/Java
subjects. Similar with the prior work [46], for each subject

4https://github.com/JunjieChen/sods
5http://www.csd.uwo.ca/faculty/andrews/software/
mutgen.zip
6Only candidate oracle data in the source code are consid-
ered here.
7http://www.eclemma.org/download.html.
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Table 1: Subjects
Subject Version LOC #OData #Test Coverage

Gzip 1.1.2 5,680 1,507 214 66.8%
Flex 2.4.7 10,459 1,800 525 77.4%

CSV [16] 1.1 1,382 2,233 208 88.7%
JDKIM [37] 0.2 1,777 2,600 61 48.9%
JCT [36] 1.7 1,808 2,889 148 88.5%
CLI [14] 1.2 1,978 2,871 191 94.1%
TAM [64] 0.5.1 2,372 4,643 233 87.9%
JMIME [39] 0.7.2 4,439 6,112 214 81.1%
CIO [13] 2.4 8,839 12,390 845 78.3%
DIG [18] 3.3.2 9,917 6,219 178 70.5%
JGT [38] 0.9.0 12,978 16,308 190 71.7%

Total — 61,629 59,572 3,007 —

Table 2: Strategies of our static approach
Approach

SODS(A/B) X
1 2 3 4 5 6 7 8

α 0 0 0.25 0.25 0.5 0.5 1 1

fp 1 d 1 d 1 d 1 d

program, we constructed 20 mutant groups, each of which
consists of 40 different randomly selected mutants, i.e., 800
mutation faults in total for each subject.

4.3 Independent Variables (IVs)
We consider the following independent variables.

IV1: Oracle Data Selection Approaches. We compare
our SODS approach with two state-of-the-art dynamic ap-
proaches, MAODS [62] and DODONA [46].
IV2: SODS Configurations. We consider various con-
figurations of our SODS approach by varying the values of
the two parameters α and fp. Table 2 summarizes the six-
teen strategies of our static approach with various values
on α and fp. For ease of representation, we use SODSA X
/SODSB X (X=1, 2,. . . , 8) to denote the strategies of our
basic/extended static technique with various settings on α
and fp. For α, we assign its value as 0, 0.25, 0.5, 1 respec-
tively, and for fp, we assign a differentiated value (abbrevi-
ated as d in this table) or an uniform value (i.e., 1).
IV3: Sizes of Selected Oracle Data. This variable con-
cerns with the number of oracle data selected when con-
structing a test oracle. Similar with previous work [62,
46], we use 10 oracle data as the default configuration. In
addition, in practice, testers typically construct 1-10 asser-
tions for each test input [24]. Therefore, we also investigate
whether the comparison results between our approach and
the existing approaches are influenced by different sizes of
selected oracle data from 1 to 10.

4.4 Dependent Variables (DVs)
The dependent variables considered in our study consist

of the rate of faults detected by the selected oracle data and
the total time in oracle data selection. The former measures
the effectiveness, whereas the latter measures the efficiency.

4.5 Experimental Process
First, we applied our basic technique to each subject, our

extended technique to each Java subject, the dynamic ap-
proach MAODS to each C subject8, and the dynamic ap-
proach DODONA to each Java subject9, recording the ora-
cle data selection order and the total time spent on oracle
data selection.

8We did not apply MAODS to Java subjects because prior
work has shown that DODONA is more effective than
MAODS for Java programs [46]. In particular, for each C
subject, we generated mutants using MutGen and then fed
all the mutants and the whole test suite to MAODS.
9We did not apply DODONA to C subjects because it was
designed for object-oriented programs [46].

To evaluate the fault-detection effectiveness of selected or-
acle data, we applied each test input with the selected oracle
data to the faulty programs, recording the faults detected
by each oracle data. In particular, we first obtained its ex-
pected value for the corresponding test input by recording its
actual value through code instrumentation during the origi-
nal program execution. Then we checked whether the actual
value of this oracle data on the faulty program is the same
as the corresponding expected value. If not, this oracle data
detects the corresponding fault. For each subject, based on
the faults that each oracle data detects, we calculate the rate
of faults detected by the set of oracle data selected by each
approach on 20 different mutant groups (i.e., 800 faults).

All the experiments were conducted on a workstation with
Intel E5504 Quad-Core Processor 2.0GHz and 100G mem-
ory, running Ubuntu 12.04.

4.6 Threats to Validity
The main threat to construct validity is concerned with

the metrics used to evaluate the effectiveness and efficiency
of the studied approaches. To reduce this threat, we used
the widely used metrics in software testing, i.g., the rate of
fault detection as well as the approach overhead.

The threats to internal validity mainly lie in the imple-
mentations of the dynamic and static approaches. Since
the implementation and raw experimental data of MAOD-
S/DODONA are not accessible, with the aid of their au-
thors, we strictly followed the prior work, and also ensured
that our implementation produced similar results with prior
work [62, 46]. To reduce the threat of implementing our
static approach, we used existing static analysis tools (i.e.,
Crystal and WALA). However, we introduced the following
simplifications when implementing our approach. First, we
assumed that every branch within a conditional statement
has the same execution probability because it is extremely
hard to predict the execution probabilities of branches stat-
ically and precisely. Second, aliasing is not handled. Third,
each array variable, object variable, heap variable, or mem-
ber variable of a class, is treated as a single variable in con-
structing the set of candidate oracle data. In the future, we
will further improve these simplifications by adopting more
advanced analysis techniques.

The threats to external validity mainly lie in the used
subjects, faults, and tests. Although we used more subjects
than the prior work [62, 46] and the subjects are widely
used in the literature of software testing, they may not be
representative of other programs. Although mutation faults
have been demonstrated to be reasonable in the evaluation
of testing techniques [40, 3], mutation faults may still not
be representative of real faults in practice. To reduce these
threats, we will conduct experiments on practical programs
with real faults in the future. Furthermore, another external
threat lies in the used tests – following the DODONA work,
we removed some tests that incur compiling errors on Java
PathFinder.

4.7 Results and Analysis
4.7.1 RQ1: Configuration Impacts

Table 3 presents the average fault-detection rate of SODS
with various values of α and fp for a given oracle data set.
The results in this section are based on 10 selected ora-
cle data. Rows 3 to 13 present the average fault-detection
rate of our static approach for each subject respectively,
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Table 3: Average rate of faults detected by the oracle data selected by SODS (%)
Approach

SODSA X SODSB X
1 2 3 4 5 6 7 8 1 2 3 4 5 6 7 8

Gzip 38.3 38.3 39.9 37.5 38.8 36.5 43.5 43.4 — — — — — — — —
Flex 20.5 20.5 20.4 21.0 20.4 21.1 20.5 21.0 — — — — — — — —

CSV 34.9 34.9 38.4 37.8 38.4 37.8 39.3 39.3 32.9 32.9 39.5 37.8 39.5 37.8 40.4 40.1
JDKIM 22.3 22.3 20.9 19.0 19.0 19.0 19.4 19.4 24.6 24.6 22.0 24.6 22.0 22.0 22.0 22.0
JCT 45.3 45.3 35.5 35.9 35.8 35.8 35.6 35.9 50.6 50.8 38.0 35.8 37.8 35.8 37.9 37.9
CLI 60.4 61.6 60.9 61.6 59.8 62.0 55.9 55.9 61.3 61.3 58.6 61.6 57.5 61.1 53.4 53.4
TAM 52.9 52.9 47.6 54.5 52.4 52.9 45.3 45.3 53.0 53.0 47.3 53.3 47.8 55.4 50.5 50.5

JMIME 48.5 48.5 47.8 43.4 44.3 43.5 31.9 31.9 49.9 49.9 43.3 48.1 42.6 43.3 32.9 32.9
CIO 29.6 29.6 27.5 31.1 32.4 33.3 29.3 29.3 30.0 30.0 31.0 33.5 19.4 28.6 13.9 13.9
DIG 30.0 30.0 27.6 29.8 27.6 27.6 28.6 28.6 34.6 34.6 27.3 27.0 27.3 24.3 26.0 26.4
JGT 42.1 42.1 47.4 44.9 46.4 46.4 45.8 45.8 45.0 45.0 46.9 46.1 46.4 45.5 44.5 44.5

Avg. 38.6 38.7 37.6 37.9 37.7 37.8 35.9 36.0 42.4 42.5 39.3 40.9 37.8 39.3 35.7 35.7

Table 4: Overall fault-detection rates (%)
MAODS/DODONA SODSA 2 SODSB 2

Subject Avg. SD. Avg. SD. Avg. SD.

Gzip 38.5 7.09 38.3 7.26 – –
Flex 18.1 7.73 20.5 8.68 – –

Avg. 28.3 – 29.4 – – –

CSV 43.6 7.09 34.9 7.45 32.9 7.66
JDKIM 23.4 4.46 22.3 6.53 24.6 6.19
JCT 44.0 8.33 45.3 8.46 50.8 8.03
CLI 60.0 7.30 61.6 8.24 61.3 8.13
TAM 51.9 9.17 52.9 7.88 53.0 8.05
JMIME 39.9 9.78 48.5 7.63 49.9 9.23
CIO 21.6 8.04 29.6 7.96 30.0 6.59
DIG 35.6 8.66 30.0 6.93 34.6 7.04
JGT 25.9 7.62 42.1 6.19 45.0 6.18

Avg. 38.4 – 40.8 – 42.5 –

and the last row presents the average fault-detection rate
of our static approach for all the subjects. In particular,
as SODSB targets only Java subjects, its results for the C
subjects are not available. The bold numbers in Columns 2
to 9 (Columns 10 to 17) represent the top 2 largest average
fault-detection rate of SODSA (SODSB) for each subject.

From Table 3, the average fault-detection rate of SODSA 2
is mostly larger than the other strategies of SODSA. Even
when SODSA 2 is not within the top 2 implementations
(i.e., for Gzip, Flex, CSV, CIO and JGT), the difference be-
tween SODSA 2 and the best technique is at most 5.2%. In
summary, for SODSA, the best configuration of the two pa-
rameters is that α = 0 and fp = d. Similarly, for SODSB, all
configurations with fp = d are usually at least as effective
as all configurations with fp = 1, while all configurations
with α = 0 usually perform better than the other config-
urations. Thus, for SODSB, the best configuration of the
two parameters is also that α = 0 and fp = d. This ob-
servation indicates that, substitution relationship transfer
does not tend to improve the effectiveness of oracle data
selection, but considering differentiated impacts of selected
oracle data on the unselected oracle data can improve the
effectiveness. Through the preceding analysis, the default
values of the two parameters are set to be that α = 0 and
fp = d (i.e., SODSA 2 and SODSB 2) when applying our
static approach for the rest of this paper and practical usage.

4.7.2 RQ2: Comparison with Dynamic Approaches
Table 4 presents overall fault-detection rates for our de-

fault static techniques and state-of-the-art dynamic tech-
niques. In the table, “Avg” and “SD” stand for average
fault-detection rates and standard deviations. Note that
the SODSB 2 technique does not apply to the C subjects.
From the table, SODSA 2 is more effective than MAODS
for the C subjects on average. For the Java subjects, both
SODSA 2 and SODSB 2 are more effective than DODONA
on average. More specifically, SODSA 2/SODSB 2 is able
to outperform DODONA for 6/7 out of the 9 Java subjects.

To learn whether our static approach is significantly differ-
ent from the dynamic approaches, we further perform statis-
tical analysis. We first performed the Kolmogorov-Smirnov
test [69], whose results demonstrated that the population on

Table 5: Paired sample T test (α = 0.05)
Subject

SODSA 2- SODSB 2- SODSA 2- SODSB 2-
DODONA DODONA MAODS SODSA 2

Gzip — — 0.818 —
Flex — — 0.000(+) —

CSV 0.000(-) 0.000(-) — 0.065
JDKIM 0.330 0.234 — 0.003(+)
JCT 0.398 0.000(+) — 0.000(+)
CLI 0.336 0.443 — 0.267
TAM 0.408 0.398 — 0.905
JMIME 0.000(+) 0.000(+) — 0.037(+)
CIO 0.001(+) 0.000(+) — 0.724
DIG 0.000(-) 0.402 — 0.000(+)
JGT 0.000(+) 0.000(+) — 0.000(+)

the faults detected by the selected oracle data follows the
normal distribution, which is the precondition of the paired
sample T test. Then we performed a paired sample T test
(with the significance level α of 0.05) [26] on the raw fault-
detection rates of the selected oracle data (i.e., on 20 mutant
groups) for each subject. Table 5 lists the p-values of the T
test, where “(+)” indicates that the former approach signifi-
cantly outperforms the latter and“(-)” indicates that the lat-
ter approach significantly outperforms the former. In other
words, the results without any marks (i.e., “(+)” and “(-)”)
indicate that the compared approaches have no significant
difference. From the table, SODSA 2 and DODONA have
no significant difference for four Java subjects (i.e., JDKIM,
JCT, CLI and TAM). SODSB 2 and DODONA also have no
significant difference for four Java subjects. SODSA 2 and
MAODS have no significant difference for Gzip. Generally
speaking, for almost half subjects, our static approach has
no significant difference with the dynamic approaches.

For the remaining subjects, SODS and the dynamic tech-
niques have significant difference. In particular, SODSA 2
significantly outperforms MAODS for Flex, while MAODS
cannot significantly outperform SODSA 2 for any C sub-
ject. For Java subjects, SODSA 2 significantly outperforms
DODONA for 3 subjects (i.e., JMIME, CIO, and JGT),
whereas DODONA significantly outperforms SODSA 2 for
2 subjects (i.e., CSV and DIG). Furthermore, SODSB 2 sig-
nificantly outperforms DODONA for 4 subjects (i.e., JCT,
JMIME, CIO, and JGT), whereas DODONA only signifi-
cantly outperforms SODSB 2 for CSV. In summary, SODSA 2
is at least as effective as MAODS for all C subjects, while
SODSB 2 is at least as effective as DODONA (significantly
better than DODONA for 4 of the 9 Java subjects) except
for the smallest subject CSV.

Furthermore, as our extended technique aims to improve
the effectiveness of our basic static technique for programs
tested under the JUnit testing framework, we further com-
pare our basic technique and our extended technique based
on the same paired sample T test. From the last column
of Table 5, we observe that these two techniques have no
significant difference for 4 subjects (i.e., CSV, CLI, TAM
and CIO). For all the 5 remaining Java subjects, SODSB 2
significantly outperforms SODSA 2. That is, through tailor-
ing the PSG by removing the definition-use chains that are
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Table 6: Execution time (minutes)
Approach

SODSA X SODSB X
MAODS DODONA

2 Max 2 Max

Gzip 0.31 0.34 — — 10,620.70 —
Flex 0.46 0.53 — — 11,606.03 —

CSV 0.51 0.51 0.83 0.89 — 35.35
JDKIM 0.47 0.56 0.35 0.40 — 0.57
JCT 0.61 0.63 1.64 1.74 — 1.40
CLI 0.45 0.45 0.32 0.40 — 0.38
TAM 0.73 0.74 0.94 0.99 — 0.63
JMIME 1.05 1.11 0.87 0.91 — 43.45
CIO 3.00 3.20 3.73 3.85 — 192.33
DIG 1.24 1.33 3.19 3.39 — 0.45
JGT 4.07 4.15 9.45 18.27 — 317.30

not covered by tests, our extended static technique further
improves the effectiveness of our basic static technique.

Table 6 presents the execution time of the static and dy-
namic approaches on selecting 10 oracle data. As the space
is limited and the execution time for different configurations
of our approach is close, we present the time cost of only our
default configuration (i.e., X=2), and the maximum time
cost among all configurations of our approach. The results
show that the cost for DODONA ranges from 0.38 minutes
to 317.30 minutes, and the cost for MAODS ranges from
10,620.70 to 11,696.03 minutes. In contrast, the execution
time for our default SODSA 2 and SODSB 2 only ranges
from 0.31 minutes to 9.45 minutes, and even the cost for the
most expensive configuration of our approach only ranges
from 0.34 minutes to 18.27 minutes. It is clear that our
techniques are much more efficient than MAODS. Compar-
ing our techniques with DODONA on Java subjects, the
execution time of our static techniques with default configu-
rations is much smaller than that of DODONA on 4 subjects
(i.e., CSV, JMIME, CIO, and JGT), whereas for the remain-
ing Java subjects the execution time of our static techniques
is close to that of DODONA. We suspect the reason for the
later observation to be that the source code of the latter
subjects contains few complex structures such as loops so
that it is less time-consuming to run these subjects with
tests and analyze the execution information. In general, our
SODSA 2 and SODSB 2 techniques cost less than 10 min-
utes for any Java subject, whereas DODONA is not stable
and can cost more than 300 minutes. Therefore, our static
techniques clearly demonstrate their superiority to the dy-
namic approaches in terms of efficiency.

4.7.3 RQ3: Impacts of Selected Oracle Data Size
In this section, we further investigate the effectiveness

of all the studied techniques when selecting 1 to 10 ora-
cle data. Table 7 presents the average fault-detection rate
of each studied technique for each subject when using dif-
ferent numbers of oracle data10. In the table, each column
presents the results for different techniques (M, D, SA, and
SB denotes MAODS, DODONA, SODSA 2, and SODSB 2,
respectively) with different sizes of oracle data set.

From this table, SODSA 2 outperforms MAODS for both
C subjects when using more than 7 oracle data. When us-
ing no more than 7 oracle data, either SODSA 2 or MAODS
outperforms the other only in one of the two C subjects. The
reason is that MAODS is directly based on the dynamic ef-
fectiveness of oracle data, and tend to be more precise when
using a smaller number of oracle data. Surprisingly, on the
average of all Java programs, our SODSA 2 and SODSB 2
techniques consistently outperform DODONA for all the 10
different oracle data set sizes, demonstrating the promis-
ing future of static oracle selection. For example, when or-

10The results of “Size=10” are the same with the average
fault-detection rates in Table 4.

Table 8: Comparison using same/different test suite
Size= 1 2 3 4 5 6 7 8 9 10

Same 7 7 7 9 9 9 9 9 10 10
Different 4 4 4 5 5 5 5 5 6 6

acle data size is 9, DODONA detects 35.4% faults, while
SODSA 2 and SODSB 2 detect 39.7% and 41.5% faults, re-
spectively. Another interesting finding is that SODSA 2 is
competitive comparing to SODSB 2 when using ≤8 oracle
data, further demonstrating the effectiveness of SODS.

5. DISCUSSION
5.1 General v.s. Test-Specific

Based on whether oracle data are selected for some spe-
cific tests or any tests, oracle data selection can be classi-
fied into general approaches (e.g., SODSA) and test-specific
approaches (e.g., MAODS, DODONA and SODSB). Gen-
eral approaches may be more applicable at an early stage of
software development without test inputs. For example, in
practice, modern code base usually contains a large number
of assertions, and the developers typically start to construct
the test oracle at an early stage of software development
when no test inputs have been given yet. On the contrary,
test-specific approaches may be more applicable for any spe-
cific test suite consisting of only test inputs.

Furthermore, in software evolution where test suites are
continuously refined, it is cost-effective to use general ap-
proaches rather than test-specific approaches, because test-
specific approaches may be less effective for test suites that
are not used in oracle data selection. To verify this hypoth-
esis, we took MAODS as a representative of test-specific
approaches and conducted a small experiment on Flex using
two randomly constructed test suites, each of which con-
sists of 50 randomly selected test inputs. Then, we fed
one test suite to MAODS, and evaluated the oracle data
selected by MAODS with this test suite as well as with the
other test suite on 40 randomly selected mutants. Table 8
presents the number of faults detected by each oracle data
set where“Same”/“Different”denotes the situation where the
same/different test suite is used in oracle data selection and
evaluation. MAODS performs much worse when different
test suites are used in oracle data selection and evaluation.
Therefore, in test-suite evolution, general approaches tend
to be more effective than test-specific approaches because
the latter require testers to re-select oracle data from time
to time to keep the selected oracle data effective.

5.2 Should We Go with More Oracle Data?
Section 4.7.3 shows that our static approach is stable, and

more effective than dynamic techniques in most cases for var-
ious oracle data sizes from 1 to 10. However, it is not clear
how the comparison results change in case of even larger
oracle data sizes. Therefore, we further investigated the ef-
fectiveness of all the studied techniques when selecting 10
to 50 oracle data. Due to the space limitation, we show
the results of using 5 to 50 oracle data on two Java sub-
ject programs in Figure 3 since the other subjects follow a
similar pattern. In each sub-figure, the x axis represents
the sizes of selected oracle data, e.g., s10 denotes using 10
oracle data; the y axis represents the fault-detection rates;
the white, gray, and red boxplots represent the DODONA,
SODSA 2, and SODSB 2, respectively. We can find that
the effectiveness of different oracle data selection techniques
tends to become saturate when using larger oracle data sizes.
In addition, using more than 10 oracle data cannot provide
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Table 7: Impacts of different oracle sizes from 1 to 9
Size=1 Size=2 Size=3 Size=4 Size=5 Size=6 Size=7 Size=8 Size=9

Sub. M/D SA SB M/D SA SB M/D SA SB M/D SA SB M/D SA SB M/D SA SB M/D SA SB M/D SA SB M/D SA SB

Gzip 11.8 13.1 – 11.9 14.3 – 34.5 21.3 – 37.4 21.3 – 37.4 24.4 – 37.4 24.4 – 37.4 24.6 – 37.4 38.1 – 37.5 38.3 –
Flex 15.3 13.4 – 16.0 13.8 – 16.0 18.1 – 16.0 18.1 – 16.0 20.4 – 16.0 20.4 – 16.0 20.5 – 17.6 20.5 – 17.6 20.5 –

Avg. 13.6 13.2 – 14.0 14.0 – 25.2 19.7 – 26.7 19.7 – 26.7 22.4 – 26.7 22.4 – 26.7 22.6 – 27.5 29.3 – 27.6 29.4 –

CSV 9.9 14.8 9.9 29.1 16.4 17.9 39.5 19.0 17.9 39.5 24.5 19.3 39.5 25.9 21.9 39.5 27.6 22.1 43.6 32.5 26.3 43.6 34.6 29.8 43.6 34.9 31.1
JDKIM 3.8 9.6 9.6 11.3 9.6 9.6 11.3 9.6 19.0 11.3 9.6 23.5 11.3 18.8 23.5 11.3 18.8 23.5 13.4 18.8 23.5 13.4 19.5 23.5 13.4 22.3 24.3
JCT 4.0 7.6 7.6 42.5 43.9 49.3 42.5 44.5 49.9 42.5 44.5 49.9 42.9 44.5 49.9 43.0 44.5 49.9 43.0 44.5 49.9 43.0 44.5 50.5 44.0 44.5 50.6
CLI 41.4 48.6 20.3 52.6 51.3 48.6 52.8 51.4 51.3 53.0 55.1 53.0 53.0 56.5 53.5 60.0 59.6 57.0 60.0 59.6 57.1 60.0 60.1 59.0 60.0 60.1 61.3
TAM 5.9 12.3 20.3 5.9 32.0 29.4 10.5 33.6 40.6 10.5 33.6 41.9 29.9 33.6 41.9 38.8 39.4 46.9 38.8 39.4 46.9 38.8 46.9 48.4 39.3 51.5 50.8
JMIME 23.4 25.3 25.4 23.4 33.6 33.8 24.3 39.6 35.0 24.3 40.0 35.0 24.3 41.3 35.0 26.1 41.3 41.0 27.0 41.8 44.8 27.0 45.5 45.3 39.9 47.6 48.0
CIO 9.3 0.0 5.4 11.1 4.3 5.8 11.1 16.8 6.3 12.6 22.3 18.8 13.4 22.3 18.8 13.5 25.4 24.3 13.6 25.8 24.6 13.6 26.0 24.9 16.5 26.1 28.1
DIG 12.9 18.6 13.1 12.9 18.6 13.1 12.9 26.1 13.3 12.9 26.3 13.4 35.4 26.3 13.4 35.4 27.8 13.8 35.4 28.1 13.8 35.4 28.1 13.8 35.6 28.1 34.6
JGT 0.0 8.8 8.8 25.0 17.6 40.6 25.0 41.1 41.0 25.0 41.4 41.3 25.0 41.4 44.4 25.0 41.4 44.4 25.9 41.9 44.9 25.9 42.0 44.9 25.9 42.0 45.0

Avg. 12.3 16.2 13.4 23.8 25.3 27.6 25.5 31.3 30.5 25.7 33.0 32.9 30.5 34.5 33.6 32.5 36.2 35.9 33.4 36.9 36.9 33.4 38.6 37.8 35.4 39.7 41.5

0.4

0.5

0.6

0.7

0.8

s5 s10 s15 s20 s25 s30 s35 s40 s45 s50
CLI

0.2

0.4

0.6

0.8

s5 s10 s15 s20 s25 s30 s35 s40 s45 s50
JMIME

Figure 3: Results for large oracle data sizes

much improvements in fault detection. Therefore, given the
costs of manually determining the expected value for each
oracle data in practice, our default setting of using 10 oracle
data can be cost effective.

5.3 Practical Values of Oracle Data Selection
Shown in a recent survey [5], the oracle costs of human

involvement include two aspects: 1) writing test oracles and
2) evaluating test outcomes, and prior work on oracle data
selection [62, 46] (same for our work) can effectively reduce
efforts for the first aspect by guiding testers to code loca-
tion/variables when writing test oracles [5]. With our ap-
proach, testers can identify a set of oracle data, which may
serve as the variables to be observed in test assertions. To
create a complete test oracle, testers need to define the ex-
pected value for each oracle data. Note that there can be
little human involvement in the case of regression testing,
since the values of selected oracle data for an old version
can be automatically recorded, and then utilized to auto-
matically generate the expected values of oracle data for a
new version. In the future, we will further reduce the oracle
cost for evaluating test outcomes beyond regression testing.

6. RELATED WORK
Our work is mostly related to oracle data selection. Staats

et al. [62, 28] proposed the first dynamic approach based
on mutation testing. Later, targeting object-oriented pro-
grams, Loyola et al. [46] proposed another dynamic approach,
which selects oracle data via analyzing the network central-
ity metrics of variable relationship graph in execution traces.
Similar to oracle data selection, Voas and Miller [67] pro-
posed to identify some positions that traditional software
testing can hardly detect faults by mutation analysis like
Staats et al. [62] and add assertions at these positions. Our
work presents the first static approach to the same oracle

data selection problem. Unlike dynamic approaches, our
approach does not rely on execution traces, and thus can
overcome intrinsic limitations of dynamic approaches.

As the oracle data selected by our approach can be used
for constructing test oracles, our work is also related to test
oracle generation [45, 27, 61, 65, 51, 6, 49, 47, 63, 2, 58, 79,
78, 72, 9, 10, 43, 70]. Most work in the literature automates
test oracle generation based on specifications [55, 8, 54, 20,
19]. Fraser and Zeller [25] proposed µTest to generate asser-
tions (not oracle data) by comparing the trace information
of a correct program and its mutants. Furthermore, program
invariants generated by various tools (e.g., Daikon [22, 23],
DySy [15] and iDiscovery [77]) can also serve as test ora-
cles. Fully automated oracle generation techniques usually
either require formal program specifications, or cannot dis-
cover faults for the current program version since those tech-
niques summarize the behaviors of the current version as test
oracles. Therefore, following existing work for oracle data
selection [62, 46], this work aims to support the creation of
test oracles, rather than completely generate it.

Besides, our work is also related to testing adequacy cri-
teria based on test oracles. Ken and David [42] defined state
coverage criterion, which decides whether all output defining
statements are covered by an oracle through investigating
program slicing. Schuler and Zeller [59, 60] proposed the
concept of checked coverage, which measures the extent to
which the code is checked by the test oracle through dynamic
slicing. Recently, Zhang et al. [74] utilized oracle-related fea-
tures (also other features) to predict test adequacy.

7. CONCLUSION AND FUTURE WORK
In this work, we propose the first static oracle data selec-

tion approach (SODS) and its extension. The experimental
study demonstrates that our static approach is more effec-
tive and much more efficient than state-of-the-art dynamic
approaches in most cases. For Java programs with JUnit
tests, our extension further improves the effectiveness of our
basic technique. In the future, we will extend our work
by investigating how to help testers determine the expected
values of oracle data. Furthermore, as our static approach
may also suffer from the intrinsic limitation (e.g., missing
dynamic class loading) of static analysis, we plan to further
combine the advantageous of dynamic and static approaches.
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