
Identification of
cis-regulatory motifs



Infrastructure: TSS/promoters, cis-regulatory modules 
Genomics data: Sequences, Localization, Expression, Interaction, GO

Grand challenge in transcriptional regulation
Map: promoter architecture <-> gene regulation network 



Transcription Factor Binding Sites



Protein-DNA binding example

Transcription Factor

Transcription Factor Binding Site



Problem setup & Data



Fundamental problem of finding motifs
Typical microarray or sequencing datasets:
•mRNA Expression (cDNA/oligo array, RNA-seq)
•DNA localization (ChIP-chip, ChIP-seq)

Entire ranked (non-clustered) sequence set: Regression motif(s)

Two sequence sets: Discriminant motif(s)
responsive vs. non-responsive gene promoters 
top binding vs. non-binding promoters 
(e.g. tissue-specific vs. house-keeping promoters)

One sequence (cluster/group) set: Common motif(s)
responsive gene promoters or top binding promoters
(“Null” background or mixture/missing data model)

(no-free-lunch theory!)



Pattern definition & 
representation



Basic single motif descriptions
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Motif Logos: An Example

(http://www-lmmb.ncifcrf.gov/~toms/sequencelogo.html)



Motif finding algorithms



Word counting/Enumeration/Combinatorics

• Oligo-count, spaced dyads w1.ns.w2 (van Helden, Andre
&Collado-Vides98)
• Teiresias (Rigoustos&Floratos98), constrains on density of “N”
• Suffix trie (Brazma et al 98) to represent all intergenic sequences,
prune nodes with two few sites
• Winnower (Pevzner&Sze00), find cliques in a graph, (15,4)-motif
problem [20 sequences of length 600]; Mitra (Eskin&Pevzner02)
• RandomProjection (Buhler&Tompa01) project L-mers into random
K-mer subspaces, generate good “seeds” for MEME or Gibbs 
sampler; YMF (Sinha&Tompa02) IUPAC code with Markov 
background.
• Weeder (Pavesi, Mauri & Pesole01, Based on Sagot98) exhaustive
• MobyDick (Bussemaker, Li &Siggia01), build long motifs from
shorter ones



Greedy algorithm: CONSENSUS
(Stormo&Hartzell 1989, Hertz et al 1990)



CONSENSUS

Starting from the 1st sequence, add one sequence at 
a time to look for the best motifs obtained with the 
additional sequence
• The algorithm runs very fast
• Sequence order plays a big role in performance
– First two sequences better contain the motif
– Sites stop accumulating at the first bad sequence

• Newer version allowing [0-n] is much slower



Expectation Maximization algorithm
• EM was published by Dempster, Laird, Rubin [1977]
• It is one of the most widely used algorithms in statistics
• 200-300 papers are published yearly on EM, or applications 
of EM
• EM is a family of algorithms for maximum likelihood 
estimation of parameters with “missing data”

When we want to find the maximum likelihood estimate 
of the parameters and

– data is incomplete, or
– the optimization of the maximum likelihood 

function is analytically intractable and the likelihood 
function can be simplified by assuming the existence of 
additional, but missing, parameters value



EM
All EM algorithms consists of two steps:
1) the expectation step (E-step)
2) the maximization step (M-step)
• The expectation is with respect to the unknown
underlying variables, using the current estimate
of the parameters and conditioned upon the observation
• The maximization step provides a new estimate
of the parameters
• The two steps are iterated until convergence

The likelihood increases at each step, so the 
procedure will always reach a maximum 
asymptotically
• It has been proved that the number of iterations 
to convergence is linear in the input size
• More importantly, EM can get stuck (easily) in 
local maxima



EM algorithm for motif discovery 
(Lawrence-Reilly 1990)

The objective is to maximize the following log likelihood:

where qb,0 is the unknown distribution outside the motif, qb,i is the 
unknown distribution inside the motif, f0(b) is the observed 
frequency, nb,0 is the base count outside the motif; fj (b) is the 
observed frequency, nb,j is the base count in the motif at position j.

Recall, if we know the positions of the motif in each 
sequence, we can easily calculate the parameter:
• qb,j=fj(b) =nb,j /k and qb,0=f0(b) = nb,0 /(k(n-m))
• So for the E-step, we need to calculate the
expected count of each base in the motif and in the 
background.



EM Lawrence&Reilly
For each sequence i, with length n, the length of motif is m

E-step: for each sequence xi, we need to calculate the probability of the 
motif for each possible position s (1≤s ≤n-m+1), denote as ρi,s, which 
can be calculated based on the parameters of previous iteration (t), and 
the expected count Qb,j = Exp(nb,j| ρt ,x) is just the summation over all 
sequences and over every position.

M-step: use the expected count of each base in each position to 
compute the ML (re)estimate of the parameters

Termination: when |q(t+1)-q(t)|<ε or max iterations reached.



MEME (Beiley & Elkan 1994)

“Multiple EM for Motif Elicitation” (MEME) is an improved 
version of the expectation maximization approach.

There are three main differences:
1) the initial profiles are not chosen randomly, but they 
are substrings which actually occur in the sequences
2) the assumption that there is only one occurrence of 
the motif is dropped
3) once a profile has been found, it is reported, and the 
iterative process continues



MEME Using substring as starting points
Idea: substrings actually occurring in sequence are better starting points
• Each substring is converted into a matrix
• Assigning 1.0 to the base and 0.0 to the others is a bad choice, because 
EM cannot move from this. The authors arbitrarily assign probability 0.5 to 
the base and 0.5/3 for the other three
• It would be too expensive to run EM until convergence from each
substring. It turns out that this is not necessary. EM converges very quickly 
from matrices obtained from substrings, and the best starting point can be 
found running only one iteration
Dealing with multiple occurrences
MEME allows to drop the “one-per-sequence” assumption. Ask user to 
supply an expected number of occurrences of the unknown motif and use 
that to normalize the estimation process of the EM algorithm. The authors 
claim that the exact value of the number of occurrences is not critical

It does not stop after finding the most likely motif. Once a motif is found 
and reported, it is “probabilistically erased” by changing some position-
dependent weight. The process continues until a number of predetermined 
motifs have been found



MEME algorithm

For each substring y in {x1,x2,…,xk} do
• Run EM for one iteration with motif computed from y
• Choose the motif q with highest likelihood
• Run EM until convergence starting from q
• Report the motif q
• Erase the occurrences of q  from dataset, repeat until a 
number of predetermined motifs have been found

MEME & MetaMEME
http://meme.sdsc.edu/
http://metameme.sdsc.edu/



Gibbs sampling
(SiteSampler:Lawrence et al 1993; MotifSampler: Neuwald et al 1995)

Input: multisequence X = {x1, x2,… xk,} motif length m
Output: a matrix profile qi,b, b∈{A,C,G,T} 1≤i≤m, and 
position sj for jth sequence (1≤j≤k).

The algorithms maintains also the background 
distribution p0i.  A string of y with length m: P(y) is the 
probability of y based on the
background distribution; Q(y) is the probability of y 
based on the motif distribution



Gibbs sampling algorithm

Gibbs sampling iterates 1) and 2) until
convergence
1. Predictive update step: randomly choose one of the k 
sequences, say r. The matrix qi,b and the background frequencies 
p0b are recomputed from the current positions sj in all other 
sequences
2. Sampling step: assign a weight z(y)=Q(y)/P(y) to each substring 
y of length m in xr. Select randomly a substring y in xr with 
probability proportional to z(y) and then update sr.

The more accurate the motif description in step 1, the more 
accurate the determination of its position in step 2, and vice versa
• Once some correct positions have been selected by chance, qi,b
begins to reflect (imperfectly) the unknown motif
• This process tends to recruit further correct positions which in turn 
improve the discriminating power of the evolving motif



Gibbs sampling (con’t)

How to update the matrix and the background frequencies?
• qi,b = (fib+db)/(k-1 + sum(dc)) (not in xr)
• p0b = f0b/(total length) (no patterns)

It can be generalized to:
• Find also the length of pattern m
• Find a set of matrix profiles, instead of one

Ad hoc steps:
• Phase shifting
• Near optional sampling



Gibbs
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Gibbs
The Gibbs Sampling Algorithm In Words : Given N sequences of 

length L and desired motif width W:
1. Choose a starting position in each sequence at random: a1 in seq

1, a2 in seq 2, …, aN in sequence N
2. Choose a sequence at random from the set (say, seq1). 
3. Make a weight matrix model of width W from the sites in all 

sequences except the one chosen in step 2.
4. Assign a probability to each position in seq 1 using the weight 

matrix model constructed in step 3: p = { p1, p2, p3, …, pL-W+1 }.
5. Sample a starting position in seq 1 based on this probability 

distribution and set a1 to this new position. 
6. Choose a sequence at random from the set (say, seq 2). 
7. Make a weight matrix model of width W from the sites in all 

sequences except the one chosen in step 6. 
8. Assign a probability to each position in seq 2 using the weight 

matrix model constructed in step 7. 
9. Sample a starting position in seq 2 based on this dist. 
10. Repeat until convergence 



Gibbs Sampler Summary

• A stochastic (Monte Carlo) algorithm for motif finding
• Works by ‘stumbling’ onto a few motif instances, which 

bias the weight matrix, which causes it to sample more 
motif instances, which biases the weight matrix more, …
until convergence 

• Not guaranteed to converge to same motif every time 

run several times, compare results
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